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Abstract.  We consider the enforcemert powers of program monitors,
which intercept security-sensitive actions of a target application at run
time and take remedial steps whenevwer the target attempts to execute a
potentially dangerous action. A common belief in the security commu-
nity is that program monitors, regardlessof the remedial steps available
to them when detecting violations, canonly enforcesafety properties. We
formally analyze the properties enforceableby various program monitors
and nd that although this belief is correct when considering monitors
with simple remedial options, it is incorrect for more powerful monitors
that can be modeled by edit automata. We de ne an interesting set of
properties called in nite renewal properties and demonstrate how, when
given any reasonablein nite renewal property, to construct an edit au-
tomaton that provably enforcesthat property. We analyze the set of
in nite renewal properties and show that it includes every safety prop-
erty, somelivenessproperties, and someproperties that are neither safety
nor liveness.

1 Intro duction

A ubiquitous technique for enforcing software security involvesdynamically mon-
itoring the behavior of programsand taking remedial actions when the programs
behave in a way that violates a security policy. Firewalls, virtual machines, and
operating systemsall act as program monitors to enforcesecurity policiesin this
way. We can even think of any application containing security code that dy-
namically cheds input values,queriesnetwork con gurations, raisesexceptions,
warns the user of potential consequence®f opening a le, etc. as corntaining a
program monitor inlined into the application.

Becauseprogram monitors, which react to the potential security violations
of target programs, enjoy such ubiquity, it is important to understand their capa-
bilities as policy enforcers.Having well-de ned boundaries on the enforcemen
powers of security medianisms allows security architects to determine exactly



when certain medanisms are neededand savesthe architects from attempting
to enforcepolicies with insu cien tly strong mecanisms.

Sdcneiderdiscoveredoneparticularly usefulboundary on the power of certain
program monitors [Sch00]. He de ned a classof monitors that respond to po-
tential security violations by halting the target application, and he showed that
thesemonitors can only enforcesafety properties|securit y policiesthat specify
that \nothing bad ever happens" in a valid run of the target [Lam77]. When
a monitor in this class detects a potential security violation (i.e., \something
bad"), it must halt the target.

Although Schneider's result applies only to a particular class of program
monitors, it is generally believed that all program monitors, even ones that
have greater abilities than just to halt the target, are able to enforceonly safety
properties. The main result of the presert paper is to provethat certain program
monitors can enforcenon-safey properties. Thesemonitors are modeled by edit
automata, which have the power to insert actions on behalf of and suppress
actions attempted by the target application. We prove an interesting lower bound
on the properties enforceableby such monitors: a lower bound that encompasses
strictly more than safety properties.

1.1 Related Work

A rich variety of security monitoring systemshas beenimplemented [JZTB98]
[EAC98,ES99ET99,KVBA * 99,BLWO03,Erl04,BLWO05]. In general,thesesystems
allow arbitrary code to be executedin responseto potential security violations,
so they cannot be modeled as monitors that simply halt upon detecting a vio-
lation. In most cases,the languagesprovided by these systemsfor specifying
policies can be considered domain-speci ¢ aspect-oriented programming lan-
guages[KHH * 01].

Theoretical e orts to describe security monitoring have lagged behind the
implementation work, making it di cult to know exactly which sorts of security
policiesto expect the implemented systemsto be ableto enforce.After Schneider
made substartial progressby showing that safety properties are an upper bound
on the setof policiesenforceableby simple monitors [Sch0(], Viswanathan, Kim,
and others tightened this bound by placing explicit computability constraints on
the safety properties being enforced[Vis00,KKL * 02]. Viswanathan also demon-
strated that thesecomputable safety properties are equivalent to CoRE proper-
ties [Vis00]. Fong then formally shawed that placing limits on a monitor's state
spaceinduces limits on the properties enforceableby the monitor [Fon04. Re-
certly, Hamlen, Schneider, and Morrisett compared the enforcemen power of
static analysis, monitoring, and program rewriting [HMSO03]. They showed that
the set of statically enforceableproperties equalsthe set of recursively decidable
properties of programs, that monitors with accessto source program text can
enforce strictly more properties than can be enforced through static analysis,
and that program rewriters do not correspond to any complexity classin the
arithmetic hierarchy.



In earlier theoretical work, wetook a rst step toward understanding the en-
forcemen power of monitors that have greater abilities than simply to halt the
target when detecting a potential security violation [LBWO05]. We intro duced edit
automata, a new model that captured the ability of program monitors to insert
actions on behalf of the target and to suppresspotentially dangerousactions.
Edit automata are semartically similar to deterministic 1/O automata [LT87]
but have very di erent correctnessrequiremerts. The primary cortribution of
our earlier work wasto setup a framework for reasoningabout program monitors
by providing a formal de nition of what it even meansfor a monitor to enforcea
property. Although we alsoprovedthe enforcemen boundariesof seweral typesof
monitors, we did soin a model that assumedthat all target programs evertually
terminate. Hence, from a practical perspective, our model did not accurately
capture the capabilities of real systems. From a theoretical perspective, only
modeling terminating targets made it impossibleto comparethe properties en-
forceableby edit automata to well-establishedsets of properties such as safety
and livenessproperties.

1.2 Contributions

This paper preseris the nontrivial generalization of earlier work on edit au-
tomata [LBWO5] to potentially nonterminating targets. This generalization al-
lows us to reasonabout the true enforcemen powers of an interesting and real-
istic classof program monitors, and makesit possibleto formally and precisely
comparethis classto previously studied classes.

More speci cally, we extend previous work in the following ways.

{ We rene and introduce formal de nitions neededto understand exactly
what it meansfor program monitors to enforce policies on potentially non-
terminating target applications (Section 2). A new notion of enforcemen
(called e ective= enforcement) enablesthe derivation of elegart lower bounds
on the setsof policies monitors can enforce.

{ We show why it is commonly believed that run-time monitors enforce only
computable safety properties (Section 3). We show this by revisiting and
extending earlier theoremsthat describe the enforcemen powers of simple
monitors. The earlier theoremsare extended by consideringnonterminating
targets and by proving that exactly one computable safety property|that
which considerseverything a security violation|cannot be enforcedby pro-
gram monitors.

{ We de ne an interesting set of properties called in nite renewal properties
and demonstrate how, when given any reasonablein nite renewal property,
to construct an edit automaton that provably enforcesthat property (Sec-
tion 4).

{ We prove that program monitors modeled by edit automata can enforce
strictly more than safety properties. We demonstrate this by analyzing the
set of in nite renewal properties and showing that it includes every safety
property, some livenessproperties, and some properties that are neither
safety nor liveness(Section 5).



2 Technical Apparatus

This section provides the formal framework necessaryto reasonprecisely about
the scope of policies program monitors can enforce.

2.1 Notation

We specify a system at a high level of abstraction as a nhonempty, possibly
courtably in nite setof program actions A (also referred to asprogram everts).
An execution is simply a nite or in nite sequenceof actions. The setof all nite
executionson a systemwith action set A is notated as A”. Similarly, the set of
in nite  executionsis A' , and the set of all executions( nite and in nite) is A* .
We let the metavariable a range over actions, and over executions,and
over setsof executions(i.e., subsetsof At ).

The symbol denotesthe empty sequencethat is, an execution with no
actions. We usethe notation ; to denote the concatenation of two nite se-
quences.When is a (nite) pre x of (possibly in nite) , we write or,
equivalertly, . If  hasbeenpreviously quanti ed, we often use8 asan
abbreviation for 8 2 A? : ; similarly, if has already beenquanti ed, we
abbreviate 8 2 A! : simply as 8

2.2 Policies and Prop erties

A security policy is a computable predicate P on sets of executions; a set of
executions Al satis es a policy P if and only if P( ). For example, a
set of executionssatis es a nontermination policy if and only if every execution
in the setis an in nite sequenceof actions. A key uniformity policy might be
satis ed only by setsof executionswhere the cryptographic keysusedin all the
executionsforms a uniform distribution over the universeof key values.

Following Schneider[Sch0(], we distinguish betweenproperties and more gen-
eral policiesasfollows. A security policy P is a property if and only if there exists
a decidable characteristic predicate P over Al such that for all Al | the
following is true.

P()() 8 2 :B() (Pr oper ty)

Hence, a property is de ned exclusively in terms of individual executions
and may not specify a relationship betweendi erent executionsof the program.
The nontermination policy mentioned above is therefore a property, while the
key uniformity policy is not. The distinction between properties and policies is
an important one to make when reasoningabout program monitors becausea
monitor seesindividual executionsand thus can only enforcesecurity properties
rather than more generalpolicies.

There is a one-to-onecorrespondencebetweena property P and its charac-
teristic predicate P, sowe usethe notation P unambiguously to refer both to a
characteristic predicate and the property it induces.When P( ), we say that



satis es or obeysthe property, or that is valid or legal. Likewise,when: P( ),
we say that violates or disoleysthe property, or that s invalid or illegal
Properties that specify that \nothing bad ewver happens" are called safety
properties [Lam77]. No nite prex of a valid execution can violate a safety
property; stated equivalertly: once some nite execution violates the property,
all extensions of that execution violate the property. Formally, P is a safety
property on a systemwith action set A if and only if the following is true.

8 2AY 1(:P()) 9° 8 %:B() (Safety)

Many interesting security policies,suc asaccess-cotrol policies,are safety prop-
erties where security violations cannot be \undone" by extending a violating
execution.

Dually to safety properties, livenessproperties [AS85] state that nothing ex-
ceptionally bad can happenin any nite amount of time. Any nite sequenceof
actions can always be extended so that it satis es the property. Formally, P is
a livenessproperty on a systemwith action set A if and only if the following is
true.

8 2A”:9 B() (Liveness)

The nontermination policy is a livenessproperty becauseany nite execution
can be madeto satisfy the policy simply by extending it to anin nite execution.

Generalproperties may allow executionsto alternate freely betweensatisfying
and violating the property. Such properties are neither safety nor livenessbut
instead a combination of a single safety and a single livenessproperty [AS87].
We show in Section 4 that edit automata e ectiv ely enforcean interesting new
sort of property that is neither safety nor liveness.

2.3 Securit y Automata

Program monitors operate by transforming execution sequence®f an untrusted
target application at run time to ensurethat all obsenable executions satisfy
some property [LBWO05]. We model a program monitor formally by a security
automaton S, which is a deterministic nite or countably in nite state machine
(Q; o; ) that is de ned with respectto somesystemwith action setA. The set
Q speci es the possible automaton states, and qq is the initial state. Di erent
automata have slightly di erent sorts of transition functions ( ), which accourts
for the variations in their expressive power. The exact speci cation of atransition
function is part of the de nition of ead kind of security automaton; we only
require that be complete, deterministic, and Turing Machine computable. We
limit our analysisin this work to automata whosetransition functions take the
current state and input action (the next action the target wants to execute)and
return a new state and at most one action to output (make obsenable). The
current input action may or may not be consumedwhile making a transition.



We specify the execution of ead dierent kind of security automaton S
using a labeled operational semariics. The basic single-stepjudgment has the
form (g, ) ! s (q% 9 where q denotesthe current state of the automaton,
denotesthe sequenceof actions that the target program wants to execute,q® and

0 denote the state and action sequenceafter the automaton takesa single step,
and denotesthe sequenceof at most one action output by the automaton in
this step. The input sequence is not obsenable to the outside world whereas
the output, , is obsenable.

We generalizethe single-stepjudgment to a multi-step judgment using stan-
dard rules of re exivit y and transitivit y.

De nition 1 (Multi-step).  The multi-step relation ( ;q) =) s ( %49 is in-
ductively de ned as follows (where all metavariablesare universally quanti e d).

1.(g )=) s(a ) .
2.0F (g ) s (q” 9 and (@ 9=F s (o 9then(q )=)"s (% 9

In addition, we extend previous work [LBWO05] by de ning what it meansfor
a program monitor to transform a possibly in nite-length input execution into
a possibly in nite-length output execution. This de nition is essetial for un-
derstanding the behavior of monitors operating on potentially nonterminating
targets.

De nition 2 (T ransforms). A security automaton S = (Q; ¢p; ) on a system
with action setA transforms the input sequen@ 2 A! into the output sequene

2 Al | notated as (op; ) +s , if and only if the following two constraints are
met.

1. 802 Q:8 °2 Al :8 92 A%:((q; )=) s (& 9)) °©
2.80 :9¢02Q:9 °2AL (g )=) s (f 9

When (qp; ) +s , the rst constraint ensuresthat automaton S on input
outputs only pre xes of , while the secondconstraint ensuresthat S outputs
every pre x of

2.4 Prop erty Enforcemen t

Seweral authors have noted the importance of monitors obeying two abstract
principles, which we call soundnessand transparency [LBW03,HMS03,Erl04].
A mechanism that purports to enforcea property P is sound when it ensures
that obsenable outputs always obey B; it is transparent when it presenesthe
semartics of executionsthat already obey P. We call a sound and transparent
medanisman e e ctive enforcer.Becausee ectiv e enforcersare transparernt, they
may transform valid input sequenceonly into semarically equivalent output
sequencesfor some system-sgeci ¢ de nition of semariic equivalence. When
two executions ; 2 A! are semarically equivalert, we write = . We
place no restrictions on a relation of semartic equivalenceexceptthat it actually



be an equivalencerelation (i.e., re exiv e, symmetric, and transitiv ), and that
properties should not be able to distinguish between semartically equivalent
executions.

8P:8; 2AY : = ) (P() () P() (ndistinguishability)

When acting on a systemwith sematriic equivalencerelation =, we will call
an e ectiv e enforcer an e ective. enforcer. The formal de nition of e ectiv e
enforcemen is given below. Together, the rst and secondconstraints in the
following de nition imply soundnessthe rst and third constraints imply trans-
parency:.

Denition 3 (Eectiv e. Enforcemen t). An automaton S with starting state
o € ectiv ely- enforcesa property P on a systemwith action setA and semantic
equivalene relation = if andonly if 8 2 Al :9 2 Al

1 (% )+s
2. P(), and
3.P()) =

In somesituations, the system-sgeci ¢ equivalencerelation = complicatesour
theorems and proofs with little bene t. We have found that we can sometimes
gain more insight into the enforcemen powers of program monitors by limiting
our analysisto systemsin which the equivalencerelation (=) is just syntactic
equality (=). We call e ective- enforcersoperating on sud systemse e ctive-
enforcers. To obtain a formal notion of e ective- enforcemen, we rst needto
de ne the \syntactic equality” of executions. Intuitiv ely, = for any nite or
in nite sequences and whenevery prex of isaprex of ,andvice versa.

8; 2AY : = () 8% 9 ~A~gl0 .0 (Equality)

An e ective- enforcer is simply an e ective- enforcer where the system-
speci ¢ equivalencerelation (=) is the system-unspeci ¢ equality relation (=).

Denition 4 (Eectiv e- Enforcemen t). An automatonS with starting state
o e ectively- enforcesa property P on a systemwith action set A if and only
if8 2AY :9 2A :

1. (Go; )+s
2. P(), and
3.P()) =

Becauseany two executionsthat are syntactically equal must be semartically
equivalent, any property e ectiv ely- enforceableby somesecurity automaton is
also e ectiv ely- enforceableby that sameautomaton. Hence,an analysis of the
set of properties e ectiv ely- enforceableby a particular kind of automaton is



consenative; the set of properties e ectiv ely- enforceableby that samesort of
automaton must be a superset of the e ectiv ely- enforceableproperties.

Past researt has consideredalternativ e de nitions of enforcemen [LBWO5].
Conservative enforcemen allows monitors to disobey the transparency require-
mernt, while precise enforcemei forcese ective monitors to obey an additional
timing constraint (monitors must accept actions in lockstep with their produc-
tion by the target). Becausethesede nitions do not directly match the intuitiv e
soundnessand transparency requiremerts of program monitors, we do not study
them in this paper.

3 Truncation Automata

This section demonstrateswhy it is often believed that run-time monitors en-
force only safety properties: this belief is provably correct when considering a
common but very limited type of monitor that we model by truncation au-
tomata. A truncation automaton has only two options when it intercepts an
action from the target program: it may accept the action and make it ob-
senable, or it may halt (i.e., truncate the actions of) the target program al-
together. This model is the primary focus of most of the theoretical work on
program monitoring [Sch00,Vis00,KKL * 02]. Truncation-based monitors have
beenused successfullyto enforcea rich set of interesting safety policies includ-
ing accesscontrol [ET99], stack inspection [ESOQAF03], software fault isola-
tion [WLA G93,ES99, Chinese Wall [BN89,Erl04,Fon04], and one-out-ofk au-
thorization [Fon04 policies3

Truncation automata have been widely studied, but revisiting them here
senes seweral purposes.It allows us to extend to potentially nonterminating
targets previous proofs of their capabilities as e ectiv e enforcers [LBWO05], to
uncover the single computable safety property unenforceableby any sound pro-
gram monitor, and to provide a precise comparison between the enforcemen
powers of truncation and edit automata (de ned in Section4).

3.1 De nition

A truncation automaton T isa nite or countably in nite state machine (Q; qo; )
that is de ned with respectto somesystemwith action setA. As usual, Q speci-
es the possibleautomaton states, and ¢ is the initial state. The complete func-
ton :Q A! Q[ fhaltg species the transition function for the automaton
and indicates either that the automaton should acceptthe current input action
and move to a new state (when the return value is a new state), or that the
automaton should halt the target program (when the return value is halt). For
the sake of determinacy, we require that halt 62Q. The operational semartics of
truncation automata are formally speci ed by the following rules.

3 Although someof the cited work considersmonitors with powers beyond truncation,
it also speci cally studies many policies that can be enforced by monitors that only
have the power to truncate.



(@ ) ! 7 (%9

() Fr@?H (T-Step)
if =a ©
and (ga) = o

@) !'7() (T-Stop)
if =a ©

and (g;a) = halt

As describedin Section2.3, we extend the single-steprelation to a multi-step
relation using standard re exivit y and transitivit y rules.

3.2 Enforceable Prop erties

Let us consider a lower bound on the e ective. enforcemen powers of trun-
cation automata. Any property that is e ectiv ely- enforceableby a truncation
automaton is also e ectiv ely- enforceableby that sameautomaton, so we can
develop alower bound on properties e ectiv ely- enforceableby examining which
properties are e ectiv ely- enforceable.

When given as input some 2 Al sud that P( ), a truncation automa-
ton that e ectiv ely- enforcesP must output . However, the automaton must
also truncate every invalid input sequenceinto a valid output. Any truncation
performed to an invalid input prevents the automaton from accepting all the
actions in a valid extension of that input. Therefore, truncation automata can-
not e ectiv ely- enforceany property where an invalid execution can be a pre x
of a valid execution. This is exactly the de nition of safety properties, soit is
intuitiv ely clear that truncation automata e ectiv ely- enforceonly safety prop-
erties.

Pastreseard haspresened results equating the enforcemen power of trunca-
tion automata with the setof computable safety properties[Vis00,KKL * 02,LBWO05].
We extend the precision of previous work by showing that there is exactly one
computable safety property unenforceableby any sound security automaton: the
unsatis able safety property where8 2 Al :: P( ). A monitor could never
enforce such a property becausethere is no valid output sequencethat could
be producedin responseto an invalid input sequenceTo prevert this caseand
to ensurethat truncation automata can behave correctly on targets that gen-
erate no actions, we require that the empty sequencesatis es any property we
are interested in enforcing. We often usethe term reasonableto describe com-
putable properties P such that B(). Previous work simply assumedP() for
all P [LBWO5]; we now shaw this to be a necessaryassumption. The following
theorem states that truncation automata e ectiv ely- enforceexactly the set of
reasonablesafety properties.



Theorem 1 (Eectiv e- T! -Enforcemen t). A property P on a systemwith
action setA can be e ectively- enforced by sometruncation automaton T if and
only if the following constraints are met.

1.8 2AY ::P()) 9° :8 0::P() (Safety)
2. P()

Proof. PleaseseeAppendix A for the proof. We omit it here due to its length.

We next delineate the properties e ectiv ely- enforceableby truncation au-
tomata. As mentioned above,the setof propertiestruncation automata e ectiv ely-
enforceprovides a lower bound for the set of e ectiv ely- enforceableproperties;
a candidate upper bound is the set of properties P that satisfy the following
extended safety constraint.

8 2A ::P()) 9% 8 %(¢P()_. =9 (T-Safety)

This is an upper bound becausea truncation automaton T that e ectiv ely-
enforcesP must halt at some nite point (having output 9 whenits input ()
violates P; otherwise, T would acceptevery action of the invalid input. When T
halts, all extensions( ) of its output must either violate P or be equivalert to
its output; otherwise, there is a valid input sequencefor which T fails to output
an equivalent sequence.

Actually, asthe following theorem shows, this upper bound is almost tight.
We simply have to add computability restrictions on the property to ensurethat
a truncation automaton can decidewhen to halt the target.

Theorem 2 (Eectiv e. T! -Enforcemen t). A property P on a systemwith
action set A can be e ectively. enforced by some truncation automaton T if
and only if there exists a decidable predicate D over A? suchthat the following
constraints are met.

1.8 2AY ::P()) 9° :D(O9
2.8( %a)2A?:D( %a)) (8 (%a):P()) = 9
3.:D()

Proof. SeeAppendix A.

On practical systems,it is likely uncommonthat the property requiring en-
forcemen and the system'srelation of semaric equivalenceare so broad asto
considersomevalid executionequivalent to all valid extensionsof that execution.
We therefore considerthe set of properties detailed in the theorem of E ectiv e-
T! -Enforcemert (i.e., reasonablesafety properties) more indicativ e of the true
enforcemen power of truncation automata.



4 Edit Automata

We now considerthe enforcemen capabilities of a stronger sort of security au-
tomaton called the edit automaton [LBWO05]. We re ne previous work by pre-
serting a more conciseformal de nition of edit automata. More importantly, we
analyzethe enforcemen powers of edit automata on possibly in nite sequences,
which allows us to prove that edit automata can e ectiv ely- enforce an inter-
esting, new classof properties that we call in nite renewalproperties.

4.1 De nition

An edit automaton E is a triple (Q; qo; ) de ned with respect to somesystem
with action set A. As with truncation automata, Q is the possibly countably
in nite set of states, and ¢ is the initial state. In contrast to truncation au-
tomata, the complete transition function of an edit automaton has the form

:Q A! Q (A fg). The transition function speci es, when given a cur-
rent state and input action, a new state to enter and either an action to insert
into the output stream (without consumingthe input action) or the empty se-
quenceto indicate that the input action should be supprsseél (i.e., consumed
from the input without being made obsenable). We previously de ned edit au-
tomata that could also perform the following transformations in a single step:
insert a nite sequenceof actions, acceptthe current input action, or halt the
target [LBWO5]. Howeer, all of thesetransformations can be expressedn terms
of suppressingand inserting single actions. For example, an edit automaton can
halt a target by suppressingall future actions of the target; an edit automaton
acceptsan action by inserting and then suppressingthat action ( rst making the
action obsenable and then consumingit from the input). Although in practice
these transformations would ead be performed in a single step, we have found
the minimal operational semartics containing only the two rules shovn below
more amenableto formal reasoning.Explicitly including the additional rules in
the model would not invalidate any of our results.

(g ) !'e@ 9
G ) T e®) (E-Ins)
if =a ©
and (g;a) = (¢%a)
() 'e@®9 (E-Sup)

if =a ©

and (g a) = (q%)

As with truncation automata, we extend the single-step semarics of edit
automata to a multi-step semarics with the rulesfor re exivit y and transitivit y.



4.2 Enforceable Prop erties

Edit automata are powerful property enforcers becausethey can suppressa
sequenceof potentially illegal actions and later, if the sequencds determined to
be legal, just re-insert it. Esserially, the monitor feignsto the target that its
requestsare being accepted, although none actually are, until the monitor can
conrm that the sequenceof feignedactions is valid. At that point, the monitor
inserts all of the actions it previously feigned accepting. This is the sameidea
implemenrted by intentions les in database transactions [Pax79. Monitoring
systemslike virtual machines can also be usedin this way, feigning execution
of a sequenceof the target's actions and only making the sequenceobsenable
when it is known to be valid.

As we did for truncation automata, we develop a lower bound on the set of
properties that edit automata e ectiv ely- enforceby consideringthe properties
they e ectiv ely- enforce. Using the technique described above of suppressing
invalid inputs until the monitor determinesthat the suppressedinput obeys a
property, edit automata can e ectiv ely- enforceany reasonablein nite renewal
(or simply renewa) property. A renewal property is one in which every valid
in nite-length sequencehasin nitely many valid pre xes, and conversely every
invalid in nite-length sequencehas only nitely many valid pre xes. For exam-
ple, a property P may be satis ed only by executionsthat contain the action a.
This is a renewal property becausevalid in nite-length executionscontain an in-
nite number of valid pre xes (in which a appears)while invalid in nite-length
executions contain only a nite number of valid pre xes (in fact, zero). This
P is also a livenessproperty becauseany invalid nite execution can be made
valid simply by appending the action a. Although edit automata cannot enforce
this P because: P(), in Section5.2 we will recastthis example as a reasonable
\eventually audits" policy and show seweral more detailed examplesof renewal
properties enforceableby edit automata.

We formally deem a property B an in nite renewal property on a system
with action set A if and only if the following is true.

8 2A':P() () f° jP(%gisaninnite set (Renew al )

It will often be easierto reasonabout renewal properties without relying
on in nite set cardinality. We make use of the following equivalent de nition in
formal analyses.

8 2A' :P()() 8° :9 0 APB() (Renew al »)

If we are given a reasonablerenewal property P, we can construct an edit
automaton that e ectively- enforcesP using the technique of feigning accep-
tance (i.e., suppressingactions) until the automaton has seensomelegal pre x



of the input (at which point the suppressedactions can be made obsenable).
This technique ensuresthat the automaton evertually outputs every valid pre X,

and only valid pre xes, of any input execution. BecauseP is a renewal prop-
erty, the automaton therefore outputs all pre xes, and only pre xes, of a valid
input while outputting only the longestvalid pre x of an invalid input. Hence,
the automaton correctly e ectiv ely- enforcesP. The following theorem formally
states this result.

Theorem 3 (Lower Bound Eectiv e- E! -Enforcemen t). A property P
on a systemwith action setA can be e ectively- enforced by someedit automaton
E if the following constraints are met.

1.8 2A' :P() () (B8° :9 : 0 APB() (Renew al »)
2. B()

Proof. SeeAppendix A.

It would be reasonableto expect that the set of renewal properties also
represerts an upper bound on the properties e ectiv ely- enforceableby edit
automata. After all, an e ective- automaton cannot output an in nite  number
of valid pre xes of aninvalid in nite-length input  without in fact transforming
the invalid into . In addition, on avalid in nite-length input , an e ective-
automaton must output in nitely many pre xes of , and whenever it inputs
an action, its output must be a valid pre x of becausethere may be no more
input (i.e., the target may not generatemore actions). Howewer, there is a corner
casein which an edit automaton can e ectiv ely- enforcea valid in nite-length
execution that hasonly nitely many valid pre xes|when the automaton can
input only nitely many actions of it needonly output nitely many valid
pre xes of . This requiresthe automaton to decide at some nite point when
processing that isthe only valid extensionof its current input. At that point,
the automaton can ceasereceiving input and erter an in nite loop to insert the
actions of

The following theorem preserts the tight boundary for e ective- enforce-
ment of properties by edit automata, including the corner casedescribed above.
Becausewe believe that the corner caseaddsrelatively little to the enforcemet
capabilities of edit automata, we only sketch the proof in Appendix A.

Theorem 4 (Eectiv e- E! -Enforcemen t). A property P on a systemwith
action set A can be e ectively- enforced by someedit automaton E if and only
if the following constraints are met.

80 :9 C 0 AP()

0
N
1.8 2A' :P() () _ﬁ(o)- 0. =
: : 9 '8 P()) = A
the existen@ and actions of
are computablefrom °©

2. P()



Proof sketch. SeeAppendix A.

We have found it dicult to delineate the precise boundary of properties
that are e ectiv ely- enforceableby edit automata. Unfortunately, the simplest
way to specify this boundary appearsto be to encale the semartics of edit
automata into recursive functions that operate over streams of actions. Then,
we canreasonabout the relationship betweeninput and output sequencesf suc
functions just asthe de nition of e ective. enforcemen requires us to reason
about the relationship betweeninput and output sequencesf automata. Our
nal theorem takesthis approad,; we presert it for completeness.

Theorem 5 (Eectiv e- E! -Enforcemen t). Let D be a decidable function
D:A? A%l A[ fg.ThenR}] is adecidablefunction R : A? A? A%l A?
parameterized by D and inductively de ned as follows, where all metavariables
are universally quanti ed.

{ RA(; ;)=
{ O(;a)=)) RA@& % ; 9=RA(% ;& 9
{ (O(:a)=2a)) Ri(a % ; 9=Ri(@ % ; %a)

A property B on a systemwith action set A can be e ectively- enforced by
some edit automaton E if and only if there exists a decidable D function (as
descrited alove) suchthat for all (input sequen@s) 2 Al there exists (output
sequen®) 2 A suchthat the following constraints are met.

1.8°% :892A7:(R3(%;)=9) ©
2.89 :90 :R2(%;)= O

3. P()

4.P()) =

Proof sketch. SeeAppendix A.

As with truncation automata, we believe that the theoremsrelated to edit
automata acting as e ective- enforcersmore naturally capture their inherent
power than the theorem of e ective. enforcemen. E ectiv e- enforcemen pro-
vides an elegarn lower bound for what can be e ectiv ely- enforcedin practice.

Limitations  In addition to standard assumptionsof program monitors, suc
asthat a target cannot circumvent or corrupt a monitor, our theoretical model
makesassumptionsparticularly relevant to edit automata that are sometimesvi-
olated in practice. Most importantly, our model assumeghat security automata
have the samecomputational capabilities asthe systemthat obsenesthe moni-
tor's output. If an action violates this assumptionby requiring an outside system
in order to be executed,it cannot be \feigned" (i.e., suppressedy the monitor.
For example, it would be impossiblefor a monitor to feign sending email, wait
for the target to receiwe a responseto the email, test whether the target does
something invalid with the response,and then decideto \undo" sendingemail



in the rst place. Here, the action for sending email hasto be made obsenable
to systemsoutside of the monitor's cortrol in order to be executed,sothis is an

unsuppressibleaction. A similar limitation ariseswith time-dependert actions,
where an action cannot be feigned (i.e., suppressed)becauseit may behave dif-

ferently if made obsenable later. In addition to these sorts of unsuppressible
actions, a systemmay corntain actions uninsertable by monitors because for ex-
ample, the monitors lack accesgo secretkeysthat must be passedasparameters
to the actions. In the future, we plan to explore the usefulnessof including sets
of unsuppressibleand uninsertable actions in the speci cation of systems.We
might be able to harnessearlier work [LBWO05], which de ned security automata
limited to inserting (insertion automata) or suppressing(suppressionautomata)

actions, toward this goal.

5 |Innite Renewal Prop erties

In this section, we examine someinteresting aspects of the classof in nite re-
newal properties. We compare renewal properties to safety and livenessproper-
ties and provide seweral examplesof useful renewal properties that are neither
safety nor livenessproperties.

5.1 Renew al, Safety, and Liv eness

The most obvious way in which safety and in nite renewal properties dier is
that safety properties place restrictions on nite executions(invalid executions
have somepre x after which all extensionsare invalid), while renewal properties
placeno restrictions on nite executions.The primary result of the current work,
that edit automata can enforceany reasonablerenewal property, agreeswith the
nding in earlier work that edit automata can enforceeveryreasonableproperty
on systemsthat only exhibit nite executions[LBWO05]. Without in nite-length
executions, every property is a renewal property.

Moreover, an in nite-length renewal execution can be valid even if it has
in nitely many invalid pre xes (aslong asit also hasin nitely many valid pre-
xes), but a valid safety execution can contain no invalid pre xes. Similarly,
although invalid in nite-length renewal executionscan have pre xes that alter-
nate a nite number of times between being valid and invalid, invalid safety
executions must contain some nite pre x before which all pre xes are valid
and after which all pre xes are invalid. Hence,every safety property is a renewal
property. Given any systemwith action setA, it is easyto construct a non-safety
renewal property P by choosingan elemert ain A and letting P (), P(a;a), but
: P(a).

There are renewal properties that are not livenessproperties (e.g., the prop-
erty that is only satis ed by the empty sequence),and there are livenessprop-
erties that are not renewal properties (e.g., the nontermination property only
satis ed by in nite executions). Somerenewal properties, such as the one only
satis ed by the empty sequenceand the sequencea; a, are neither safety nor



liveness.Although Alp ern and Schneider [AS85 showed that exactly one prop-
erty is both safety and livenessthe property satis ed by every execution), some
interesting livenessproperties are alsorenewal properties. We examineexamples
of such renewal properties in the following subsection.

5.2 Example Prop erties

We next presernt seeral examplesof renewal properties that are not safety prop-
erties, as well as someexamplesof non-reneval properties. By the theoremsin
Sections3.2 and 4.2, the non-safely renewal properties are e ectiv ely- enforce-
able by edit automata but not by truncation automata. Moreover, the proof of
Theorem 3 in Appendix A shows how to construct an edit automaton to enforce
any of the renewal properties described in this subsection.

Renew al prop erties Supposewe wish to constrain the behavior of a graphics
program to window-con guration and window-display actions on a systemwith
many possible actions. Moreover, we want to place an ordering constraint on
the graphics software: a window is con gured using any number of actions and
then displayed before another window is con gured and displayed. This process
may repeat inde nitely , sowe might write the requisite property B more specif-
ically as(a;?;az)! , wherea; rangesover all actions that con gure windows, a,
over actions that display con gured windows, and az over actions unrelated to
con guring or displaying windows. As noted by Alpern and Scneider [AS85],
this sort of P might be expressedwith the (strong) until operator in temporal
logic [Pnu77]; event a; occurs until evert a,. This P is not a safety property
becausea nite sequenceof only a; everts disobeysP but can be extended (by
appending a,) to obey P. Our P is also not a livenessproperty becausethere
are nite executionsthat cannot be extendedto satisfy P, such asthe sequence
containing only az. However, this non-safey, non-livenessproperty is a renewal
property becausein nite-length executionsare valid if and only if they contain
in nitely many (valid) pre xes of the form (a;?; ag)?.

Interestingly, if we enforcethe policy described above on a systemthat only
has actions a; and ay, we remove the safety aspect of the property to obtain a
livenessproperty that is also a renewal property. On the systemfa;;ayg, the
property satis ed by any execution matching (a;’;ay)! is a livenessproperty
becauseany illegal nite execution can be made legal by appending a,. The
property is still a renewal property becausean in nite executionis invalid if and
only if it contains a nite number of valid pre xes after which a, never appears.

There are other interesting propertiesthat are both livenessand renewal. For
example, considera property P specifying that an executionthat doesanything
must eventualy perform an audit by executing someaction a. This is similar to
the example renewal property given in Section 4.2. Becausewe can extend any
invalid nite execution with the audit action to make it valid, P is a liveness
property. It is alsoa renewal property becausean in nite-length valid execution
must have in nitely many pre xes in which a appears, and an in nite-length



invalid execution has no valid pre x (except the empty sequence)becausea
never appears. Note that for this \evertually audits" renewal property to be
enforceableby an edit automaton, we haveto considerthe empty sequencevalid.

As briey mentioned in Section 4.2, edit automata derive their power from
being able to operate in a way similar to intentions les in databasetransac-
tions. At a high-level, any transaction-basedproperty is a renewal property. Let

range over nite sequencef single, valid transactions. A transaction based
policy could then be written as ! ; a valid execution is one containing any
number of valid transactions. Such transactional properties can be non-safety
becauseexecutionsmay be invalid within a transaction but becomevalid at the
conclusionof that transaction. Transactional properties can also be non-liveness
when there exists a way to irremediably corrupt a transaction (e.g., every trans-
action beginning with start;self-destruct is illegal). Nonetheless,transactional
properties are renewal properties becausein nite-length executionsare valid if
and only if they contain anin nite number of pre xes that are valid sequence®f
transactions. The renewal properties described above as matching sequencesf
the form (a;”;ay)! can alsobe viewed as transactional, where ead transaction
must match a;?; a.

Non-renew al prop erties An interesting example of a livenessproperty that

is not a renewal property is generalavailabilit y. Supposethat we have a system
with actions o for opening (or acquiring) and ¢; for closing (or releasing) some
resourcei. Our policy P isthat for all resources, if i is opened,it must evertually

be closed.This is a livenessproperty becauseany invalid nite sequencecan be
made valid simply by appending actions to closeevery open resource.However,
P is not a renewal property becausethere are valid in nite sequencessuch as
01; 02; C1; 03; C2; O4; C3; %, that do not have an in nite  number of valid pre xes.

An edit automaton can only enforcethis sort of availability property when the
number of resourcesis limited to one (in this case,the property is transactional:

valid transactions begin with o, and end with ¢;). Even on a system with two
resourcesjn nite sequencedikeo;; 0y; Cp; 01; Cp; Op; C1; 01; 122 prevert this resource
availabilit y property from being a renewal property.

Of course,there are many non-renewal, non-livenessproperties as well. We
can arrive at sudh properties by combining a safety property with any property
that is a livenessbut not a renewal property. For example, termination is not
a renewal property becauseinvalid in nite sequenceshave an in nite  number
of valid pre xes. Termination is however a livenessproperty becauseany nite
executionis valid. When we combine this liveness,non-reneval property with a
safety property, such asthat no accessesre madeto private les, we arrive at
the non-livenessnon-reneval property where executionsare valid if and only if
they terminate and never accessprivate les. The requiremert of termination
preverts this from being a renewal property; moreover, this property is outside
the upper bound of what is e ectiv ely- enforceableby edit automata.
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Fig. 1. Relationships between safety, liveness,and renewal properties.

Figure 1 summarizesthe results of the precedingdiscussionand that of Sec-
tion 5.1. The Trivial property considersall executions legal and is the only
property in the intersection of safety and livenessproperties.

6 Conclusions

When consideringthe spaceof security properties enforceableby monitoring po-

tentially nonterminating targets, we have found that a simple variety of monitor

enforcesexactly the set of computable and satis able safety properties while

a more powerful variety can enforceany computable in nite renewal property

that is satis ed by the empty sequenceBecauseour model permits in nite se-
quencesof actions, it is compatible with previous researt on safety and liveness
properties.

Awarenessof formally proven bounds on the power of security mechanisms
facilitates our understanding of policiesthemselesand the mechanismswe need
to enforcethem. For example, observingthat a stack inspection policy is really
just an access-cotrol property (where accesss granted or denied basedon the
history of function calls and returns), which in turn is clearly a safety prop-
erty, makesit immediately obvious that simple monitors modeled by truncation
automata are su cien t for enforcing stadk inspection policies. Similarly, if we
can obsene that in nite executionsin a property specifying how windows must
be displayed are valid if and only if they contain in nitely many valid pre xes,
then we immediately know that monitors basedon edit automata can enforce
this property. We hope that with continued researd into the formal enforcemen
bounds of various security mechanisms, security architects will be able to pull
from their enforcemen \to olbox" exactly the right sorts of mechanismsneeded
to enforcethe policies at hand.
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A Pro ofs of Theorems

Theorem 1 (Eectiv e- T! -Enforcemen t). A property P on a systemwith
action setA can be e ectively- enforced by sometruncation automaton T if and
only if the following constraints are met.

1.8 2AY ::P()) 9° :8 0::P() (Safety)

2. P()

Proof. (If Direction) We construct a truncation automaton T that e ectiv ely-
enforcesany such P as follows.

{ States:Q = A? (the sequenceof actions seenso far)
{ Start state: qp = (the empty sequence)



‘a if P( ;a)
halt otherwise
This transition function is (Turing Machine) computable becauseP is com-
putable.

{ Transition function: ( ;a) =

T maintains the invariant 1 5(g) on statesq = that exactly has been
output from T, (¢p; ) +r ,and 8 © : P( 9. The automaton can initially
establish | 5 (qp) becauseg = , (¢p; ) +7 , and P(). A simple inductive argu-
mernt on the length of suces to show that the invariant is maintained for all
( nite-length) pre xes of all inputs.

Let 2 Al betheinput to T.If : P( ) then by the safety condition in the
theorem statemert, 9 © = P( 9. By Is( 9, T can never erter the state for
this © and must therefore halt on input . Let bethe nal state reached on
input . By Is( ) and the fact that T halts (ceasesto make transitions) after
reaching state , we have P( ) and (qp; ) +7

If, on the other hand, P( ) then supposefor the sake of obtaining a contra-
diction that T oninput doesnot acceptand output every action of . By the
de nition of its transition function, T must halt in somestate °when examin-
ing someaction a (where %a ) because: P( %a). Combining this with the
safety condition given in the theorem statemert implies that : P( ), which is a
contradiction. Hence, T acceptsand outputs every action of when P( ), so
(p; ) +r . Inall casesT e ectively- enforcesP.

(Only-If Direction) Considerany 2 Al such that : P( ) and suppose for
the sake of obtaining a contradiction that 8 ©  :9  °2: B( ). Then for all
pre xes %of , T must acceptand output every action of °because °may be
extendedto the valid input , which must be emitted verbatim. This implies by
the de nition of +1 that (qo; ) +1 (where g is the initial state of T), which is
a contradiction becauseT cannot e ectiv ely- enforceP on  when: P( ) and
(p; )+t . Hence,our assumptionwasincorrect and the rst constraint given
in the theorem must hold.

Also, if : P() then T cannot e ectively- enforceP because(tp; ) +r for
all T. Therefore, P().

Theorem 2 (Eectiv e- T! -Enforcemen t). A property P on a systemwith
action set A can be e ectively. enforced by some truncation automaton T if
and only if there exists a decidable predicate D over A? suchthat the following
constraints are met.

1.8 2AY ::P()) 9° :D(9

2.8( %a)2A%:D( %)) 8 (%a:P()) =9

3.:D()

Proof. (If Direction) We rst note that the rst and third constraints imply
that P(), asthere canbe no pre x °of the empty sequencesuch that D( 9.
We next construct a truncation automaton T that, given decidable predicate D
and property P, e ectively- enforcesP when the constraints in the theorem
statemert are met.



{ States:Q = A? (the sequenceof actions seenso far)
{ Start state: qp = (the empty sequence)
aif P(;a)~:D( ;a)
halt otherwise
This transition function is (Turing Machine) computable becauseP and D
are computable.

{ Transition function: ( ;a) =

T maintains the invariant |1 5(g) on statesq = that exactly has been

output from T, (qp; ) +1 ,and8 © :P( 9~ :D( 9. The automaton can
initially establish 15 () becauseq = , (0p; ) +7 , P(), and : D(). A simple
inductive argumert on the length of suces to show that the invariant is
maintained for all ( nite-length) pre xes of all inputs.

Let 2 Al be the input to T. We rst consider the casewhere : P( )
and show that T e ectively- enforcesP on . By constraint 1 in the theorem
statemert, 9 ©  :D( 9, sol s ensuresthat T must halt when isinput (before
entering state 9. Let bethe nal state T reacheson input . By Is( ) and
the de nition of +1, we have (op; )+ and P( ).

We split the casewhere P( ) into three subcasesIf T never truncates input

then T outputs every pre x of and only pre xes of , soby the de nition
of +1, (qp; ) +1 .BecauseP( )and = , T eectively- enforcesP in this
subcase.On the other hand, if T truncates input , it doessoin somestate ©
while making a transition on action a (hence, %a ) either becauseD( % a)
or : P( %a). In both of these subcases,| s( 9 implies P( 9, and combining
ls( 9 with the de nition of +r and the fact that T halts in state ° we have
(p; )+1r % 1fD( %a)then °= by the secondconstraint givenin the theo-
rem statemert, soT e ectiv ely- enforces? in this subcase.Otherwise,: D( % a)
and : P( %a), implying by the rst constraint in the theorem statemert that
90 C%a:D(9. This violates either the assumption that : D( %a) or that
8 0 0::D( 9 (whichisimplied by I s( 9), sothe nal subcasecannot occur.

Therefore, T correctly e ectiv ely- enforcesP in all cases.

(Only-If Direction) Given sometruncation automaton T, we de ne D over A”.
Let D() be false,and for all ( ;a) 2 A? let D( ;a) be true if and only if T
outputs exactly oninput ;a(whenrun to completion). Becausethe transition
function of T is computable and D is only de ned over nite sequencesD is a
decidable predicate. Moreover, becauseT e ectiv ely- enforcesP, if it outputs
exactly on input ;a then the fact that T halts rather than accepting a,
combined with the de nition of e ective. enforcemen, implies that 8 ;a
P()) = . Our de nition of D therefore satis es the second constraint
enumerated in the theorem.

Finally, considerany 2 Al sud that : P( ) and supposefor the sake of
obtaining a cortradiction that 8 © :: D( 9. Then by our de niton of D, T
cannot halt on any pre x of , soit must acceptevery action in every pre x.
This implies by the de nition of +1 that (q; ) +t (where  is the initial
state of T), which is a contradiction becauseT cannot e ectiv ely- enforceP on



when: P( ) and (q; ) ++ . Hence,our assumption was incorrect and the
rst constraint given in the theorem must also hold.

Theorem 3 (Lower Bound Eectiv e- E! -Enforcemen t). A property P
on a systemwith action setA can be e ectively- enforced by someedit automaton
E if the following constraints are met.

1.8 2A' :P() () (B8° :9 : 0 APB() (Renew al »)
2. B()

Proof. We construct an edit automaton E that e ectiv ely- enforcesany such P
as follows.

{ States:Q = A? A? f0;1g (the sequenceof actions output so far, the
sequenceof actions currently suppressedand a ag indicating whether the
suppressedactions needto be inserted)

{ Start state: qp = (; ;0) (nothing hasbeenoutput or suppressed)
{ Transition functgn:
3((; ;@0;) iff=00:P(; :a)
(: :f):a) = (( ;a% %1);a9iff = 0~ P(; ;a)” ;a=a® ©
o 2 ((;a% %1paYiff =1~ =a% ©
S 50)) iff =1~ =

This transition function is (Turing Machine) computable becauseP must by
de nition be computable.

E maintains the invariant | 5(q) on statesq = ( ; ;0) that exactly has
beenoutput, ; isthe input that hasbeenprocessed(tp; ; ) +t¢ ,and is
the longestpre x of ; such that P( ). Similarly, E maintains I' s (Q) on states
g= (; ;1) that exactly hasbeenoutput, all of ; exceptthe action on
which E is currently making a transition is the input that has beenprocessed,
P( ; ), and E will nish processingthe current action whenall of ; hasbeen
output, the current action hasbeensuppressedand E isin state ( ; ; ;0). The
automaton can initially establish I 5 (0p) becauseqy = (; ;0), (q; ) +e , and

P(). A simple inductive argumert on the transition relation suces to show
that E maintains the invariant in every state it reaches.

Let 2 Al bethe input to the automaton E. If : B( ) and 2 A? then
by the automaton invariant, E consumesall of input and halts in somestate
(: %0)such that (gp; ) +g and P( ). Hence,E e ectively- enforcesP in
this case.If : P( ) and 2 A' then by the renewal condition in the theorem
statemert, there must be someprex %of sud that for all longer pre xes
of ,:B( ). Thus, by the transition function of E, the invariant of E, and the
de nition of +¢, E oninput  outputs only some nite  © such that P( 9 and
(mp; )+ °(and E suppressesall actionsin after outputting 9).

Next considerthe casewhere P( ). If 2 A? then by the automaton in-
variant, E on input must halt in state ( ; ;0), where (qo; ) +t¢ . E thus
e ectively- enforcesP in this case.If B( ) and 2 A' then the renewal con-
straint and the automaton invariant ensurethat E on input  outputs every
pre x of and only pre xes of . Hence,(qp; ) +¢ . In all casesE correctly
e ectiv ely- enforcesP.



Theorem 4 (Eectiv e- E! -Enforcemen t). A property P on a systemwith
action set A can be e ectively- enforced by some edit automaton E if and only
if the following constraints are met.

Og0 .9 : 0 AP()
_P()"

1.8 2A' :P() () 90 .8 0:P()) = A
the existen® and actions of

are computablefrom °©

2. P()

Proof sketch. (If Direction) We sketch the construction of an edit automaton E
that e ectively- enforcesany such P as follows.

{ States:Q = A? A” (the sequenceof actions output so far paired with
the sequenceof actions suppressedsincethe previous insertion)

{ Start state:qp = (; ) (nothing hasbeenoutput or suppressed)

{ Transition function (for simplicity, we abbreviate ):

Consider processingthe action a in state ( % 9).

(A) If wecancomputefrom ¢ Cthe existenceand actions of some 2 A'
suhthat 8 (% 9:PB()) = ,eneraninnite loopthat inserts
one by oneall actions necessaryto output every pre x of

(B) Otherwise, if P( % %a) then insert % a (one action at a time), sup-
pressa, and cortinue in state ( % %a; ).

(C) Otherwise, suppressa and cortinue in state ( % % a).

This automaton is an informal version of the one constructed in the \if "
direction of the proof of Lower Bound E ectiv e- E! -Enforcemert, except for
the addition of transition (A), and E e ectiv ely- enforcesP for the samereasons
giventhere. The only di erence isthat E caninsert anin nite sequencef actions
if it computesthat only that sequenceof actions can extend the current input to
satisfy P. In this case,E cortinuesto e ectiv ely- enforceP becauseits output
satis es P and equalsany valid input sequence.

(Only-If Direction) Considerany 2 A' such that P( ). By the de nition of
e ective- enforcemen, (qp; ) +g , where p is the initial state of E. By the
de nitions of +g and =, E must output all pre xes of and only pre xes of

when is input. Assume for the sake of obtaining a contradiction that the
renewal constraint is untrue for . This implies that there is somevalid pre x °
of after which all longer pre xes of violate P. After outputting ©on input

O E cannot output any pre x of without outputting every pre x of  (if it
did, its output would violate P). But becausethe renewal constraint does not
hold on by assumption, either (1) more than one valid execution will always
extend the automaton's input or (2) E can never compute or emit all pre xes of

. Therefore, E cannot output any pre xes of after outputting © soE fails to
e ectively- enforceP on this . Our assumptionwasincorrect and the renewal
constraint must hold.



Next considerany 2 A! such that : P( ). The extended portion of the
renewal constraint trivially holds because P( ). Assumefor the sake of obtain-
ing a contradiction that the rest of the renewal constraint doesnot hold on ,
implying that there are an in nite  number of pre xes of that satisfy P. Be-
causeE is an e ective- enforcerand can only enforce P on sequence®beying
P by emitting them verbatim, E must evertually output every pre x of and
only pre xes of when isinput. Hence,(qy; ) +g , which is a cortradiction
becauseE e ectiv ely- enforcesP and : P( ). Our assumptionthat the renewal
constraint doesnot hold is therefore incorrect.

Finally, P( ) becauseE could otherwisenot e ectiv ely- enforceP wheninput
the empty sequence.

Theorem 5 (Eectiv e- E! -Enforcemen t). Let D be a decidable function
D:A? A%l A[ fg.ThenR}] is adecidablefunction R : A? A? A%l A?
parameterized by D and inductively de ned as follows, where all metavariables
are universally quanti ed.

{ROC: 5 )=
{ (OCsa )=)) R G )=RH( % ;a9
{ O(;a )=2a)) Ri(& % ; 9=R3(x % ; %a)

A property B on a systemwith action set A can be e ectively- enforced by
some edit automaton E if and only if there exists a decidable D function (as
descrited alove) suchthat for all (input sequen@s) 2 Al there exists (output
sequen®) 2 A suchthat the following constraints are met.

1.8° :8°2A%:(RR(%;)= 9) ©
2.?}0 909 RA(Y%;)= 0

3. P()

4. P()) =

Proof sketch. Intuitively, D( ; )= a(or )i aisthe next action to be output
(or suppressed)by an edit automaton when is the automaton input and is
the automaton output sofar. Also, R3( ; % 9= i the overall output of an
edit automaton whosetransition function is guided by D is when remains
to be processed, ° hasalready beenprocessedand © has already beenoutpuit.

(If Direction) Given D, we construct an edit automaton E that e ectively-
enforcesany such P as follows.

{ States:Q = A? A? (the input processedand the output emitted so far)
{ Start state: o = (; ) (nothing processedor output)
(( ; ;a%a)if D( ;a; )= a°

{ Transition function: (( ; );a) = ( :a );) otherwise

For all pre xes Coftheinput to E,E emitsa °sucthat R3( % ;)= ©
The proofis by induction onthe length of ©, usingthe de nition of R . Then, by
the constraints in the theorem statemert and the de nitions of +g and e ectiv e-
enforcemet, E e ectiv ely- enforcesP.



(Only-If Direction) De ne D( ; ) asfollows.Run E oninput until isoutput,
and then cortinue running E until either all input is consumed(i.e., suppressed)
or another action a° is output. In the former case,let D( ; ) = and in the
latter caseD( ; ) = a D is decidablebecause and have nite lengths and
the transition function of E is computable.

By the de nitions of D and RZ, wehave8 ; 2 A?:(R3(;:)= ) ()
(9¢°: (p; ) =) e (d%)), whereq is the initial state of E. Combining this with
the de nition of +g and the fact that E e ectiv ely- enforcesP ensuresthat all
of the constraints given in the theorem statemert are satis ed.



