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Abstract

We present a new abstract machine for graph reduction
called TIGRE. Benchmark results show that TIGRE’s ex-
ecution speed compares quite favorably with previous com-
binator-graph reduction techniques on similar hardware.
Furthermore, the mapping of TIGRE onto conventional
hardware is simple and efficient. Mainframe implementa-
tions of TIGRE provide performance levels exceeding
those previously available on custom graph reduction
hardware.

Introduction

We have designed and implemented a new abstract
machine called TIGRE (Threaded Interpretive Graph
Reduction Engine) for executing combinators in a pure
graph-reduction style. TIGRE maps efficiently onto con-
ventional hardware, providing speeds that compare quite
favorably with previous combinator graph reducers. For
example, the current implementation of TIGRE on a single-
processor VAX 8800 can achieve over 355,000 combinator-
reduction applications per second (raps) when reducing
the Turner set of SK-combinators (Turner 1979b). Even a
microVAX workstation executing TIGRE performs
155,000 raps. These numbers compare well with existing
software implementations of graph reducers, and also with
custom-built hardware such as NORMA, which has a
250,000 raps performance rating under similar benchmark
conditions (Scheevel 1986). Supercombinator-based com-
piler optimization techniques promise to improve further
the performance of TIGRE-based programs significantly
beyond the current levels.

In this paper we give a description of the TIGRE
abstract machine, provide code listings for portions of its
implementation, report preliminary performance data, and
make comparisons with other methods for combinator
reduction.
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Background

Turner (1979a) described a technique for implementing
normal-order functional languages, sometimes referred to
as SK-combinator reduction. The idea is based on the
observation that all of the variables in a functional program
can be removed by transforming it into a sequence of
combinators which are drawn from a small, pre-defined set
of combinators. With all free variables thence removed,
the resulting program text becomes amenable to repre-
sentation as a graph in which subgraph sharing represents
the sharing of subexpressions in the program, cycles repre-
sent recursion, and combinator definitions represent graph
rewrite rules. In this scheme, executing programs becomes
a process of graph reduction.

Besides the great advantage in efficiency gained from
sharing, the language implementation overall becomes
much simpler by virtue of the fact that the usually “tricky”
issues of variables and substitution are, in effect, encapsu-
lated in a small set of simple rules for rewriting graphs.
Indeed, a pure graph reducer can be implemented quite
easily, and will often exhibit better performance than im-
plementations of normal-order languages based on other
approaches. Such simplicity also lends itself to direct
hardware implementation, as in SKIM (Stoye 1984) and
NORMA. Still, normal-order evaluation (or, more precise-
ly, fully “lazy” evaluation) of functional programs, even via
combinator-graph reduction, is in practice much less effi-
cient than applicative-order (“eager”) evaluation. Hence,
agreat deal of research has been directed towards improv-
ing the efficiency of combinator-based techniques. One
significant development along these lines, first proposed by
Hughes (1982), is the notion of “super-combinators”, in
which the crucial observation is made that any function can

Research supported in part by NASA/Goddard under contract
NAG-5-1046, also in part by the Office of Naval Research under
contract N00014-84-K-0415 and in part by the Defense Advanced
Research Projects Agency (DOD), ARPA Order No.5404,
monitored by the Office of Naval Research under the same contract.
The views and conclusions contained in this document are those of
the authors and should not be interpreted as representing the official

policies, either expressed or implied, of DARPA or the U.S.
Government.






