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Research Problem and Application

Communication among battle ships with missile tracking and retaliation:

● Mission-critical functions as well as “housekeeping” operations

● Multimedia data streams with short, intermittent weapons control data

● Long periods of relative inactivity with short, intense periods of high
activity

● Variation in resilience to QoS degradation

● Heterogeneous, distributed computing nodes

What resource management techniques enable economical system sizing?

● “Right” rather than “worst-case” sizing

● Adaptation to variation in workload

● High degree of assurance of critical task performance despite fluctuations
in equipment availability



HASE'99 4

Experimental Solution: Amaranth Framework

Goal of the Amaranth framework:

 To provide a flexible environment in which system designers can
deploy their own QoS management policies.

① QoS management across multiple QoS dimensions defined with respect
to the needs of the client applications

② QoS contracts with probabilistic assurances that users will receive
contracted resources

③ Fault monitoring to detect and predict resource failures in order to help
prevent QoS contract violations due to resource downtime

④ Monitoring of resource usage patterns and reserve capacity to
preserve contracted resource allocations in the event of bursts of task
requests
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Representative Experimental Application

● Video-conference application with periods of varying activity

● Workload generators to simulate bursts of critical missile activity

● Current focus on managing the allocation of network bandwidth

(e.g., Ethernet connections)
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Components of the Amaranth Architecture
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Utility-Based Resource Management

Current Amaranth research policy: maximization of system utility with
respect to application utility across multiple performance levels for each
QoS dimension.

● n-dimensional space of QoS points where n is the number of QoS
dimensions

● User specification of utility values across QoS space

● Amaranth advisor Q-RAM:  near optimal allocation of resources to
maximize the system utility without exceeding the available resources

● Polynomial-time resource allocation heuristics for systems using:
● A single resource and multiple independent QoS dimensions

● Multiple independent resources and a single QoS dimension

● Trade-off of nearness to an optimal solution (e.g., dynamic programming)
versus performance
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Probabilistic Guarantees

● Amaranth QoS contract is an agreement between the user and the system
that the resources necessary to support the given QoS level will be provided
for the duration of the session with a given probability.

● A session’s guarantee is expressed as a lower bound on the expected value, A,
of the session's QoS Availability.
Hard reservation (A=1) and best effort (A=0) are special cases of a probabilistic

guarantee.

● A priority mode is a strict ordering of the managed sessions.
● The system drops packets of the low priority session associated with the active

priority mode when there is an overflow of packets.

● By time multiplexing through the priority modes, the Amaranth RPM policy
module controls the QoS Availability delivered to each of the sessions by varying
the mode holding times.

● Probabilistic guarantees can result in significant gains in resource utilization.
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Reserve Capacity Approach to Admission Testing
and Resource Allocation

● Amaranth admission goal: provide the maximum possible utility
consistent with honoring contracted assurance probabilities for QoS
violation rates.

● Experimentation with holding resources in reserve to handle random,
but statistically likely, bursts of task requests.

● Comparison of the amount of actual reserve capacity against a setpoint
and the application of a control algorithm to determine the QoS level
offered to a new QoS request.

● Classical control algorithms studied:

● Bang-bang control

● Proportional control

● Proportional-Integral-Differential (PID) control
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Results for Reserve Capacity Approach

● Expected result: There is a trade-off between rejection level and
satisfaction level. Please see Figure 6 in Section 8.

● But:  Admission polices based on control theory provides intermediate
trade-off points beyond those available with either hard reservations or
best effort policies.

● More sophisticated control policies seem able to anticipate future
problems caused by aggressive QoS allocation and to achieve lower
rejection ratios for a given request arrival rate than the simplistic bang-
bang control policy.
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Current Research Results

① Completion of prototypes for most of the components

● Amaranth simulation of the RPM scheduler, user sessions and Amaranth-
controlled network allocations and routing

● D-MOD detection and prediction of node failures

● FRUM tracking and recording of node and network resource usage
patterns

● Functional local SesCo (session coordinator) and Q-RAM adviser
module

② Validation of Q-RAM, RPM, and RTQM theoretical models

③ Economical system sizing alternatives with sufficient resources to satisfy:
● Worst case arrival of user requests with minimum QoS guaranteed for all requests

● Worst case arrival of critical requests with minimum QoS guaranteed for all
critical requests
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Summary and Future Research

Content of this paper:

● Battle group application

● Amaranth framework

● Amaranth system architecture

● Amaranth theory overview

Current and future research focus:

● Alternative policies for managing resources

● Integration of utility and reserve capacity approaches to resource
allocation

● Implementation and validation of the RPM method

● Design of the Global SesCo Coordinator to scale to interconnected
LANs and WANs

Amaranth Goal:  support for innovative resource management policies with
probabilistic QoS guarantees and dependable communications.



HASE'99 13

Amaranth Research Group Members

Arjun Cholkar Pradeep Khosla Don Madden

Lemonte Green Philip Koopman Ragunathan Rajkumar

Jeffrey Hansen Chen Lee Ying Shi

Carol Hoover John Lehoczky Daniel Siewiorek

Sandeep Tamboli



HASE'99 14

References
● Lee C., J. Lehoczky, D. Siewiorek, R. Rajkumar and J. Hansen "A Scalable Solution to the

Multi-Resource QoS Problem,"  To appear in the proceedings of the 20th IEEE Real-Time
Systems Symposium, December1999.

● Lee, C., J. Lehoczky, R. Rajkumar, and D. Siewiorek, “On Quality of Service Optimization with
Discrete QoS Options,” In proceedings of the IEEE Real-Time Technology and Applications
Symposium, June 1999.

● Lehoczky, J., “Scheduling Communication Networks Carrying Real-time Traffic,'' In the
proceedings of the 19th IEEE Symposium on Real-Time Systems, December 1998, pp. 470-479.

● Lehoczky, J., “Real-time Queuing Network Theory,'' In the proceedings of the 18th IEEE Real-
Time Systems Symposium, December 1997, pp. 58-67.

● Lehoczky, J., “Using Real-time Queueing Theory to Control Lateness in Real-time Systems,''
Performance Evaluation Review, June 25, 1997, pp. 158-168.

● Lehoczky, J., “Real-time Queueing Theory,'' In the proceedings of the 17th IEEE Real-Time
Systems Symposium, December 1996, pp. 186-195.

● Rajkumar, R., C. Lee, J. Lehoczky, and D. Siewiorek, “Practical Solutions for QoS-based
Resource Allocation Problems,” In the proceedings of the 19th IEEE Real-Time Systems
Symposium, Madrid, Spain, December 1998, pp. 296-306.

● Rajkumar, R., C. Lee, J. Lehoczky, and D. Siewiorek, “A Resource Allocation Model for QoS
Management,” In the proceedings of the 18th IEEE Real-Time Systems Symposium, San
Francisco, CA, December 1997, pp. 298-307.


