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Purpose

The goal of this project is the implementation of a pitch correction filter in DSP hardware.  The filter shall be used to align the pitch of a human voice to a predetermined musical chromatic scale.  This shall be accomplished by implementing both a pitch estimation algorithm and pitch shifting algorithm on the TIC30 DSP board.

Problem

The field of audio production and recording has benefited greatly from the development of new digital signal processing technologies.  Nearly every application in music production that was once handled by analog equipment is now handled by cleaner, faster, and more reliable digital hardware.  In addition to the replacement and improvement of analog hardware, fast DSP chips are now being used to process audio signals in new and amazing ways.  DSP chips make applications such as advanced noise reduction, pitch estimation, and time stretching possible. Our project aims to incorporate pitch estimation and pitch shifting DSP techniques in order to correct the pitch of a real-time analog voice signal.

Solution

The application of pitch correction algorithms to real-time signals is not a new

concept.  Both hardware and software exists to perform pitch correction on both recorded and real-time signals.  Pitch correction involves the detection of a main frequency, or pitch, of a signal, by determining how it should adjust the frequency of that signal, and then shifting the pitch of the signal accordingly.  

The first step in the pitch correction process was to sample the incoming analog sound.  Using the AIC, we sampled the output signal of a microphone at a frequency of 11khz. The second step in the process was to determine the pitch of the incoming signal.  After the fundamental frequency of the signal was determined, another algorithm was implemented to determine if any pitch correction actually needed to take place.  This algorithm determined what note the pitch of the signal was closest to and then determined how close the pitch of the input signal actually was to that note. The pitch correction algorithm attempted to shift the pitch of the input signal by the same amount that it varied from the note the pitch was closest to in frequency.   In this way, the offset of the signal's pitch from the correct pitch was eliminated. 
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Pitch Detection
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The first process to pitch correction is detecting the pitch (fundamental frequency) of the input signal.  The input signal was assumed to be a single human voice singing between E3 (164.8 Hz) to E5 (659.3 Hz) on the standard chromatic musical scale.  A first attempt to detecting the fundamental frequency of the input signal was by performing a basic 
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autocorrelation method (fig. 1).  

The autocorrelation was implemented with nested FOR loops as a two-step process.  First, each sample of sliding window is multiplied by each sample of the fixed sample frame and then summed together, and second, the process of multiplication and summation is repeated for each position of the sliding window.  It was first thought that the autocorrelation would result in peaks, the first of which could be used to obtain the fundamental frequency or fundamental periodicity of the signal (fig 2).  
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However, it was determined that the sampling rate (11.574 KHz) in relation to the signal bandwidth (160Hz-640Hz) gave poor detection resolution when using the first autocorrelation peak (tab. 1).

Musical Note
Frequency (Hz.)
Autocorrelation

First Peak Index
Detected Peak

Frequency (Hz.)
Detection Error (Hz.)

( 3.0 | ( -3.0

E3
164.8
70
165.3
0.5

F3
174.6
66
175.4
0.8

F3#
185.0
63
183.7
-1.3

G3
196.0
59
196.2
0.2

G3#
207.7
56
206.7
-1.0

A3
220.0
53
218.4
-1.6

A3#
233.1
50
231.5
-1.6

B3
246.9
47
246.3
-0.6

C4
261.6
44
263.0
1.4

C4#
277.2
42
275.6
-1.6

D4
293.7
39
296.7
3.0

D4#
311.1
37
312.8
1.7
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Musical Note
Frequency (Hz.)
Autocorrelation

First Peak Index
Detected Peak

Frequency (Hz.)
Detection Error (Hz)

( 3.0 | ( - 3.0

E4
329.6
35
330.7
1.1

F4
349.2
33
350.7
1.5

F4#
370.0
31
373.4
3.4

G4
392.0
30
385.8
-6.2

G4#
415.3
28
413.4
-1.9

A4
440.0
26
445.2
5.2

A4#
466.2
25
463.0
-3.2

B4
493.9
23
503.2
9.3

C5
523.3
22
526.1
2.8

C5#
554.4
21
551.1
-3.3

D5
583.3
20
578.7
-4.6

D5#
622.3
19
609.2
-13.1

E5
659.3
18
643.0
-16.3
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One way to refine the detection resolution is to increase the sampling frequency.  However, this method results in relatively little resolution gain for the given computational cost.  Instead, we stumbled upon the idea of increasing the sample frame size while using the last peak, instead of the first peak, of the autocorrelation as an indication of the signal periodicity (figs. 3 & 4).
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For example, let us say that the first autocorrelation peak of an input signal occurs at a point in continuous time equivalent to 20.3 samples in discrete time.  A discrete autocorrelation would result in a first peak at 20 samples, producing an error of 0.3.  On the other hand, lets say the signal is sampled long enough such that the last peak is at a point in continuous time equivalent to 60.9 samples in discrete time.  A discrete autocorrelation would result in a last peak at 70 samples in discrete time.  If we take the index of the last peak, 70, and divide it by the number of peaks, 3, the result is the average period for a single peak, 23.33 samples in discrete time.  In this example, the error in detection is reduced from 0.3 to 0.03.  The error produced by our detection method has a slight dependence on frequency and decreases as the sample frame size is increased (fig. 5).




Although our pitch detection method increases detection resolution, there is an associated increase in computation due to an increase in sample frame size.  We offset this cost by decreasing the size of the sliding autocorrelation window.  We found experimentally that a sliding window size with at least half as many samples as the lowest frequency of interest produces an autocorrelation with well formed and well spaced peaks. Given a period of 72 samples by the lowest frequency of interest, our observation indicates that a sliding window size of 36 samples would produce a sufficiently accurate autocorrelation for easily detecting autocorrelation peaks (fig. 6).


A first approach to determining the location of autocorrelation peaks was to search for points above a threshold where slopes change from positive to negative.  Given this simple peak detection method, further analysis revealed that the sliding window size does indeed have to contain at least half as many samples as the pitch period being detected.  Window sizes less than that produce major detection errors (fig. 7).


A closer look at the pitch detection method revealed that the autocorrelation of relatively small sliding windows produces groups of low amplitude peaks instead of large amplitude single peaks (fig. 8).  These multiple peaks are picked up by our simple peak detection method and interpreted incorrectly as peaks associated with the fundamental period of the signal.


The first problem that arose in the detection of the peaks of the autocorrelation was the detector’s tendency to pick up small peaks around the larger important ones, which resulted in incorrect frequency calculations.  

The figure to the right shows several small 

peaks in an autocorrelation that would cause 

incorrect measurements if they were detected 

by the algorithm.  In order to solve this 

problem, the algorithm was modified to scan 

15 samples behind and ahead of any sample 

it might consider to be a peak and check to 

see if there were any samples with higher 

values in that range.  If there was another sample with a higher value nearby, it would disregard the sample it was checking and move on.  The first and third peak in the figure do not represent points of periodicity in the autocorrelation and must therefore be ignored by the peak detection algorithm.

The next problem faced in the determining the pitch of a given buffer was the condition when the pitch of the signal fluctuated or started to change within the given frame.  In order to compensate for this sort of thing, we implemented an algorithm that checked for consistent spacing between the detected peaks of the autocorrelation.  The algorithm derived a score for each frame based on the consistency of the spacing between samples.  The score was based on squaring the difference of where a peak was detected and where it was estimated it should be found on the positioning of the previous peaks.  When this deviation score exceeded a set amount, the pitch shifting ratio was forced to 1.0 so that the signal would not be modified.  We decided that this sort of deviation would probably occur during glides between notes and vibrato-type vocal effects when pitch correction would be undesirable.  The figure 

to the right shows the detected 

frequencies per 400-sample frame of a 

vocal sample that ends in a vibrato.  The 

red spikes in the figure indicate where 

too much deviation in the frame caused 

the algorithm to force a ratio of 1.0 for 

that particular frame. As hypothesized, 

this sort of behavior occurs mostly when 

the voice is changing it’s pitch and during vibratos.

The figure to the right shows the 

pitch detection algorithm accurately

determining where the peaks of the

autocorrelation are so it can accurately

determine the periodicity of the signal. 

Pitch Shifting

The implementation of real-time pitch shifting for the project was accomplished by developing code to time stretch a PCM audio buffer and to resample that buffer.  In order to increase or decrease the frequencies of a given audio buffer by a given ratio x, the buffer was time stretched to a length x times its original size and then resampled at a rate x times its normal sampling rate.  For example, an audio frame that contains 1000 samples of a signal at 100 hz would be shifted to 110 hz and would be time-stretched into a frame containing 1100 samples at 100 hz.  It would then be resampled with a sampling rate 1.1 times its normal rate to produce a new pitch-shifted buffer with 1000 samples at 110hz.  

In order to time-stretch the signal, we used the Sampled Overlap and Add (SOLA) algorithm.  This algorithm takes overlapping frames of a signal and either spreads or compresses them, depending on how much the overall signal is to be stretched.  The starting times of the overlapping frames are determined by multiplying their starting times in the original signal by the ratio at which time is stretched by.  After the starting position of the new frame is found, a slightly better spot is found by correlating the beginning of the frame over the signal beneath it (from the last frame placed) and placing it in the spot with the highest correlation value.  This helps to keep the signal more continuous as placing the new frame in an arbitrary spot would create severe discontinuities in the output signal.  In addition, the new frame and the old frame beneath it are cross-faded to create an even better transition between them. 


Our real-time implementation of this algorithm required more tricks than usual, as we had a limited supply of memory, computation, and because we did not have random access of our incoming data.  It would always come as a stream from the ADC.  First of all, our real-time implementation used a running counter (to place new frames) that incremented dynamically based on the changing pitch shift parameters.  Our implementation also used looping buffers of size 512 to store the input and output data.  The size 512 was chosen because computation cycles could be saved by performing  (x MODULO 512) as (x LOGICAL_AND 511).  Since our input buffers were 400 samples long, 512 would allow 112 extra samples to be placed from each frame allowing for time-stretch ratios of up to 1.28 (512 / 400) to be performed.  This was more than sufficient as we would only need to perform pitch-shift operations with ratios in the range of 0.97 - 1.03.  

One problem in the impemention of the time-stretch algorithm was the fact that when an incoming frame was placed into the output buffer, enough samples had to be placed for the next frame to overlap it.  If a frame of length 400 was placed, and the next frame of length 400 was placed 420 samples later, there would be a gap of 20 samples in the output.  In order to place more than 400 samples, however, the algorithm would have to be able to access samples that had not been recorded yet.  In order to get by this problem, the placement of frames was staggered by one so that a history of 800 samples was always kept and the oldest 512 were used as the new frame.  This introduced a slight delay in the output due to the low sampling rate but was necessary for the implementation of a real-time time-stretching system. 

The knobs used to tweak our implementation of the time-stretching algorithm were BUFFER_SIZE, the size of a frame; SLIDE_LENGTH, the number of samples to autocorrelate in order to find the best spot for new frames; and INTERPOLATE_LENGTH, the number of samples to crossfade when placing overlapping frames.  Increasing SLIDE_LENGTH and INTERPOLATE_LENGTH increased the sound quality of the output signal.  Increasing SLIDE_LENGTH resulted in larger correlations that were more likely to find better spots for overlapping frames to be placed.  Increasing INTERPOLATE_LENGTH created longer crossfades making the transitions less noticeable.  The main problem with increasing SLIDE_LENGTH was that the further a new frame's placement could vary from its target position, the larger the overlap between frames had to be in order to assure that there would be no gaps between any frames.  In addition, increasing either SLIDE_LENGTH or INTERPOLATE_LENGTH increased the amount of computation needed for the algorithm.

After a new frame is placed into the output buffer, that output buffer would be resampled into another buffer that would be sent to the DAC by the interrupt handler.  In order to resample from a looping buffer, a floating point index was kept that wrapped around the buffer as it incremented each frame.  After a frame is placed, the resampling index would increment through it at a rate equal to the ratio that the signal was time-stretched for that frame.  This kept the resampling index moving at the same speed as SOLA's frame-placement.  The resampling index was also staggered a small amount to keep it from exceeding the end of the last frame in any situations.  The resampled signal is stored into a buffer that waits to be copied to the output buffer that is read by the sampling interrupt.

Data Path

In order to keep data moving in and out of the EVM in real-time while being processed, a number of buffers had to be used to store incoming data, data being processed, and data being output.   The interrupt handler would read in a sample into a 400 sample long input buffer, output a sample from the same index in an output buffer, and increment the index (looping when necessary.)  The main function of the software contained an inifinite loop, which constantly checked the interrupt's read index for a value of zero.  When this condition was met, the input buffer would be copied into a work buffer and the current work buffer would be copied to the output buffer so that the interrupt's next read would be from new data and its next write would not destroy old data.  While the interrupt worked to fill up the new input buffer and dump the new output buffer, the main function would process the work_buffer, performing pitch tracking and pitch shifting operations on it, and then wait for the read index to reach zero again.  If the processing did not all occur in the time it took for the interrupt to read and write 400 samples, frames would get skipped in the process.  In order to assure that this did not happen, code was added to check which frame the interrupt was reading in when the processing began and to compare that to what frame it was reading when the processing finished.  If the interrupt had begun to read a new frame, the algorithm would mute the output in order to indicate to us that the processing was taking too long.

Code Framework
Code from Lab2 was used as framework for our project.  The interrupt handler and EVM and AIC initialization code was used to initialize the system and to read and write samples from the AIC.  Slight modification were made to that code in order to amplify the output of the AIC in order to compensate for the low microphone levels, and to change the sampling rate of the AIC to 11khz.  
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Problems
After the various pieces of the pitch correction algorithm and EVM framework had been put together, tweaked, and debugged, the software, for the most part, worked as hoped for.  The main problem with our implementation of pitch correction was the noise introduced by the pitch shifting algorithm.  The actual amounts the signal would be shifted in real applications of the technology are very small.  The SOLA algorithm would typically be used to stretch signals by ratios between 0.97 and 1.03.  With  values this small, it is quite difficult to get accurate and clean results with the limited memory, sampling rate, and CPU available on the C30.  The results were acceptable but not great.  Tests in software proved the pitch detection algorithm worked better than expected, achieving significant frequency resolutions despite the low sampling rate of the C30.  We ran into little to no problem in actually getting the processing code, which we developed in Matlab and Borland C, to run on the EVM. After tweaking several memory mapping specification in our .cmd file, our code worked almost immediately after we placed into the EVM framework code, replacing the file IO with the interrupt handler’s sampled input and output.

Conclusion

We feel that our implementation of real-time pitch correction DSP software was successful given the hardware we had to work with.  Theoretically, our code worked well, detecting pitches, comparing them to the chromatic musical scale, and then pitch shifting accordingly.  In the lab, the results were noticeable, but the noise introduced by the hardware and by the pitch shifting code detracted from the overall quality of the system.  If the code for our project were transferred to better hardware and if the parameters for the pitch shifting algorithm were adjusted to better settings that worked within that hardware’s CPU limits, the system would most likely approach the level of professional quality pitch-correction systems.  Another thing that would contribute to the quality of the system would be controls for the attack and threshold of the pitch-correction.  The implementation of controls such as these would make the functionality of the system more dynamic and attractive to users recording various types of sound sources in different types of recording / producing environments.
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#include <math.h>

#include <stdlib.h>

#include <string.h>

// These are the same include files found on the web page for lab 2

#include "c30_1.h"             /* FUNCTION PROTOTYPES, MACROS, STRUCTURES */

#include "c30_2.h"             /* GLOBAL VARIABLES                        */

/*=======================================================================================*/

/* GLOBAL CONSTANTS                                                                      */

/*=======================================================================================*/

#define BUFFER_SIZE 400        // Size of an input frame  

#define FRAME_SPACING 400      // Size of a frame for time_stretching

#define INTERPOLATE_LENGTH 30  // Number of samples to cross fade in SOLA implementation

#define SLIDE_LENGTH 50        // Number of samples to slide overlapping frames in SOLA

#define n_frames 1             // Number of SOLA frames per buffer

#define fs 11.574E3            // Sampling rate

#define peakThreshold 0.8      // Peak detection threshold

#define sampleSize 400         // Pitch detection buffer size

#define winSize 250            // Number of samples to correlate in pitch detection

/* Various Scales =======================================================================*/

/* Chromatic Scale */

#define NUM_NOTES 25

float
     reference[NUM_NOTES] = {
164.8, // E






174.6, // F






185.0, // F#






196.0, // G






207.7, // G#






220.0, // A






233.1, // A#






246.9, // B






261.6, // C






277.2, // C#






293.7, // D






311.1, // D#






329.6, // E






349.6, // F






370.0, // F#






392.0, // G






415.3, // G#






440.0, // A






466.2, // A#






493.9, // B






523.3, // C






554.4, // C#






583.3, // D






622.3, // D#






659.3
}; // E






// 

/* C MAJOR SCALE =================================================================

#define NUM_NOTES 15

float
     reference[NUM_NOTES] = {
164.8, // E






174.6, // F






196.0, // G






220.0, // A






246.9, // B






261.6, // C






293.7, // D






329.6, // E






349.6, // F






392.0, // G






440.0, // A






493.9, // B






523.3, // C






583.3, // D






659.3
}; // E

*/

/*===========================================================================*/

/* GLOBAL VARIABLES                                                          */

/*===========================================================================*/

int readpos =0;

int IN_BUF[BUFFER_SIZE], OUT_BUF[BUFFER_SIZE], WORK_BUF[BUFFER_SIZE];

long this_frame=0;

int psin[512], psout[512];

int inread=0, inwrite=112;

float outread=40., outwrite=0.;

float detectedFrequency, dev;

/*========================================================================*/

/* C_INT)                                                              */

/*        SERIAL PORT 0 TRANSMIT INTERRUPT SERVICE ROUTINE                */

/*        1. IF SECONDARY TRANSMISSION SEND AIC COMMAND WORD              */

/*        2. OTHERWISE IF COMMAND SEND REQUESTED SETUP FOR SECONDARY      */

/*           TRANSMISSION ON NEXT INTERRUPT                               */

/*        3. OTHERWISE WRITE OUT OUTPUT DATA AND READ IN INPUT DATA       */

/*========================================================================*/

void c_int05(void)

{

    /**********************************************************************/

    /* If the AIC receives a data block where the 2 LSB are 11 (binary),  */

    /* then this tells the AIC that the next block will be an instruction */

    /* and NOT an output sample.  This 'if' statement allows the interupt */

    /* to be used to send these commands as well as output data.          */

    /**********************************************************************/

    if (secondary_transmit)

    {


serial_port[0][X_DATA] = aic_secondary;


secondary_transmit     = OFF;

    }

    else if (send_command)

    {


serial_port[0][X_DATA] = 3;


secondary_transmit     = ON;


send_command           = OFF;

    }

    else

    {


/* Read a sample in and clear out garbage bits */ 


IN_BUF[readpos] = serial_port[0][R_DATA] << 16 >> 18;


/* Set 2 LSBs to 00 and send out the sample that was just read in */


serial_port[0][X_DATA] = OUT_BUF[readpos] << 4;


readpos = (readpos + 1) % BUFFER_SIZE;


if (readpos == 0)


  this_frame++;

    }

}

/*========================================================================*/

/* C_INT99(): ERRONEOUS INTERRUPT SERVICE ROUTINE                         */

/*            THIS ROUTINE IDLES AFTER RECEIVING AN UNEXPECTED INTERRUPT  */

/*========================================================================*/

void c_int99(void)

{

    for(;;);

}

/*========================================================================*/

/* INIT_EVM(): INITIALIZE TMS320C30 EVALUATION MODULE                     */

/*========================================================================*/

void init_evm(void)

{

    bus[EXPANSION] = 0x0;            /* ZERO WAIT STATES ON EXPANSION BUS */

    bus[PRIMARY]   = 0x0;            /* ZERO WAIT STATES ON PRIMARY BUS   */

    asm(" OR 800h,ST");              /* TURN ON CACHE                     */

}

/*========================================================================*/

/* INIT_AIC(): INITIALIZE COMMUNICATIONS TO AIC                           */

/*             NOTE: i IS A VOLATILE TO FORCE TIME DELAYS AND TO FORCE    */

/*                  READS OF SERIAL PORT DATA RECEIVE REGISTER TO CLEAR   */

/*                  THE RECEIVE INTERRUPT FLAG                            */

/*========================================================================*/

void init_aic(void)

{

    volatile int i;

    /*--------------------------------------------------------------------*/

    /* SET AIC CONFIGURATION CHIP                                         */

    /*  1. ALLOW 8 KHZ SAMPLING RATE AND 3.6 KHZ ANTIALIASING FILTER      */

    /*     GIVEN A 7.5 MHZ MCLK TO THE AIC FROM A 30 MHZ TMS320C30        */

    /*  2. ENABLE A/D HIGHPASS FILTER                                     */

    /*  3. SET SYNCHRONOUS TRANSMIT AND RECEIVE                           */

    /*  4. ENABLE SINX/X D/A CORRECTION FILTER                            */

    /*  5. SET AIC FOR +/- 1.5 V INPUT                                    */

    /*--------------------------------------------------------------------*/

    aic_command_0.command  = 0;       /* SETUP AIC COMMAND WORD ZERO      */

    aic_command_0.ra       = 9;      /* ADJUST SAMPLING RATE TO 8 kHz    */

    aic_command_0.ta       = 9;      /*    AND 3.6 kHz ANTIALIAS FILTER  */

    aic_command_1.command  = 1;       /* SETUP DEFAULT AIC COMMAND WORD 1 */

    aic_command_1.ra_prime = 1;

    aic_command_1.ta_prime = 1;

    aic_command_1.d_f      = 0;

    aic_command_2.command  = 2;       /* SETUP DEFAULT AIC COMMAND WORD 2 */

    aic_command_2.rb       = 36;

    aic_command_2.tb       = 36;

    aic_command_3.command  = 3;

    aic_command_3.highpass = ON;      /* TURN ON INPUT HIGHPASS FILTER    */

    aic_command_3.loopback = OFF;     /* DISABLE AIC LOOPBACK             */

    aic_command_3.aux      = OFF;     /* DISABLE AUX INPUT                */

    aic_command_3.sync     = ON;      /* ENABLE SYNCHRONOUS A/D AND D/A   */

    aic_command_3.gain     = LINE_V;  /* SET FOR LINE-LEVEL INPUT         */

    aic_command_3.sinx     = ON;      /* ENABLE SIN x/x CORRECTION FILTER */

    /*--------------------------------------------------------------------*/

    /* CONFIGURE TIMER 0 TO ACT AS AIC MCLK                               */

    /* THE TIMER IS CONFIGURED IN THE FOLLOWING WAY                       */

    /*         1. THE TIMER'S VALUE DRIVES AN ACTIVE-HIGH TCLK 0 PIN      */

    /*         2. THE TIMER IS RESET AND ENABLED                          */

    /*         3. THE TIMER'S IS IN PULSE MODE                            */

    /*         4. THE TIMER HAS A PERIOD OF TWO INSTRUCTION CYCLES        */

    /*--------------------------------------------------------------------*/

    timer[0][PERIOD] = 0x1;

    timer[0][GLOBAL] = 0x2C1;

    /*--------------------------------------------------------------------*/

    /* CONFIGURE SERIAL PORT 0                                            */

    /*            1. EXTERNAL FSX, FSR, CLKX, CLKR                        */

    /*            2. VARIABLE DATA RATE TRANSMIT AND RECEIVE              */

    /*            3. HANDSHAKE DISABLED                                   */

    /*            4. ACTIVE HIGH DATA AND CLK                             */

    /*            5. ACTIVE LOW FSX,FSR                                   */

    /*            6. 16 BIT TRANSMIT AND RECEIVE WORD                     */

    /*            7. TRANSMIT INTERRUPT                                   */

    /*            8. RECEIVE INTERRUPT ENABLED/RECEIVE                    */

    /*            9. FSX, FSR, CLKX, CLKR, DX, DR CONFIGURED AS SERIAL    */

    /*               PORT PINS                                            */

    /*--------------------------------------------------------------------*/

    serial_port[0][X_PORT] = 0x111;

    serial_port[0][R_PORT] = 0x111;

    asm(" LDI 2,IOF");          /* RESET AIC BY PULLING XF0 ACTIVE-LOW    */

    for(i = 0; i < 50; i++);    /* KEEP RESET LOW FOR SOME PERIOD OF TIME */

    serial_port[0][GLOBAL] = 0x0e970300; /* WRITE SERIAL PORT CONTROL     */

    serial_port[0][X_DATA] = 0x0;        /* CLEAR SERIAL TRANSMIT DATA    */

    asm(" LDI 6,IOF");                   /* PULL AIC OUT OF RESET         */

    asm(" LDI     0,IF"); /* CLEAR ANY INTERRUPT FLAGS                    */

    asm(" LDI  410h,IE"); /* ENABLE DMA & SERIAL PORT 0 TRANSMIT INTERRUPTS*/

    asm(" OR  2000h,ST"); /* SET GLOBAL INTERRUPT ENABLE BIT              */

    /*--------------------------------------------------------------------*/

    /* MODIFY AIC CONFIGURATION                                           */

    /*--------------------------------------------------------------------*/

    configure_aic(*((int *) &aic_command_0));

    configure_aic(*((int *) &aic_command_3));

}

/*========================================================================*/

/* CONFIGURE_AIC(): INITIATE AIC CONFIGURATION WORD TRANSMISSION ON NEXT  */

/*                  INTERRUPT AFTER ALL PREVIOUS COMMANDS ARE SENT        */

/*========================================================================*/

void configure_aic(int i)

{

    while(send_command || secondary_transmit);

    aic_secondary = i;

    send_command = ON;

}

void write_to_psin(int *inbuf)

{

     static int i;

     for (i=0; i<BUFFER_SIZE; i++)

     {

         psin[inwrite] = inbuf[i];

         inwrite = (inwrite+1)&511;

     }

}

void read_from_psout(int *outbuf, float speed)

{

        static int i, ipart;

        static float fpart;

        for (i=0; i<(BUFFER_SIZE); i++)


{

                  while (outread >= 512.)

                        outread -= 512.;



  ipart = (int)(outread);



  fpart = outread - ipart;



  outbuf[i] = psout[ipart] * (1.0 - fpart) + psout[(ipart+1)&511] * fpart;



  outread += speed;

        }

}

void place_next_frames(float speed)

{

        static int i, j, k, l, safelen, startp, where, ow;

        static float sum, max, temp;

        //safelen = (int)(1. + (FRAME_SPACING * speed) + SLIDE_LENGTH + INTERPOLATE_LENGTH*2);

        for (i=0; i<n_frames; i++)

        {

                  ow = (int)(outwrite);



  // Convolution



  max=0; where = ow;



  for (j=0; j<(SLIDE_LENGTH*2); j++)

                  {

                         //j = ((l+1)/2) * ((l%2) ? 1 : -1);

                         //j += SLIDE_LENGTH;

                         startp = (int)(ow+j+512-SLIDE_LENGTH);




 sum = 0.;




 for (k=0; k<SLIDE_LENGTH; k++)



         {




         temp = (float)(psin[(inread+k)&511]);

                                 temp *= psout[(startp+k)&511];

   


         sum += (temp / 10000.);

                         }

  


 if (sum > (max))




 {





 max = sum;





 where = startp;




 }



  }



  for (j=0; j<INTERPOLATE_LENGTH; j++)

                  {

                        startp = ((where+j)&511);




psout[startp] = ((psout[startp] * (INTERPOLATE_LENGTH - j)) + (psin[(inread+j)&511] * j)) / INTERPOLATE_LENGTH;

                  }



  for (j=INTERPOLATE_LENGTH; (j<500); j++)

                        psout[(where+j)&511] = psin[(inread+j)&511];

                  outwrite = outwrite + (speed * 400.);

                  while (outwrite >= 512.)

                        outwrite -= 512.;

                  inread = (inread + FRAME_SPACING) & 511;

        }

}

float find_pitch_offset(int *in)

{


static float 
ratio, max;


static int
i=0, j=0, swit, first;


static float
z[winSize];


static int
peakCounter = 0,



peakIndex = 0;


static float
peak = 0,



delta1 = 0,



delta2 = 0;


static float  difference1,





minDifference = 100,







referenceFrequency;


// ---------------


// Autocorrelation


// ---------------


max = 1.;


for(i = 0; i < winSize; i++)


{



z[i] = 0;



for(j = 0; j < 13; j++)




z[i] += in[i+j]*in[j];



if(z[i] > max)



{




max = z[i];
// Record max correlation peak



}


}


// -----------------------------


// Autocorrelation Normalization


// -----------------------------


for(i = 0; i < winSize; i++)


{



z[i] = z[i]/max;
// Normalize with respect to max peak

        }


// --------------


// Peak Detection


// --------------

        first = -1; peakCounter = 0; dev = 0.;


for(i = 10; i < winSize-15; i++)


{

                delta1 = z[i] -z[i-1];

                delta2 = z[i+1] - z[i];

                if((delta1 >= 0) && (delta2 < 0) && (z[i] > z[0] * peakThreshold))



{

                        swit=1;

                        for (j=-9; j<14; j++)

                            if (z[i+j] > z[i])

                               swit = 0;

                        if (swit)

                        {

                            if (first == -1)

                               first = i;

                            else

                            {

                               delta1 = i - peakIndex;

                               delta2 = first - (i - delta1 * peakCounter);

                               dev += delta2 * delta2;

                            }




    peakIndex = i;




    peakCounter ++;

                        }

                }


}


// ---------------------------


// Refined Frequency Detection


// ---------------------------


detectedFrequency = fs*(peakCounter-1)/(peakIndex - first);


// --------------------------------


// Frequency & Reference Comparison


// --------------------------------

        minDifference = 10000.;


if((detectedFrequency >= reference[0]) && (detectedFrequency <= reference[NUM_NOTES-1]) && (dev < 100.))


{



for(i = 0; i < NUM_NOTES; i++)



{




difference1 = fabs(detectedFrequency - reference[i]);




if(difference1 < minDifference)




{




   minDifference = difference1;





referenceFrequency = reference[i];




}




else




{





break;




}



}



ratio = detectedFrequency/referenceFrequency;

        }


else


{



ratio = 1.;


}


return(ratio);

}

// Main Program

void main(void) {

        int i, j;


float ratio;


long hold_frame;


// Initialize hardware


init_evm();


init_aic();


// Initialize buffers


for (i=0; i<BUFFER_SIZE; i++)


  {


    IN_BUF[i] = OUT_BUF[i] = WORK_BUF[i] = 0;


  }


// Main loop


while(1) {


  // Check for new buffer flag


  if (readpos == 0) 


    {


      // Check the buffer number we are processing


      hold_frame = this_frame;


      // Copy the buffers around


      for (i=0; i<(BUFFER_SIZE); i++)



{



  OUT_BUF[i] = WORK_BUF[i];



  WORK_BUF[i] = IN_BUF[i];



}


      /* Do the Processing Here ===================== */


      ratio = 1. / find_pitch_offset(WORK_BUF);    // Pitch Detection


      write_to_psin(WORK_BUF);                     //


      place_next_frames(ratio);                    // Pitch Shifting 


      read_from_psout(WORK_BUF, ratio);            //


      /* ========================================== */


      // Mute the output if there was not enought timne


      // to process the output


      if (this_frame != hold_frame)



for (i=0; i<BUFFER_SIZE; i++)



  WORK_BUF[i] = 0;


    }


}

}
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Figure 1:  Basic autocorrelation method (sample frame and window)
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Figure 2:  Basic autocorrelation method (peaks)





Table 1a:  Musical Note detection using the basic autocorrelation method (E3-D4#)





Table 1b:  Musical Note detection using the basic autocorrelation method (E4-E5)
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Figure 3:  Pitch detection method (larger sample frame and window)
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Figure 4:  Pitch detection method (last peak)





Figure 5:  Pitch detection error analysis (Hz.); 11.574 kHz. sampling frequency, 75 sample sliding window, sample frame size range (200:60:500), frequency range (160:96:640)





Figure 6:  Autocorrelation window size comparison; signal (blue), autocorrlation with window size 75 (green) and 36 (red)





Figure 7:  Pitch detection error analysis (Hz.); 11.574 kHz. sampling frequency, 400 sample frame, sliding window size range (5:5:35), frequency range (160:96:640)





Figure 8:  Autocorrelation window size comparison; signal (blue), autocorrlation with window size 75 (green) and 15 (red)
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Detected Frequency vs. time
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