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Abstract

The currentWeb cacheinfrastructure thoughit hasa numberof performancebene ts, doesnot
addressnary of the publishers'requirementsWe arguethatwebcacheshouldbe enhancedo address
publishers'needs. For example, cacheswill needto log client accesses;un scriptsto dynamically
producecontent,and give publishersQoS guaranteesin this papey we proposeGemini, a publisher
centricweb cachinginfrastructure Centralto our designis the architecturahssumptiorthatthe global
web cacheinfrastructurewill be heterogeneoudike the Internetitself—cacheswill belongto mary
differentadministratve domainsand have differentfunctionalities. The heterogeneouaspectof the
infrastructurgaisessereralissuesFor example becauseacheganaltercontenttraditionalend-to-end
securitymechanismganno longerensurethe integrity andauthenticityof content. In this paper we
studyissuesassociatedvith designingsucha publish-centriccachinginfrastructure.In particular we
proposea securityarchitecturghat protectspublishersand cachedrom eachotherin a heterogeneous
cachingervironment.In our designwe ensurethatGeminiis incrementallydeployableandseamlessly
interoperatesvith the existing cachinginfrastructure. Along with a systemdesign,we also present
experiencegainedfrom implementatiorandpreliminaryperformanceesults.

1 Intr oduction
Web cachinglike otherforms of cachingthatoccurat variouslevels of the memoryhierarchy(e.g.,hard-
ware, operatingsystem application),exploits the referencdocality principle to improve the costand per
formanceof dataaccess.This hasbeenespeciallyeffective at the Internetlevel, wherelarge geographic
andtopologicaldistancesseparatehe producersand consumer®f web content. The directandtangible
bene tsof web cachinginclude:improved accessateny, reducedbandwidthconsumptionimproved data
availability, andreducedsenerload.

Figurel shavsatypicalwebcachinghierarchyandits operation A publisher(P) senesobjects(A and
B) to clients(C1,C2,C3)via the cachinghierarchy(V,W,X,Y,Z). Considerthe scenariovherea cacheable
objectA is sequentiallyrequestedy clients C1, C2 and C3 respectiely, and all the cachesare initially
empty The rst requesby C1 will triggeratransmissiorof objectA from Pto C1via caches/, W andY.
Eachof thethreecacheswill storealocal copyof A. Thenext requesby C2will resultin acachemissatZ
but a cachehit at W. SoobjectA is transmittedrom W to C2 via Z. Finally, therequesby C3 will causea
missat X but a hit atV, andthe objectis transmittedrom V to C3via X. Theresult:objectA is transmitted



Figurel: Examplecachinghierarchy

acros®achiink exactlyonce,andC2andC3areableto retrieve theobjectfrom acachdocationcloserthan
theorigin sener.

The maindravbackof today's cacheinfrastructures thatit is infrastructure-centridyut not publisher
centric. Web cachesaredeployedand operatedy ISPsprimarily to reducenetworkcostsandto improve
userresponsdimes.While thesearedesirablepropertiedor bothISPsandpublishersfrom the publishers
point of view, a numberof importantfeaturesaremissingin today's cacheinfrastructure First, cachesare
unableto furnishreportson accesstatisticye.g.,hit countsandclick-streamspackto the publishersThis
is of particularconcernto publishersvho rely on accuratehit countsto justify their advertisement-drien
revenuemodel,andto publisherswho wish to obtainaccurateepresentationsf the sizeandinformation
consumptiorbehaior of their audience Secondcachesarenot equippedo handledynamicallygenerated
contentanincreasinglylarge portionof all webtrafc. Today all customizedveb contenthasto originate
from the publisherssener, andcannotbereusedaven by thesameclient. Finally, cacheaunilaterallymake
local copiesof web objects often withoutthe consenbr eventhe awarenes®f the publishers As aresult,
publisherdosecontrolover their objectsoncethebits leave theirwebseners. The problemgoesfar beyond
thatof copyrightinfringement.Publisherdave no knowledgeof thenumberandlocationsof cachedcopies
of their objects,makingobjectconsisteng impossibleto maintain. This meanghatcachesnaybe serving
staleor outdatecbbjectsto theclients.

For thesereasonsmary publishershave resortedo cache-bisting,i.e., bypassinghecachesy tagging
their objectsnon-cacheable'Thisforcesthe cachego forwardall objectrequestdackto theorigin sener.
For example,objectB in Figurel is taggedasa non-cacheablebject,so eachrequesby clientsC1, C2,
andC3is propagatedbackto P. P hasto makethreeidenticaltransmissionsf objectB. While this practice
assuregopyrightprotection,dataconsisteny, accuratehit counts,andproperdynamicpagegenerationit
alsoforfeitsall thebene tsof caching.



We believe that cachingis fundamentalto the long-term scalability of the web infrastructure,and
thereforeit is importantto realignthe interestsof publishersand cacheoperators. We proposeGemini,
a publishercentricweb cachinginfrastructureand paradigmthat will encouragehe publishersandcache
operatorgo cooperatén the distributionandcachingof webcontent.

The Geministratgy is to endav cachenodeswith communicationsstorageandprocessingapabilities
thatcanbebene cially employedoy publishers A Geminicachenodeis designedisanext-generatiorweb
cachethatcantransparenthsubstitutdfor aregular cache aswell asinteroperatavith existing cooperatie
cachingschemesA Geminicachecansupporta variety of publisherspeci edfunctions. For example,in
the dataplane,it cansupportdynamiccontentgeneratiorusing versioning(e.g., returninga pagebased
on browsertype), Itering (e.g.,customizechews) and/orothergeneraimethodsbasedon sandboxd, vir-
tual machinebasedlanguagesuchas Java. In the control plane,a Gemini cachecan support(i) object
consisteng control, (i) customizabldogging andreporting,(iii) publisherspeci c quality-of-serviceg6]
in theform of customplacementandreplacemenpolicies(e.g.,push,pre-fetch,advancedresenation,and
guaranteedbjectreplication),and(iv) accesgontrol.

Centralto our designis the architecturabssumptiorthat the global Web cacheinfrastructurewill be
heterogeneougyst asthe Internets routersandlinks are ownedby differentadministratve domainsand
differenttechnologiesre usedto provide connectity service. In the context of Gemini, we assumehat
cachedelongto mary differentadministratve domains.In addition,they may have differentfunctionali-
ties. For example,Geminicacheghathave enhancedunctionalitieslisted abose may co-exist with legagy
cachesn theinfrastructure The heterogeneousspecf theinfrastructureraisesseveralissues For exam-
ple, becauseachesanaltercontent traditionalend-to-endsecuritymechanismganno longerensurehe
integrity andauthenticityof content.

To addresgheseissues,Gemini's designincludesthree components:a nodearchitecturea security
architectureandanincrementatieploymenstratgy. Ourimplementatiorof thenodearchitectureconsists
of amodi ed webcachecapableof handlinganex documenformataswell asregularwebdocumentsThe
new documentsgalled GeminidocumentscancontainJava codewritten by the publisher which enables
thecacheo generateontentdynamically Whenarequestor adocumentrrives,thecachewhichis based
on the Squid[8] cachingsoftware,no longersimply forwardsdatato the client. Insteadthe cacherunsa
publishers codein a Java Virtual Machine(JVM) andlogs the requestaccordingto publisherdirectives
containedn therequestedocumentOur securityarchitecturgrotectshecacheandpublisherdrom each
otherin an ervironmentwherecachesare distributed acrossheterogeneouadministratve domains. Our
deploymenstratgyy allows Geminito beincrementallyintroducedo thenetwork. Geminicacheswill work
seamlesslyogethemwith legag/ cachesandclients.

Therestof the paperis organizedasfollows. We rst describeour securityarchitecturenddeployment
strat@y in Section2 and3, respectiely. We thenpresenbur designandthe prototypeimplementatiorof



the Gemininodein Section4. We discusghe performancef ourimplementatiorin Section5. Finally, we
will identify relatedwork beforewe concludethe paper

2 Security

In traditionaldistributedcommunicationend-to-endnechanismsresufcient to securecommunications
betweertheclientandthe publisherbecauséntermediatenodesdo not altercontent.In our systemgaches
are active participantsn contentgenerationso end-to-endsecuritymechanismsre no longer sufcient.
But it is not only dynamiccontentthat affectsthe end-to-enchatureof securingcontentdelivery. Caches
arenow responsibldor logging userhits aswell. Publishersmeedassurancethat cacheswill log access
correctly andthattheselogs will be transportecbackto the publisherintact. To accomplishthis, caches
mustbecomdully involvedin the systems security

As anexample,considera publishers digital signatureon a document. Previously, a clientwould be
ableto usethe signatureto verify the authenticityof the document. With Gemini, a cachebetweenthe
publisherandclient might transformthe documentccordingto a publishersinstructions but the cacheis
unableto alter the publishers signaturebecauset doesnot possesshe publishers secretkey. The result
is thatthe clientis unableto usethe publishers signaturego verify the versionof the documenit receves.
The obvioussolutionto this problemwould beto distributethe publisherssecrekey to cachesbut thishas
seriousrami cations: a cachewith the secretkkey would be ableto signary contentwhatsoeer on behalf
of the publisher Evenif thecaches owneris honestnoughnotto exploit this, crackeravho breakinto the
cachemaynotbeaspolite.

Our designis guidedby four principles:

Protectthe publisher aswell asthe cache. We mustprovide the publisherwith assurancéhatits content
will behandledcorrectlyby cachesCacheseedto be protectedrom maliciouspublishers.

Publishersdecidewho to trust. Oursystenmustbeas e xible aspossiblesothatthe publishercandecide
for itself which cachego truston a document-by-documebfasis.

Publishers/clients nd out about attacks eventually. While it would be nice for ary corruptionof the
publishers contentto be discoveredimmediately it is not necessary This is becausehe value to
a publisherof a single pagebeingsened correctlyis very smallin mostsituations.Crookedcaches
doneedto be detectedvithin areasonablghortamountof time, however.

The systemshould be incrementally deployable. As moreand more cachespublishersand clientsbe-
comeGemini-avare,the systems securityshouldincreasebut neitherclientsnor cacheshouldhave
to bechangedn orderto deploythe system.

We considea “document”to bea singleobject,ratherthanawhole“page’ or groupof objectswhichabrowvsermightdisplay
together



Along with thesefour principles,we have createda new trustmodel. As we have alreadystatedwe allow
publisherdo choosewhich cacheghey trustandto whatextent. A publisherwho is very concerneckither
with thecorrectdelivery of contentor the correctreportingof loggingdatamight only trusta few carefully
selecteccacheswhile a publisherwith lessto losemight chooseto trustevery cache.Clientsdo not trust
every cacheo produceevery documentBut if apublishertrustsa cacheto producea speci ¢ documentso
shoulda client. Cachegrustthe publishersvery little: they will loadandrun publishers'contentbut only
througha sandboxo isolatethemfrom the otherprocesseandcontenton the cache.

The challengein securingthe cacheis to comeup with an approachthatis both powerful enoughto
provide protectionand generallyapplicable. For example,oneideawould be to requirethat eachcache
include a securecoprocessof18], which is a processomand memoryencasedn a secure tampefproof
enclosure. Theideais that all partiescantrust the coprocessoto overseethe generatiorof all content
on the cache.Unfortunately securecoprocessotechnologyis usuallyyearsbehindcommodityprocessor
technologyand more expensve dueto the additionalengineeringand certi cation necessaryo makethe
device tamperproof. Theresultinglack of performancenakesa securecoprocessounattractve for usein
awebcache.

We employtwo techniquego enforcethe trust relationshipsoutlinedabore: cacheauthorizationand
veri cation. The rst is away for publisherdo explicitly specifywhich contenta cachecangenerateOne
key featureis that a client candeterminethatthe contentit recevesis generatedy an authorizedcache.
Sincethe client is the rst recipientof the content,it is in the bestpositionto verify thatthe cachewas
authorized And theclient machines oftentheleast-contended-faesourceon the pathfrom the publisher

Oursecondechniqués awayfor publishersaandclientsto verify thatauthorizedcachesareperforming
correctly This allows the publisherto nd out whena cachedeemedrustworthyshouldnot be trusted.
We cannotpreventa cachefrom generatingcontentor logging accessecorrectly Instead,we usenon-
repudiationof a caches outputto makeestablishingvhich cacheis at fault easy Coupledwith random
samplingtechniquesary cachewhich misbehaesenoughwill be caughtwith high probability. Both pub-
lishersandclientscanperformsamplingto catchcrookedcaches.

Next, we presenthe detailsof our system.We cover the authorizatiormechanismthe securityissues
surroundingcontentgenerationandour veri cation mechanism Lastly, we considerthe otherside of the
issue describinghow a cachecanbe protectedrom publishers.

2.1 Authorization

Werely onapublickey infrastructurgPKI) to provide key distributionsothatclients,cachesandpublishers
cancheckeachother's digital signatures.Thereare several differentPKI proposalq4, 15|, but they all
provide the basicserviceof associatinga public key with anidentity. This associatioris recordedin a
certi cate, which is a documentsignedby a certi cate authority (CA). Eachentity with a certi cate can
producemorecerti catesfor otherentitiesby actingasa CA.



Eachpublishemeedsa certi cate identifyingits websiteandpublic key. Theformatof thecerti cateis

where isthepublishersnameandURL, is the publishers public key, from to is the
rangeof time thatthe certi cate is valid, and is the nameof the certi cate authoritywho createdhe
certi cate. The certi cate is signedwith the certi cate authority's privatekey ( ). Notethatwe also
requireeachcacheto have a public key anda certi cate.

A publishethandlessacheauthorizatiordecisionson anobject-by-objecbasis.Eachobjectincludesan
accesgontrollist (ACL) with which the publisherspeci eswhich cachesareallowedto storethe object.
Theformatof the ACL is

where is the nameof the objectandeach is a public key. Eachof the keys referto cacheswvhich
areallowedto storethe object. Insteadof a list of public keys, the publishercanalsospecifya wildcard,
indicatingthatary cachemay procesghe currentdocument.Obsene thatan ACL is just a specialtype of
certi cate, with the publisheractingasthe CA.

A publishercanuseentriesin the ACL in two ways. Oneway is to authorizea singlecache.This is
accomplishedby includinga caches public key in the ACL. The otherway is to delegatethe authorization
decisionto a third party. This is accomplishedhrougha layer of indirection: the publisherincludesthe
public key of the third party in the ACL. Thenthe third party createscerti cates (signedwith the key
mentionedn theACL) for cachest wishesto authorize For example,acompaly suchasConsumeReports
might testcachedor functionality and securityand might issuecerti cates (signedby key ) for
thosemodelsof cachedhatmeetits criteria. The publishercould mention in its ACL if it trusted
ConsumeReportsjudgment.A cachehathasacerti cate statingthatit is amodelthathasbeenapproed
by ConsumeReportswould thenbe ableto storethe publishers objects.As anotherexample,consideran
ISP with mary caches Assumethe ISP usespublic key, to signeachof its cachespublic keys. A
publishercouldmentionall of thelSPs'cachesasagroupby including inits ACL.

Altogether a publisherwould give thefollowing to a cache: . Thisisthe
ACL followedby the objectitself. Notethatthe documentandACL are signedseparatelsincethe ACL
will needto be passedn to theclient. The eld containsthe URL anddirectivesto the cache
abouthow to handlethe object(consisteng, QoS parameterslog format, etc.). The containscode
anddatawhich thecacheuseso generatareplyto a client'srequesfor the object.

Along with a responséo the client, the cachealsoincludesthe ACL. Theclient is ableto checkthe

signatureonthe ACL anduseit to verify whetheror notthecacheis authorizedo produceherequestedb-



ject. If the cachds not authorizedtheclient shouldrejectthe documentBecauseheclientcanretrieve the
publisherscerti cate, it is ableto verify the signatureon the ACL andenforceits directives. Unauthorized
cachesareunableto corvincetheclientthatthey areauthorized.

2.2 Contentgeneration

A cachesreplyto theclienthasthefollowing format:

Exceptfor the ACL, signedby the publisher the cachesignsthe restof the messagethe URL requested,
the caches name,the client's name,a hashof ary datasentin the request(e.g. for datacorveyedin an
HTTPPOSTmessage}hecurrentdate andtherequestedontent.Therearethreepurposegor thecaches
signatureFirst,it enablegheclientto detectamperingwith thedocumenbnthepathfrom thecacheo the
client. Secondijt tells the clientwhich cachegeneratedhe responseThis enablegheclientto be surethat
the authorof the responsés authorizedby the publishers ACL. And third, the caches signatureprovides
non-repudiationlinking theinput (the URL andrequesdata)to the output. The dateandtheclient's name
in themessagseneto preventreplayattackswhereathird partysendsaclientstaledata.In additionto the
above information,the cacheneedgo provide the client with a chainof certi cateswhich establisheghat
thecacheis authorizedby thepublishers ACL. Thereasoris thattheclient cannotalwaysdeterminewhich
certi catesareneededo link the cacheto oneof thekeys mentionedn the ACL.

Onevital issueis how thecachecansendthis securityinformationto theclientin amannethatdoesnot
confuselegag clients. NotethatstandardHTTP/1.1[9] headerslreadycontainthe date,the cachename,
andthe URL. Further the clientcomputeghehashof therequesitself. All thecacheneeddo sendarethe
ACL, thesignatureandthecerti cates.We includethesethreeitemsin theHTTP/1.1Pragmeaheadereld.
TheHHTTP speci cationstateghatclientsandcachesvhich areunableto parsethis informationwill ignore
it.

Theclient, afterreceving thecaches responseneeddo verify threethings: thatthe cachds mentioned
in the ACL, thatthe requesit sentcorrespondso the hashof its requesin thereply, andthatthe caches
signaturds valid. If thereis a problemin ary aspecbf theresponsethe client shoulddiscardit.

If thepublisherdesiresthe cachecanperformaccesgontrolonthecontentusingstandardnechanisms
suchasusername/passwopirs,a cookiegivento the client by the publisher or accordingto the client's
networkaddressor hostname.lf the publisherbelievesit is necessarythe cachecaneven requireclients
to accesrivatedatavia SSL[19] or otherencryptionlayer StandardSSL would not allow a cacheto
communicateon a publishers behalffor securityreasonsbut with the publishers signedACL, the client
canbe surethatthe cachewith which it is communicatings authorizedby the publisher Unlike our other
mechanismsthis onerequiresthat the client to be modi ed in orderfor an SSL sessionwith a cacheto



work.

2.3 Veri cation

Becausea cachesignsall of its responsego client requestsijt is not able to later dery creatingthose
responsesAny entity with accesso the caches certi cate canverify thesignatureon aresponself acache
wereto produceboguscontent,its signaturevould be tantamounto a confessiorthatit wasthe culprit. A
client only needgo presenthe faulty outputto the publisherto prove thatthe cachemisbeha&ed. Oncea
publisheris corvinced,it canremove thatcacherom all of its ACLs, preventingthecachdrom mishandling
the publisherdocumentsn thefuture. The sametechniqueworksfor catchinga cachewhich fails to report
log information. If a client presentghe publisherwith a signedresponsdrom a cache the publishercan
know to expecta log entryfrom the cachefor thatresponself the cachefails to returnthe log entry, the
publisherknowsthatthe caches cheating.

The challengeis in determiningwhento questionthe caches responses.We suggestwo schemes:
publisherinitiated auditing and client-initiatedauditing. Both are basedon randomsamplingso thatthe
morea cachemisbehaes,the higherthe probability thatit will be caught.In client-initiatedauditing,the
client setsa probability of verifying a caches responseavith the publisher After eachresponsethe client

ips acointo determinevhetherto querythe publisher

Publishefinitiatedauditinginvolvesthe publisherusinga numberof “fake” clientsaroundthe network
to issuerequestdor the publishers documentsandreturntheresponseto the publisher Cachesnustnot
know which clientsarefakesothatthe cacheslo notchangetheir behaior whendealingwith fakeclients.
NotethatperformancenonitoringservicessuchasKeynote? alreadyhave suchclientssetup. Thepublisher
canthenlook at theresponseto seethatthe cachehasproducedcorrectoutput. In addition,the publisher
canverify thatthefakeclientaccessewerenotoverreportedor underreporteddy cacheshelpingto assure
the publisherthatcachesareperformingloggingcorrectly

Determininghow muchauditingshouldbe doneis a matterof tradingnetworkandcacheresourcegor
catchinga misbeha&ing cachemorequickly. As the samplingfrequeny is raised,cachesarecaughtsooner
but moresystencapacityis lostto thesamplingorocessFindingtheright pointonthis continuumis beyond

the scopeof this paper

2.4 Protectingthe cache

The securityissuesdiscussedso far deal with protectingclients and publishersfrom malicious caches.
However, anotherconcernis publisherswho sendmaliciouscodeto caches. For example,a publishers
codecould attemptto accessseminidocumentdgrom otherpublishersor the underlyingoperatingsystem.
Anotherdangeis denial-of-servicattacksthatis, codewhich consumesoo mary CPUcyclesor allocates
too muchmemory The rst problemis similar to the problemof protectinga web browserfrom malicious

2http://wwwkeynote.com/



Java applets.In eithercase,a hostcomputelis performingprocessingn behalfof a publisher Therefore,
we adoptsimilar protectionmechanismsAll of a publishers codeis run insidea sandbord Java virtual
machinesothata cachecanhave strict controlover whatoperationghe codeis permittedto perform.

We only exposea few functionsto publishercodebecausave wish to encouragdahat codeto only
be usedfor fairly simple operationssuchas lItering contentaccordingto a users request. Thereareno
mechanismgor stateto be storedfrom onerequesto anotheyandno networkcommunicatioris allowed.
Publishercodeis allowedto write logs aftereachrequesthbut it hasnoway to readlog entries.In total, the
APl exposedo publishercodeconsistf functionsfor performingthefollowing operationsreadincoming
requesheadersyrite outgoingreply headerswrite outgoingdata;andgeneratega limited amountof) log
info for eachrequestA cacheallowsthepublisherscodeto run only whenit is satisfyingarequestin the
future, we may augmenthesefunctionswith the ability to prefetchdata,fetch arbitraryURLs via HTTR,
keepstateacrossrequestsand even opennetwork connectionsackto the publishers sener (but not to
othernetwork hosts). Theseadditionalcapabilitieswill not weakensecuritysigni cantly, but the risk is
thatthey will encourag@ublisherdo write complicatedresource-intense applicationghatwill chokethe
cache.

To counteradenialof serviceattack theamouniof CPUandmemoryresourceassignedo apublishers
codehasto belimited. Werely onoperatingsystem-lgel controlsto accomplishhis. In addition techniques
like proof-carryingcode[13] or softwarefault injection that examinethe codebeforeits actualexecution
canbeapplied.Notethatsincea publishemmustsignits documentsthecachecanatleastidentify the guilty
publisherif all othersecuritymechanismgail.

3 Incrementaldeployment

Having describedsemini's securityarchitectureywe now presenpur deploymenstratgy. The Geminiin-
frastructurds designedo beincrementallydeployableandfully interoperablavith existing cachesseners
andclients.Geminiworkswith all typesof cooperatire caching,ncludinghierarchicatacheorganizations.
We have thefollowing designprinciples:

Cacheand documentheterogeneity Gemini cachesco-eist and cooperatewith legag/ caches;not all
documentfhiave Geminiversions.

Transparencyto clients. Clientsneednotbemodi ed (exceptto achieve security).

Transparencyto legacycaches.Legag/ cachesdo not needto distinguishbetweenGemini and regular
documents. They can fetch and cacheGemini documentstherebyassistingin their distribution.
However, legag cachewill never sene Geminidocumentso clients.

Proximity. Geminicontentwill be senedby the authorizedGemini cacheclosestto the client, which we
call theleafcache.



Figure 2 shavs the example cachinghierarchywith a mixture of regular cacheqV,X,Z) and Gemini
cacheqW,Y). For interoperabilitythe publisherP will have two versionsof its object,the regular version
B andthe GeminiversionB', which areidenti ed by their URLs, which we denoteURL(B) andURL(B"),
respectiely. To satisfyclienttranspareng only URL(B) is publicized. Clientswill requestandreceve B,
notB'. In generalclientsarenever exposedio GeminidocumentsGeminicachesarealertedby publisher
P of the availability of B' (asdetailedin Section3.2). Speci cally, P will provide Geminicacheswith the
mappingrom URL(B) to URL(B'), sothatGeminicachesanrequesandreceveB'. Finally, legag/ caches
canremaincompletelyobliviousto the GeminischemendtreatB andB' in identicalfashion.

To clientsandlegag/ cachesall documentén thesystemaretreatedasregulardocumentsOnly Gemini
cachegandpublishersunderstandhe associationbetweenGeminiandregular documentsOnequestion
remains:how a Geminicacheis ableto convertthe URL of aregulardocumeninto the URL of a Gemini
documentWe will answetthis questiomext.

Let usillustrate Geminicachingby consideringobjectrequestdy clientsC1, C2 andC3 respectiely.
We assumall cachesreinitially empty but GeminicachedV andY have beenalertedto the availability of
GeminiobjectB'. In responseo arequestor objectB by C1,theGeminicacheY will performamapping
from URL(B) to URL(B") andissuearequestor the GeminiversionB'. CachedV andV will forwardthe
requesbackto P, andP returnsB'. Cachesv, W, andY all makelocal copiesof B'. Notethatthe legag
cacheV doesnotknow or carethatB' is a Geminiobject;it simplytreatsit asanopaqueobject.Now when
B' arrivesat cachey, it is usedto dynamicallygeneratehe objectB for client C1. Next, client C2 issues
arequesffor B. A cachemissoccursatthelegag/ cacheZ, but a cachehit occursat the Geminicachew.
SinceW recevved arequesfor B (notB') it knowsit is the Geminicacheclosesto theclient. Thereforeit
executesB' to dynamicallygeneratd3 andsendit to C2. In thiscaseW maychoosdo makethis copyof B
non-cacheablby Z. Finally, C3makesarequestor B andit is propagate@ll theway backto the publisher
P will sendtheregularversionB andmaychooseo markthecopynon-cacheable.

In the restof this section,we describethe methodsemployedto achieve the designprinciplesabove.
First, we describehow Geminiinteractswith legag/ cachedn a reverse-compatiblenanner Secondwe
considerhow Gemini cachediscover andretrieve Gemini documents.As we have said, we leveragethe
existing legag cachinginfrastructureo help deliver GeminidocumentsThird, we explain how a Gemini
cachedetermineshatit is theleaffor a client. Finally, we arguethatthis architectures inherentlyscalable.
3.1 DiscoveringGemini documents
It remainsto be seenhow a Gemini cachebecomesaware of which regular documentshave associated
Geminidocumentsndhow to nd theURL for aGeminidocumengiventheURL of theregulardocument.
Themechanisnior thismustberobust,lightweight,andof coursejt shouldinteroperatevith legag/ caches.
Onesimplesolutionwould beto de ne URL namingcorventionssothata regulardocument namewould
indicatewhetheror notit hadan associatedseminidocument.However, this approachis not robust. If a
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Figure 2: Examplecachinghierarchywith Gemini caches(shavn shaded). The regular versionof the
documenis calledB andthe Geminiversionis calledB'.

document URL inadwertentlycontainedhe notationindicatingit hadan associatedseminidocumenta
Geminicachemight attemptto load the non-&istentGeminiversion,leadingto increasedielayfor clients
andadditionaluselessequestgor thesener.

Our approachs to requirethe publisherto explicitly notify Gemini cachesaboutwhich regular docu-
mentshave associated>eminidocumentsThe noti cations arepiggy-backedn top of regularHTTP/1.1
responseso thatall cacheon the pathfrom the publishers sener to the client arenoti ed. Cachesstore
publishemoti cations assoft state throwing away noti cations whenavailablespaces low or whenanoti-

cation hasnot beenrefreshedecently Below, we will discusghe formatof the noti cations, how caches
useandmanagestorageor thenoti cations,andhow they arepiggy-backed.

Eachnoti cation containsthreepiecesof information: a serner name,a patternto match,anda trans-
formationto convert a regular document URL to a Geminidocument URL. A Geminicacheusesthe
noti cation asfollows: Whenarequesarrives,thecachdooksatthe URL. Thecachends all noti cations
with asener namethesameasthe sener namedoy the URL. For eachof thesenoti cations,the cacheries
to matchthe path? in the URL againstthe patternin the noti cation. A patternmatchindicatesthatthere
is an associatedsemini document.On a match,the Gemini document nameis formedby applyingthe
transformatiorcontainedn thenoti cation.

In ourimplementationthe patternis speci edasasufx match.Thisis simpleandextremelyef cient
to implement. Also for ef ciency's sake the transformatioris implementedasa string to be appendedo
theregulardocumeng URL. Tablel is anexampleof how the cachekeepsnoti cationsin alookuptable.
The rst line of thetableindicatesthatary URL from the sener www.a.comwhich endswith “.html” has
a Geminiversion. For example,the URL http://www.a.com/indg.html would have an associatedemini

3The pathis the pieceof the URL afterthe sener nameandportnumber

11



| Publisher | Sufx match [ Stringto append|

www.a.com| .html .gemini
www.a.com| / index.gemini
b.com /main/index.html | -enhanced

Tablel: A Geminicacheslookuptable.

Request for URL

Yes ‘
—( In cache? j

A

[Notification for this server’?J\
¢ Yes [ Fetch URL )
[ Pattern match? )/

ers
[ Make Gemini URL j

\
[ Fetch Gemini version j

\
—>[ Make data for client j<

Figure3: How cachesatis esarequest

versionnamedhttp://www.a.com/indg.html.gemini Notice thatit is possiblefor a single sener to have

multiple noti cations in thelookuptable.If a URL shouldmatchmorethanoneline in thetable,the cache
will randomlychoosewhich of the transformationgo apply A cachemay wish to limit the maximum
numberof noti cations a publishercanhave in thetablesimultaneouslyo preventaresourceconsumption
attackby a maliciouspublisher Becausentriesin thelookuptablearesoft state the cachds freeto discard
them.

Senersincludenoti cationswhenthey replyto requestsor regulardocumentsThisis donebyinserting
an HTTP “Pragma”header Legag/ cachedgnorethe headerwhile Geminicachesare ableto parseit.
Beforea Gemini cachehasa noti cation for a publisherit will notbe ableto tell which of the publishers
regular documentshave Geminiversions. But with the rst responsdrom the publisher the cachewill
receve a noti cation. Subsequentiythe cachewill be ableto discover which documenthave a Gemini
version.

Figure3 is a ow chartdepictinga Gemini caches procedurgor satisfyinga client's request. After
receving arequesfor aURL, thecacherst checksto seeif it hasalocal copyof thatURL. If it doesnot,
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it thenchecksto seeif it hasa noti cation for the serner mentionedn the URL. If thereis no noti cation
orif thecurrentURL doesnot matchthe patternin thenoti cation, thenthe cacheassumeghatthe URL is
for alegagy documentndbeginsto fetchit. If the URL doesmatchthe patternthenthe cachefetcheghe
Geminiversionof thedocumentFinally, the cacheproduceglataandreturnsit to theclient.

3.2 Leaf discovery

The last questionwe consideris: how doesa Gemini cacheknow whenit is the leaf cachefor a given
request?The Geminicachewhich translatesa requesfor a regulardocumeninto a requestor a Gemini
documents the leaf cache.If the cachetransformeda requestthenit mustusethe Geminidocumento
produceareplyfor theclient. Betweertheleaf cacheandthe clientinitiating therequestall entitiesexpect
aregulardocument Betweerthe leaf cacheandthe sener, all entitiesaredealingwith the Geminiversion
of adocumentTheleafcacheactsasatranslatoycorvertingthe Geminiversioninto theregularversion.

Theauthorizatiormechanisndescribedn Section2 complicatesnattersslightly. If every cachecould
storeevery documenttheleafcachewouldbethe rst Geminicacheaclient'srequesencountersvhichhas
theproperlookuptableentry, In thecommoncasethiswould betheGeminicacheclosesto theclient. With
security theleaf cachebecomeghe rst cachethatboth hasthe properlookuptableentryandis authorized
by thepublisher

Whena cache C, initiatesa requesfor a Geminidocumentjt mustalsoincludeits credentialsn the
request. The credentialsconsistof certi cates identifying the cache. This enablesan upstreamGemini
cacheor the publisherto determinewhetheror not cacheC is authorizedo procesghe Geminidocument.
The cachewhich makesthe authorizationdecisiondoesnot needto verify ary of C's certi cates. It only
needsto makesurethat one of the certi cates C sentis mentionedin the publishers ACL. Veri cation
of C'scerti cateswill be handledby ary clientsfor which C producesontent.If C shouldincludephory
credentialsit will beableto retrievetheGeminidocumentbut it will notbeableto produceavalid signature
whichwill corvinceclientsthatit is authorized.

Alternatively, if the upstreamGeminicacheconcludeghat C is not authorizedthenit will returnan
uncacheableeply informing C thatit is not authorized.C will storethis reply, againin soft state,under
the URL of theregulardocumentvhich wasoriginally transformednto the Geminidocument URL. The
currentrequestor theregulardocumentaswell asfuturerequestswill beforwardedwithouttransforming
therequesinto arequesfor a Geminidocument.

Whena Geminicacheproducesheregularversionof a documenfrom a Geminiversion,it will make
the regular versionuncacheable.Thereare two reasondor a publisherto use Gemini: either because
contentneedgo be dynamicallygeneratedor is otherwiseinherentlynot handleabldy legag/ cachespr
becausé¢he publisheris interestedn collectingaccurateaccessogs. In the rst casetheregulardocument
is inherentlyuncacheablsinceit is customizedor the client which requestedt. In the secondcase the
regular documentmust be madeuncacheablaso that legag/ cachesdo not hide accesseby servingthe
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documentvithout notifying the publisher

3.3 Discussion

Two propertieof our designmakeit especiallyscalable By coexisting with the currentcachinginfrastruc-
ture, we areableto leveragethousand®f legag/ cachedo help deliver GeminidocumentsAlso, obsere
thatthe leaf caches taskof producinga regulardocumenfrom a Geminidocumentwhich involvespublic
key cryptographyandpossiblyrunningcodefrom the publisheris a heary-weightoperation.We pushthis
computationaburdenascloseto the edgeof the networkaspossible.Cachesn the middle of thenetwork,
whereresourcegsreunderthe mostcontentionwill usuallyonly needto forwarddocuments.

4 Nodedesignand implementation

The Gemininodeis designedandimplementedasan enhancedveb cachethat supportspublishercentric
functionalitiessuchasdynamicpagegenerationcustomizabléogging/reportingandsecurity Thedesign
canalsoaccommodat&utureextensiongo supporotherpublisherde nedfunctionalities.In thissectiorwe
will discusssomenodelevel designandimplementationssuesanddescribéts operation. Theperformance
of theimplementatiorwill bediscussedn Section5.

4.1 Designissues

Several key designchoiceswere madein our Gemini nodeimplementationjncluding cachingplatform,
runtimelanguagepatrtitioningof functionality, anddocumenforwarding.We discussachissuein turn.

Platform We have built the Gemininodeon top of anexisting cachingplatformto demonstratéhatour
architectura@s compatiblewith theexisting cachingparadigm We considered&quid[8] andApache[10] as
two candidateplatforms. Squidis a single-processsingle-threadetligh-performancaveb cache.lt works
on an event model similar to mary simulators: an event (e.g., dataor new connectionarrival, disk data
arrived, socketreadyfor writing) triggersa call to theappropriatéhandlercode.Apache,on the otherhand,
is a multi-processwveb sener which canalso performcaching. A main processacceptssonnectionsand
dispatchegshemto one of several slave processesvhich returna responseo the request. While Apache
is easierto programandmore robust dueto its multi-processstructure,it lacks critical features. It uses
HTTP/1.0insteadof HTTP/1.1to fetch documentsanddoesnot have ICP [21], the dominantinter-cache
communicatiorprotocol. In addition,Squidis muchmorewidely installedfor the purposeof cachingthan
Apache.For thesereasonsywe have decidedto useSquid.

Runtime language The active componenbf a Gemini documentsuchas codefor dynamiccontent
generationshouldbewrittenin a platform-independemqrogrammindanguagesuchasJavaor Perl. Special
care must be takento prevent the executionof maliciouscode. Both Java and Perl allow sandboxing,
i.e., running codewithin a specialenvironmentsuchthatits accesgights to noderesourcesare limited.
SinceJava hasbeenespeciallydesignedor runningcodein suchrestrictedervironmentsandconsiderable
researchefforts have beenspenton enforcingtheserestrictions,we decidedto useJava asthe runtime
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Documents from Server/Cache
@ Squid Cach

Gemini Objects

Figure4: NodeArchitecture.

languageandadda Java Virtual Machine(JVM) to Squid.

Partitioning of functionality We partition the Gemini node designinto two processesas shown in
Figure4. Ontheright is the Squidprocesswith threemodi cations: (i) alookuptableto storesoft-state
informationontheavailability of Geminidocumenversions(ii) ability to fetchGeminidocumentdistedin
thelookuptablebut notyetin the cacheand(iii) forwardingof Geminireques{anddocumentf applicable)
to the GeminiprocessOn theleft is the Geminiprocessyhich hoststhe JVM andsecurityfunctions.The
securityfunctions,implementedn C for performanceeasonsare usedto verify signatureson incoming
documentandto signoutgoing,dynamicallygeneratedlocuments.

We chooseto locatethe JVM andsecurityfunctionsin a processseparatdrom the Squidprocesdor
severalreasons.First, Squid's event-driven modelmakesresourcecontroland accountingdif cult. If we
invokea Java routinefrom within Squidthereis nowayto limit its runningtime. This leavesusvulnerable
to denial-of-servicattacks.Secondthis event-drivenmodelincreaseprogrammingcompleity andlimits
concurreng. In generalhigh-lateny operationsarebestpartitionedinto processeseparatérom the Squid
process.

With two processesvorking in parallel,we canelectoneprocesso bethe front-endthataccept<lient
objectrequestsWe choosdéhe Squidprocesgo sene asthefront-endfor thefollowing reasons(i) leverage
Squid'sexisting connectiorhandlers(ii) makethecommoncasefast(therewill bea smallnumberof Gem-
ini objectsto begin with); (iii) SquidcantransparentlglowvnloadGeminiobjectsusingthe standardaching
hierarchy For performanceeasonsthe Geminiprocessendsa dynamicallygenerateghagedirectly to the
client (without going backthroughthe Squid process).This requiresthne Gemini procesgo generatehe
necessarHTTP headersinterprocessommunicatior(IPC) betweerthe Squidandthe Geminiprocesses
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is basedna singleUnix domainsocket.

TheGeminiprocessloesnotacces$Squid'scacheandindex. Ratherit storedts documentén aseparate
cacheand maintainsa separaténdex. This allows the Gemini cacheto implementits own replacement
policiesandsupportpublisherspeci c and/ordocument-speci QoSrequirements.

%ore andforwarddocumentelivery To preventunnecessargelays.ef cient implementationef Web
cachesstoredataarriving from a sener in their cacheand concurrentlystreamthe datato the client re-
guestingit. Ourimplementatioralsousesthis technique gxceptat aleaf cache.The leaf hasto checkthe
signatureof a documenteforeit cansendthe documento the client. Checkingthe signaturerequiresthe
availability of the completedocumenin thecache.

4.2 Nodeoperation

Now we describethe operationof the Geminicachenode,andexplain theinteractionsetweerthe various
nodecomponentshovnin Figure4. The Squidfront endrecevesa documentequestandin the eventof

acachehit, satis estherequesimmediatelyusingthe caches copyto produceareply for theclient. In the
eventof a miss,it performsatablelookup (per Section 3.1)to querythe existenceof a Geminiversion. If

the Geminiversionexists,andis cachedocally, the Squidprocesswill passtherequesbover to the Gemini
dispatchethread.Otherwisethe Squidproceswill initiate a fetchof theobjectusingthe standardaching
hierarchy Whenthe objectarrives,the Squidprocessacheghe documenin its cacheandhandsa pointer
togethemwith the original requesto the Geminiproceswia IPC.

The Gemini processconsistsof threetypesof threads:a single dispatchetthread,a pool of checker
threadsanda pool of workerthreads.The dispatchethreadrecevesrequestsanddocumentsrom Squid
and putstheminto a requestgueueand a documentgueue respectiely, for subsequenprocessing.The
checketthreadsareassignedo documentgrom the documengueue andthey performextractionof doc-
umentpartsand signatureveri cations. Dependingon the Gemini documenttype, further processings
performed.Two typesof Geminidocument@resupportedactive andnon-actve GeminidocumentsNon-
active Geminidocumentaresimply regulardocumentsvith appendedignaturesndthe presencef some
GeminiheadersTheseheadersndicate,for example,the informationto be loggedwhenthe documenis
requestedAfter checkingthe document signatureand parsingheadersnon-active documentsare stored
by Geminiin its own cache. Active Gemini documentspn the otherhand, may include Java classedn
additionto headersandsignaturesTheseclassesareextractedandstoredin a perdocumentirectory

The workerthreadsprocesghe requestgrom the requesigueue. The JVM is invokedon the requests
for active Geminidocumentslt loadsthe Jasa classbelongingto the documentandrunsit. The outputis
thedocumentvhichwill besentto the client afterbeingsignedby theworkerthread.Javzamayalsocreate
its own loggingstring. Alternatively, the standardseminiloggingfacilitieswill log therequestlf Javafails
for a client requestidueto programmingerrors,excessve resourceconsumptiongtc) the Gemini process
will revert control of this requestackto the Squidprocess.In this casethe Squidprocesswill handlethe
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requestsaregulardocumentvithout a correspondingseminiversion.

5 Performanceevaluation

We have implementedhe Gemininodeasan enhancemertb Squid. In this section,we presentour pre-
liminary performanceesults. Sincewe areconcernednly aboutthe performanceof the cachenode,we
useour own Apachesener asthe publisher The machinefor the Gemininodeis a 550 MHz Pentiumlll
with 128 MB of RAM and9 GB of disk runningLinux (kernelversion2.2). For our JVM, we uselBM's
Java Developmentit 1.1.8with native threadsThesener, thecache andtheclientareplacedon separate
machinesattachedsia 100BaseTEthernetto the samelLAN. We conductthreeexperimentdo gainanun-
derstandingf how the new functionalitiesimpactthe performanceFor all of them,we uselateny asour
metric becausave areinterestedn the potentialresponsegime degradationdueto Gemini comparedo a

regulardocument.

5.1 Lookup overhead

As explainedin Section3, Geminineedgo searchfor anentryin its lookuptablefor eachrequesteceved.
Our rst experimentis to determinethe costof this operationfor regular documentswithout associated
Geminiversions.We examinetwo cases:In the rst casethereareno entriesin the lookuptablefor the
sener namedn therequestin thesecondtase therearelookuptableentriesfor the sener, but therequest
doesnot matchthe patternspeci ed by the entries. For example,a requestmight be for a URL endingin
“.gif” but theentry's patternonly matchesJRLs endingwith “.html”. In bothcasesit takesabout50 sfor
Geminito performthe lookup operation.Comparedvith the normall msto tensof millisecondsrequired
to processa documentn anunmodi ed versionof Squid,the penaltyimposedby the lookuptableis fairly
small.

5.2 Active Gemini document
Our secondexperimentshavs how long a requesispendsn eachstepduring the processingf an active
GeminidocumentWe have instrumentedseminito timestamghevariousprocessingtepsandwe created
10 documentgl,...,r10with identical content. To performa measurementye issuerequestdor all 10
documentspneafterother We repeathis procedurel 0 timesfor 100total requestsThevery rst request
senesaswarmupandis excludedfrom theresults.

Table 2 lists the stepswe are mostinterestedn. We shown both the meanandthe standarddeviation
for eachof them. They correspondo tasksof the major component®f the Gemini processn Figure 4.
The “Total” line corresponddgo the time elapsedetweenthe arrival of the requestin the Squid process
andsendingthe last byte of the reply by the Geminiprocess.It doesnotincludelogging, sinceloggingis
performedafterthereply hasbeensent.

Weissuerequestsor two active Geminidocumentspnecontainingsimplecodeandtheothercontaining
complex code,in orderto illustratehow codecompleity affectsnodeperformanceThe simplecode(131
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Ad bannerotation MyYahoo
In cache Notin cache In cache Notin cache

Mean (Stddev) | Mean (Stddev) Mean (Stddev) Mean (Stddev)
Extraction 0 ©)| 7793 (17.0) 0 (0) | 66451 (106.9)
Security 0 (0) | 34558 (120.4) 0 (0) | 33990 (65.7)
IPC 137 (9.5) 506 (11.6) 146 (4.9 511 (16.4)
JVM 26740 (1440.9)| 26809 (405.3)|| 261151 (103771.9)| 710248 (180804.4)
Signing 9883 (190.7)| 9876 (174.4) 9864 (190.1) 9911 (115.0)
Total 38116 (1536.8)| 98326 (1104.6)| 273149 (103761.1)| 878917 (183429.6)
Logging 129 (5.8) 130 (5.3) 135 (7.7) 130 (5.3)

Table2: Micro-benchmark$or processingnactive Geminidocumen( s).

linesof Java)insertsrandomadertisingbannersnto atemplateHTML page.Thecomplex code(559lines
of Java) generates: perusercustomizedmyYahoo-likepage. Both pagesdraw their datafrom the cache
ratherthanfrom remotesenerssothatwe only measureéhe overheadrom the cachdtself.

We presenthe resultsboth for requestgor documentslreadyin the cacheandfor requestdor doc-
umentsthat have to be fetchedfrom the sener rst. Whenthe documentsrein the cache the rst two
operationdistedin Table2, extractionandsecurity arenot necessaryAs Table2 shows, securityandrun-
ning Java codeare the performancebottlenecks.Signing the reply and documentextraction are the next
mostexpensie. IPC andlogging,however, arequick.

The costfor IPC in the caseof a documenthatis alreadyin cachediffersfrom the costfor a newly
fetcheddocumentsince. This is dueto additionallPC overheador sendinga documenmoti cation from
Squidto Gemini whena newvw documentarrivesin the cache. For the ad bannerrotation code,the cost
of invoking the JVM is identicalfor both scenarios.However, for the myYahoocode,the numbersvary
by a factor of aboutthreeandthe standarddeviation is also quite high. Whentaking a closerlook at the
underlyingnumberswe noticethat mostof themfall into two bins. Twelve of the rst 14 requestsesult
in JVM runningtimesof about780 ms andthe next 86 resultin runningtimesof about250 ms. We are
currentlyinvestigatinghis behaior to understandts cause Thecostfor signinga documents identicalfor
all four casesinceit alwaysconsistf thesamecomputationwhichis basena x ed-lengthhashof the
documentNotethatcomputingthe hashis donewhile thedocumenis beinggenerated.

In general by optimizingthe securityoperations(e.g.,by usingcryptographyroutinesimplementedn
hardware)andby applyingmore-adancedJavatechniquege.g.,compiling Java byte codeto native code
assoonasit is downloaded)we expectthe performancegenaltiedueto securityandrunningJava codeto
decrease.
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3.8KBytes 18.2KBytes
Mean (Stddev) Mean (Stddev)
Geminidoc(notin cache) || 71023 (1985.5)| 114176 (4597.8)
Regulardoc(notin cache)|| 6470 (1373.7)| 21491 (2430.0)
Geminidoc(in cache) 11353 (216.7)| 11395 (161.9)
Regulardoc(in cache) 721 (72.6) 1486 (34.2)

Table3: Performanceomparisorof non-actve Geminidocument@ndregulardocumentg s).

5.3 Non-activeGemini document
Our last experimentshaws the performancdoss whenprocessingion-actve Gemini documentgGemini
documentsvithout code)comparedo regular documents We evaluatetwo differentdocumentsizes(3.8
KBytes and 18.2 Kbytes). The non-active Gemini documentsare identicalto the correspondingegular
documentsAs in thelastexperimentwe preparedLOidenticalversionsof eachdocumentandthenfetched
thesesequentiallylOtimes.

FromTable3, we canseethattheresponsdime degradationfor non-active Geminidocumentss about
5 to 15 timescomparedo the responsdime for the regular version,dependingon the documentize. If
we examinethe timesmoreclosely we nd thatfor eachrequesfor a Geminidocumentabout10 msis
spentin signingthereply, approximatelythe sameasis shavn in Table2. So,for documentslreadyin the
cachesigningthereply is the mostexpensve, accountingor of the processingime. However, if the
documentsieedto befetchedrom thesener rst, thenin additionto signingthereply, documengxtraction
andsecuritycheckalsocontributeto the slow-down, asis mentionedefore. While it takesa constantime
to performthe securitycheck,about34 ms, the time spenton documentextractionvariesfrom 7.6 msto
36 ms, dependingon the documentsize. This is a performancdossdueto disk I/O. It is inherentin our
implementatiorbecausave do not performdocumenextractionon-the- y asa documenarrives.

6 Relatedwork

Relatedwork comesfrom four areas:building distributed cachingsystemsweb security active systems
(agentsnetworks,and caches)andresearcton securingactive systems.Therehasbeena large body of
literatureon Web cachingarchitecturege.g. hierarchicaland cooperatie) and performanceenhancement
techniguege.g. cacherouting, push-cache)Geminicachesanwork seamlesslyn thesecachingarchitec-
turesandmostof thetechniquesireequallyapplicableo a Gemini-enhancedachinginfrastructure Within
thelastyear severalprivateinfrastructuresuchasAkamai,Adero,andSandpiper2, 1, 17] have beenbuilt
to provide publishefrcentriccachingservices.At the architecturalevel, the key differencebetweenthese
systemandGeminiis thatthey assumall cachesareunderthe sameadministratve domain,while Gemini
assumesn ervironmentwherethereare heterogeneouadministratve domainsand heterogeneousodes
(Gemini and non-Gemini). Becauseof this, Gemini hasa strongemphasison securityandincremental
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deploymenissueswhich arenot addresseéh othersystems.n addition, Gemininodessupportdynamic
contentwhich, to thebestof our knowledge,is not supportedn the othersystems.

Therehave beensereral efforts to bring increasedsecurityto the weh Theseinclude SSL [19], S-
HTTP [14, 16], andthe Digital Signaturdnitiative (DSig) [5]. All threeof theseprotocolsprovide end-to-
endsecuritybetweerthe publisherandclient, whereaghe thrustof our work is in providing securityeven
whenathird partyis generatingontent.

Geminicanbeviewedasa specialtype of active network[20] with afocuson contentdelivery applica-
tions. Ratherthanmakingarouterplatformactive, we makethecacheplatformactive. In addition,we have
astrongemphasion trustandsecurityissuesanddiscussncrementateploymenissuesn the context of
today's cachinginfrastructure Therearetwo otherrelatedactive cacheprojects.Douglisetal. [7] proposes
a highly specializedmacro” languagevhich attemptgo separatetaticanddynamiccontentin anHTML
le. Basically their schemeallows a cacheto storesomepartsof anHTML le while fetchingotherparts
from thepublisher In contrastGeminiusesagenerapurposdanguageJava, for dataplaneoperationsand
also, it allows publishergo specifycontrol planebehaior. Caoetal. [3] have alsoenhance web cache
with a Javaruntimein orderto allow cachedo storedynamically-generatedontent. They emphasizehe
cache-centri¢eaturesof their system:cachescanchoosewhich appletsto storeandhow mary resources
anappletmaytakeup. Further the securitymodelonly considergrotectingthe cache. Our securitymodel
seekgo protectthe publisheraswell asthe cache.Also, we give publishersmore control over whenand
how their contentis cached Finally, we have consideredow to deployour solutionin the existing caching
infrastructure.

The problemof protectingactive contentfrom the hostcomputeron which it is runninghasbeenex-
plored,but comprehensk solutionshase not beenfoundyet. Moore[12] givesa good summaryof work
on softwaretechniquesndalgorithms. The driving applicationfor work in this areais on mobile agents.
Work on securingthe agenthasfocusedon protectingstateacquiredat one sener from beingalteredby
otherseners. In contrastactive contentin our systemdoesnot alter its stateasit movesfrom onecache
to the next. Our main concernis thateachcacheshouldexecutethe codecorrectly Thisis alsoa concern
in the realmof mobile agentshut our problemis a somavhateasierone. Thereasoris thata publisherin
our systemis ableto know what the outputof eachcacheshouldbe while the owner of an agentcannot
know sincethepurposeof theagentis to gathempreviously unknovn data.Yee[22] hasproposedtonstruct-
ing atrusted,secureervironmentfor mobile agentausingtamperproof hardware Agentsexecutinginside
the ervironmentcanbe surethatthey will run withoutinterferencérom maliciousentities. This solution
is generallyapplicableand we have consideredisingit in our own work. As we have saidin Section2,
the disadwantageof usingtrustedhardwards thatits price/performanceatio is extremelyunattractve due
to engineeringand constructioncosts. Building a high performanceveb cacheusingsecurecoprocessors
would be prohibitively expensve.
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The problemof protectinginfrastructurefrom mobile codehasbeenwell studied. Moore [12] also
containsa goodsunwey of work in this area.Approachegomein several avors: language-leel protection
andrun-timecheckg11] andload-time[13] checks.Ourwork builds on researchrom this area,applying
mechanismslevelopedfor mobileagentspr webbrowsersto thedomainof protectingcaches.

7 Conclusion

We have introducedGemini,an enhancedachinginfrastructurewhich seekgo be publishercentric. Pub-
lishersaregiventhe ability to dictatehow cachedreattheir contentbothin the dataplaneandthe control
plane. In the dataplane,publishersare ableto ship codeto the cachego generatecontentdynamically
In the control plane, publisherscan specify logging and QoS parameters.Learningfrom the successful
exampleof the Internets design,we adoptan architecturghat hascacheswith heterogeneouswnerships
andfunctionalities. To accommodatheterogeneityn an ervironmentwherecontentscanbe modi ed by
cachesyve present securitymodelwhich seekgo protectpublishersrom cachesvhich mishandlecontent
usingtwo methods:(i) giving the publishercontrol over which cachesareauthorizedto generateontent,
and (i) by providing veri cation mechanismsIn addition, we describea deploymentmechanisnmwhich
enablesGeminito seamlesslynteroperatavith the existing cachinginfrastructure We alsopresent node
designwhich builds uponan existing cache Squid,to implementGemini'sfeatures.

Our preliminary performancesvaluationshows that thereare several areasin which Geminicould be
optimized,especiallyin security Futurework includesimplementingheseoptimizationsaswell asadding
morefeaturesFor example we wishto extendthe publisherscontrolsothatit canalsospecifythereplace-
mentpolicy for its content. And introducingadditionaldatatypessuchas streamingmediawould raisea
numberof researclguestionon topicsrangingfrom quality of serviceto security
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