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1 Fault Detection
1.1 How can a Client detect failure?

A Client gets an exception message in the following cases:

· Remote exceptions;

· EJB service is not deployed, and; 
· Middleware (JBoss) server process is not running.
Our team designed and implemented the active replication model. The Clients get the list of the active servers from the JNDI.
1.2 How many faults can be tolerated?

If the system consists of t replicas, up to t-1 crashes, omissions or performance errors  can be tolerated. This is a direct result of implementing active replication with fail-restrained replicas.
2 Fail-Over

If one of the server instances fail, a Client gets noticed that the instance is not alive from the exceptions of the transactions. The Clients will remove the list of the 
2.1 How can a Client check if a server bean instance is alive?
The Client cannot directly check the status of the server beans. A Client maintains a list of running server bean instances, which are retrieved from JNDI server. If one of the server bean instances is down, the Client will receive an exception. Then it will remove the instance from the list and keep running. 
3 Recovery
The Faultless Vault system has stateless servers (at the middle tier) so the concept of server recovery simply involves bringing the server that went down back to life. 
However, there is a related concept of message recovery from the Client’s point of view. The Clients send messages (i.e., service requests) including their IDs to the server. Each one of the messages is tagged with a sequence number. In this case, the Client messages are uniquely identified by the concatenation of: (a) the Client IDs and (b) the message sequence number.

	Client ID
	Sequence Number
	Payload


The messages have this form: 
The code would look like this:

package edu.cmu.mse.vault.message;

public class Message implements Serializable {


private String 
 client_id;


private long 

 seq_num;


private Serializable payload;


//public constructor, get, and set methods


//…

}

There are three possible scenarios from the Client’s perspective in using sequence numbers along with their service requests.

1.) The sequence number in the message is what the server expects.

· In this case, the operation proceeds as normal.

2.) The sequence number is greater than what the server expects.

· In this case, the operation fails and the server responds with a message that the Client must adjust its sequence number to the expected one.

3.) The sequence number is less than what the server expects.

· In this case, the operation fails and the server responds with a message that the Client must have lost messages (i.e., results of transactions already executed) and may want to issue a restoreMessages() request; the Client is also asked to adjust its sequence number.

4 Check Pointing
Because the Faultless Vault system implements active replication, the notion of check pointing is different from the norm. In our scheme,
a.) Every operation invoked by the Client is cross-checked at the database tier when the operation is about to be performed. An operation requires the following sequence of database operations, which comprises an atomic transaction.

i. Lock the message table. (Example is shown below.)

	ClientID: varchar2
	seqNum: long
	replyMessage: blob (nullable)

	Client_1
	1
	Serializable_Message_Object

	Client_2
	1
	Serializable_Message_Object

	Client_2
	2
	Serializable_Message_Object

	…
	…
	…

	Client 1
	15
	Serializable_Message_Object

	Client 1
	16
	Serializable_Message_Object

	…
	…
	…

	Client 2
	12
	Serializable_Message_Object


ii. Check for the existence of the Client ID and sequence number of the Client message (service request).

· If it exists in the table, then let the Client read the corresponding replyMessage field and return this to the Client.

iii. If the message is not in the table, insert a new row in the message table with a null in the replyMessage field.

iv. Perform the operation on the appropriate database tables.

v. Build the message from the results of the operation.

vi. Persist the message to the message table by replacing the null placeholder.

Note: In case any of the above steps fails or does not complete, the JBoss and database transaction management facility handles the rollback of the executed parts of the atomic transaction. Also, as described below, the other server replicas waiting to perform the same exact transaction will cause a roll-forward effect on the system.

b.) Only one of the server replicas will be able to execute the above steps in its entirety (in the absence of a common fault). The other replicas will behave as follows.

i. The replicas will block when attempting to lock the message table (above).

ii. Upon unblocking (as the table has become available), an exception will be thrown since the replica is attempting to insert a duplicate row.

· If the exception is not due to a row-duplication failure, the replica repeats the operations (see item a). This is repeated twice. Then, the replica throws an exception to the Client indicating that the operation failed.

iii. If the exception is due to duplicate rows, read the persisted message in the message table.

iv. Return this message to the Client.

5 Sequence diagram
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(1) The Clients will request the names (String[]) of the deployed beans from the JNDI naming service.

(2) JNDI will return the list of names to the Clients.

(3) Clients will create threads, which will create and interact to each instance of EJB component

(4) If a user requests a transaction, the Client application will request the same transaction to all running instances.

(5) All running server instances will process the transaction and return the (same) result to the Client.

(6) If a fault is injected into one of the server instances, the instance will throw an exception message.

(7) If the exception is occurred in one of the server instances, the Client will assume that the server instance that returned an exception is crashed or too busy to handle the requests. So, Clients will remove the server instances from the list of the running instances. (Fault detection)

(8) If the user requests a new transaction, the Client application will request the transaction only to the instances that are on the list. (Fail-over)

(9) JNDI server will check periodically (5 seconds) the status of all server instances registered in the naming service, and update the status as alive or not alive. (this is not chronologically after #8)
(10) If the server instance is recovered from the failure, JNDI will update its list of active server instances as alive.

(11) Periodically each Client asks the list of active server instances to the JNDI server (around 10 seconds) 

(12) The Client will add or remove the instances according to the JNDI’s list.

(13) From the next transactions on, the Client will send the transaction requests to the (updated) server instances (Failure Recovery)
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