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Abstract
A thlad ewv aiim,g oi a shiiiliane its mulafh;aling

(SA4f) pvoeso6 that etp ; ees a lon,Ig-latennv lbad wil
eAetlitUlv stIall i!k hIifddng aeconi WsoltIes i;t
in,lonlatncy* lbad abaze SA XftJA pblpieIwinif thX
antoant ofresoines a//i tad by a staki d thread/bvbien-
tyin 4 nag-laenCx I adsantdpeifiing the gieitfIn ad
toniJot litti 'noion i/snluc/o/s -0/id in siomeinplewnien
talinis, in strutlio beond the longlaten(t lo1d niav eveni
be flAsed hit) hje a/baltidm itostnies.

I his paper prop tsesan 5XII/tith j 1t that inks in/to
at annt tIn aadable inen ri-i46el I/ralleliSm (AI P) tin

'thZad. ihe ke iaa ntprosed 111 this paper is tha
tin case tf an isoltatd Iong-Weltty I adI i.e hetI is ao
XAII th/tihi d shonld Kx pientu dfion alIt at6ig ad
din mal resouin sH iv, in tcase intile indepetadint
l6a-lakts lods ovthihij i.e . toer is AXIffI. the hiad
slindd alote as atnyV eoutes as theed i/n o/ier to
jnY ep se the alailabebk AI TIe pposu/d AXII 0wam
tliplt athi.es bttier p lorint /iIIr Pinkens e
th;eat/s on an SXI prtcess& aold Otehides a Niter oveil/
bante / wecn peifiontante aiidaiiness thdiai pitelt /h
pto? dsetftIh p0/ties

I hintrduction
A tlhrad exncr;winu a long-latncn load (d last cach

lsel 1mss or )-TII3 fmiss) in a similtatiomtusnnultithwad-
11ug i(Ftessor [22 25, 26] iwill xsIhlilc holding execeu
tiotn isournes Without makiig rpiiresS. This dkets th
pteiortiane of the eo-scduled thread(s) because the co
sckheduled thread(s) caimot make use of th riesourees allo
Lated by the .talled thread

I nilsen and Broxi4124 1 and( azorla et a 121 reoroniaed
thfis po1eiin and proposed to hitnit the resources Alloated
by threads that are stalled due to Iong-latency lods, In
fictt they detect or pdieit long4lat y loads atnd as0so0
as a lonig -lattiv load is detected or pwdiced the letehing
of the given thicad Is stalled 1n somw of the inplenenta-
titils sttdiedldin 12 41 instructions mav cven be flushed
In order to ftre exectttioin souies all -ated bv the stalled

thread sch as reordeo r huller space, ilnstuction quwue ei-
thes ott, in faoin of the non-stalled threads liAiititton
of these long latency aware feth poltics is thdat they do iot
presenre the mumorvAlevel parillelistm (buig latency oads
Oxerlapping in time) being exposed by the stalled longL
latency thre. As a result independent long4latency loads
no longer ovedap hit are seralized by the fetchl plicd'

fIhiis padPr projxses a teteh polic0 y lor S\tI pioessois
that takes intto account iiieory hex el parallesiftr deter-
inining Wxxhe to fetci stall or hulsh a thread executtii a buno
latency load. MoIre in paitictdar we predict dte amiount of
\ 11rP1o a ixven load and bhasedl on the preditednamoumt
of \IlI xe decide to ti)feclh s,tAl or flux1h the thuead it
case there is no N11P or (ii coIltittue allocating resouces
bor thte long ltencyitdtrad fr as matny iistrutcons as pre
dicted by the \IIP pieictor 'Iie key idea is to fetch stall
r flushI a ticad oAly in case there is Ioi PiT ease of

Nf\lI'xwe nl1V allocate as miasiesoumes as iequird to cx
pe te axvadable muiniory hevel pallesm IThe end isult
us that in the tno-N\ Icase, the othie thread(s) can allocate
all the axvaidable resources impioxying their pranee In
the lIT caseowgt\W I P drivex ii th poliv does not penal
ite the \1IIP-sensitix e thu ad as donc by the 0pr' ioutsly prp-
posed long0latency awari etch policies 12 241 Our exper
iieital results lusing SITCC((12X) slhow theat the N\TlI
assw'ieftc1h policy 'uchiex es anI axerne H.6'S better I)cf
uilanceo faitiress balance for \ 11Pintmcnsux wxorlodlxts con1

red to the prexviously proposed lIxid-latency aware ftch
policies [2. 24J and a 286% better pperorunance/latimess
balance compared t ICOUh(T1251 1 01 mixed lI \IIP
intetnsixe wxokdoatds out \hl P awarc Fetch policy aciiteves
ani axerage 85%' and 21% better perboinatiee. faiiss bal
ance compared to elai4tjency awaxftch oicies amIu
ItC)I restpecttvely

tItuis patp is organized as follox.s \\e hrst re-
visit mneiurv-1vxeel pauadlcfisi adtd quantift the amount of
inenuory lhexel plaalleisni axvailable it oti bhtichinauks (sec-
tion 2). We then discuss the iipact of NMlP on S\I per
tontmance (sectiom 3) Irhdse txwo sedt'ots motitvate he
\l P awaue fetch policy that wse piNse in detaxi in SeC-
tion 4. After hainga detailedl ourtxiperinental Setup in sec-
tiontt we then evxalate ouur \I P -aware fetch MhieV in sec
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Table 1. The SPEC CPU2000 benchmarks,
their reference inputs, the number long-
latency loads per 1K instructions (LLL), the
amount of MLP, the impact of MLP on overall
performance and the tpe of the benchmarks.

whele themr is at least omn bIg latiIcy load outstanding 11

I. ugure shoix---w s- a nio-unt of in, all of the SPI'

C(P2000 benchmaiks liable I (fouth colnun) shows the

average Nh pei benchmark. (We reifer to section 5 br a

detailed descfiptioi on thc exp erimental setup.) in these

MILP characteniation expenments we consider a long

lateny load to be an data cache load miss or a D-111
load nu"ss We obserx e that the amount of NilP varics aeross

the benehiarks. Soni benc:hniaks cxhibit alniost no Nil P

a benchmarik havxin an MIIP close to 1 means there
is limited NIl. Exani.n benchmaiks ari gap, perlbmk,

equake and wupwise. Other hinchniaks exhibit afurii
amount of Ml.. see foi example applu, apsi, swim and the

most notalAe exaille beili gAgel. ie amount of NI 1P

foi galgel is cxtiemely high, natnely 22.79. Ile ieasoi for
tis higl Nil thc -ciy la-"r- 4ntiimibei findepeideitloads
that iiidex very largv arrays that span muiltiple pages whInc
results iii a vexry large inimber of f)-I) misses. Note that

foi most beiclimarks amotuit of NILP corlates well
wxith the niumber of lou"lateicy loads, the latter is shoxn
ii, -the -third .olumn ii, Table 1. hullisis Ito texpected1in, case
the Ion"-lateicy loids are mdpeiindnt of each othie There
are some exceptions thotu"l such as mcf and ammp, that
show a barge nuIber buglatency loads widh a Imodrate
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beiRhmrk inipt 111 ML P MLP ctnR
bhip PrOgImm (1,7 1 375 8$4 WYP
clt)y f 0.5 1.92 9.2 MLP
oln r|ughmci6r 00 1 33 0.01% I1LP
gap ref 0.2 1 02 0. I; ILP
gee 166 0o.5 1 3.97;%3LHP
9zip gorphic 01 1.84 1 31% ILP
radlf 641 2.81 948% MIT
parseru rf 019 1 29 4;73% LP
perlbirk makerand 0 3 01 0 07% Ri P
tlwof rer 1 9 1 26 699% MIP
vortex rl 1 I 456 1325%9 [M JP
pr r ute 2.52 1.26 8 .92 iMl
ammp iL = 8 1.14 71 N11=Mi
awu ref 8.5 3.21 47 13% MlP
apsi rf 11241 8 95 6999% MHP
an redA110 11 109 927% ILP
Lquake rf (1( 1 0( (wX ILP
aeeiit ilf 1. 114 0.93% Ii P
fina3d rI. 00 11.I 0.000 ILP
galaigi wf 1697 2279 95 4 MILP
1ucas Ief 9.1 2 15 3976 MIP
miesa ref (11 19 0.72% IP
mgrid ref 5.9 1.72 2506 1MlP
sixtrck icl (11 1.34 ( .55% 11P
swim ref 40.6 6.46 7939% NH4LP
vupxwvsi ret (1 5 1i05 (46% 1P



amtifoit of \ 1I'!.bc reasoni is that the longl4atency 1oad&
Ate depenldent on! each other

oriK secondt bot last colunni ini Diblk I showxs the oin-
pact \ II as on ox rAll perblotanceNottM prticular,
it woantiife s the aniomunt of perlonnance inilprox citnet due
to Nf11 Ptx*, the redution in1 ox erall execution titne by en-
ablitn the paiarlkle procesing 6of independent long lateney
loads. AIo sxeraml, benchmarks, thle amnount of \.1 IiP hs
astib tatia Ipact on ox Li11 pLdrfoinant xxwtitpro

maiwe 1mpixtmentts ranging 1rtin 10' oip tu 95%. For
apsi foir example, \I1P reduces thie executionif tnne by adl
most 70'. for gal1gel \ 1I Vexen reduces the execution ttime
by 95% Ftl3sed oni tIns obserxvatnin xWe can clasirkfy the Vat
ions behchnarks according to thet ineumoiry behAVxTor see'
the rgihtmuost coinnin ini Table I. Mi eblassdy a benchinamkk
as ani \L,lltte ietbechinak in case the unpacet of the
\NII on oxverdtl, ixlnacUs larger thani 5%- IThe other
bentchuarks; are- clasitredk Is II Pintensix e benelnuirks XeW
xxvill tise this benichnaik classihiatoiti liateri to tbis paper
xwhcnt exvalnatting the ionpac t of ouir \IIP awxare fetch poli-
cics oni vanous mixes wofxoklad

3 Impacttt of MLP oni SMI Peliformance
XXkher iungnitriithiple threa&dson an SNiF~proetssom~

there die txxo xway: huxx eahe behaxiorAffccth oxerall ptr4
lonnantce. [trst to-scheduled, threads affect each other s
cache behax ior as they comptete lot the axaIabl resources
in the cache. lifitac one thread xx th pouit cache behax ioi
may cx ict dMat fromj the caehe detomi'ating the perloi inace
ol the other co- schieduled dthrads Sccond.l iniLinorx 1bound,
thre ads cain hold critical execution resources xxhile -tiot maik
ing any progess bebcatise ol the long -latency mneIni ac
cesses \Nfore in parftinlar~A Iomi4atency loAd cAnnot be
coimmitted~as longt as die nuts is not resoilxed In the mean~
xxhile dhottgli the Fetch policy keeps oii ftetlmigu inistructionis
fiomi the b1oekingo thicad. As a restlth the blocking thread
allocates execotion resources xxithoot inakming any fowtithe
pigrssIIns paper deals xxith the latter prolem of long-

latency threads hldbring executtonrm esoutves,
Thle ICl( NIf fetch, policy [21 xxbich fetches 11tristnc

tions Ironi the thiread(s) least representetd in, the pipelinc,
partially addresses thins issute lCO01.N tries to balance time
nrifimber of insrrmctions in the pipehine amonig the xvarmius
threads; so thait all thrcads Ihaxe ani apptoxmimbate equal hm-o
bet of imistructionis in the pripelmie \s sutch the IC0OLTNT
hictnechmin alt eAdy limts61 the iinpaet loir4alateiowyod
haxve on oxwerall performanatce --the stalled thu cad is~miost
likely to consimime omily a parit of the resourcs& xxithoutt
l( (UMN the stalled, threatd is likely to aillocate cx en inure
iesouirces.

TInlseniamid BrownmmP41 meeogumi/e the piobleiui of lonig
latenicy loads and therefore propse txxo mnechaimismns to
free the allocated resomurces bx the stalled thread lin the
first al)proaclij they prtex eit the thread exectit'tng a long.

latency loAd to feth mm mmx mstrcousumntm the m'IsIs
resolxved. Ilie second muechnsi gosoe step Iurtlher amid
also Ilushe minstrumetiorrs Iroini the pmpe line. ITlese mccli
ami in alloxw the other thurcad(s) to Allocate e xccuttion re-
sotures xxhile the bulonatency load is befting resolxved tInis
ituiprox s the pc'mfom'umamuce of tthe uuom stalled thicad(s), Ca
zlMa ei at. 121 mmnproxve the uuuehuuuismu proposed by IohIlsenm
and Broxxnm by pred'ictitig long4lateticy loads. XXelieu load
is predicted to bc lbug latency, tIme thread is prexemiteod froim
f6~tihina addli tu'uul miustrudtions'

I lie l(C01NTIatid loug4fatemucy ttaxx a ceteli pliiee do
not coniu)ltel y sol x the pm bletu thoughy~the fItuidanueutal
incasoni betin thait they do miot take utnto atc.eotiut mnietmuory-
level patmadlefixhinIrpxmA long latency loath the thrmead exe-
cuttfing the lon-," lateuucy load is l)r enwidtc hiomti h6eilugnd mcx
imistirtctiomns ' intli partictuhar umriple mneutations) may cxvcii
be (pairtially) ltished. As A meuilt, mndeierudemnt loug latenicy
loads ftht arc close ~to each other iii the dynianmic instruticon
stream camnuot executue ini paraillel. In facts they~arc serial-
ized by the fetch pohiey. I"hums exeltudes nuemnory lex el parp
allelismni lromuu beingo exposed amid dthu pecnalizes threads that
shuoxx a lorge atnotunt of' \RIIlPNflue\IIP'uxx 'ire letch p6lit
xxhiehi xxe dhuscinss mmu great thetail mu the tnext sectioni alhe
x uates this issue anth restilts in u11nproxedl pemfirtuamuce lot
MNIhl iuensix c thumeads,

4 MLP-aware Fetch Policy~for SMT Proces-
sors

IThe NI Paxxate fetchi ixicy that xxe lipipose iii thius pa4
Per consists of turee inehaniuiusms Iiist,~xxe muced to ithen~
tifyotbug latenucy hoads ot altematix ehy xe netued to lpretlict
xx liethei a guxecmload Is hukely to) be, Iug olatcine SeeondtI
once the' Ion" lIttemucy load us itlentihietlom piedicted wxe
mteetl to dletemmunuue the amhoout of Il P assoeiatetl xwith thIns
load. I hId iwe tiueed to drixve the f6eil p6licy xx mth thuc 6b-
tammed XII P ilom uahtit)Iu `I hues three tueiechantisns xWill tuoxx
be tdisetissed in mmioie deail in the fIollowxxlu tibsectiotus.

4.I Identifying Lonig-Latency Loads
My'eutse twxo mimecliaamsius tou idenfitu yminingbuglatenlcy

oaths these txxo tmecluaismsUIxxvill be usged in eojmmmcrmtomu
xwithi txxo dm1flerent nuelmainisum lou ehuixung time fetch~polme y.
as xxill be disco ed mii section 4ol3 lIme first triehianisin
simply labels a luat asg A longlatency loatd mum ene tlkImelad
t Itotiuud It' be aii 1 3 muiss or a IVI'111 uuuss

'Ilie se comud mnech-uaiusmm ms to PredtIm xx lie thuet a load is
v'oitug to bie a long hateucsloaIt . lihe predictor us Placed at
tIme ptipelimine frointenud andI bug laitemuey loatds are' predhictet
as thecy pass thurottghi the ft ontenudl pmpehtine XXe utse ti me imss
patitein predictor propoised lin 12J bIhine miniss paittni lime'
dfictom comususts of a table indexed by tIme loath PC. each ta-
ble enutry recoiths (in) the nuummber of boad hits betxxeemu tIme
txxo timot mecemut I omig4latenucy loads, anId (ii) time nutruiber of
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load, hits siiice the last long latency load In ease the hat-
te ach the lone 6. i aete ii hier of load hits

sitiec, the last long latciiev load equafs the mnost reeeitly oh-
served niuntTbeir of foad htnt betwecen txso long latciiey loads*
thie load is pnidicted to betoxlnAtencyl I lie piedictor ta-
ble is uilaed, xMieii a1 load executes ITle predictor tised
iii ouir experimenits Is 41 2K-entry table,; aunt sxe assitme onie
tabl per tlncad. D1)nrg~otr e xpenrimiital exvaludtion xxe e X
plored a xxide range of7 long-l4utency load predie tois suieli as
a Ia t vahuie piedhctor and tfie 2-hit saturIating~counter load
mniss predficton pioposed by 171~WX concluided thouighi that
the nuiss patient lrthdictor outupedions thie otiier predictois

this conclusion xxas Al') reached ini 121 \ote that a
load hItImiss predictort has beeti itipfeimenited ifx conimer-
cial pi0cessors as is the case in the Ahli4i 212(4 iiiicro-
proeessot If I I for predicting xx iether tospeatxyisu
load-xonsuiniers

4.2 Predicting RLP

Once a long latency load is identihied either thironghl the
obserxation of a [ug hateiicy cachte miss or tfrotigh pie
diction, swe iiicd to predietIwxhether tfic load is~cxhiibiftiny
memlory lexel pariahltiiini "I'he \h PT predictor that wsepi
pose conisists of d table indexed by the load P( I"ahi ently
iii the tablecontains the nuunbero6f mtstiuietions one needs to
go doss i the dy iiamme instiuctito streaii iii otidei to obsers c
the inaxiiinnti \l f) for theixgi'vi reorder buffer si/cXXWe
assume oneo NIlIP peihictoi- pci ihireAdh

I-Joplating thie \ff predictor is~donie utsing a siticttire
cahhed the /nlanxs/hit rogWeh (I h SR) xxhich in otir
limplelieiitatlonji has as unauxl entries as thlere are icordher
buffer entrites dixvihedh by the number ol thiwAds t 'poii colni
nmutting an mnstruction fivroi the reorder buffer xxe shrift thet
tI I SR oxven one bit position I1mm tail to headl, aind theni iii
scrt one bit At tIhe taih of the I 1S1Ili bit beuinignisertid
is a.h iii case the committed instruction is a lonig lateiiey
loadfiatIa 't if Aot \fon9 xxtuti nserting a 40 or A4i I` xx
4i1so keep tiack of the: load P(§s i time ILISR, hmi case~a I1
ie4iehes tIme head of tIhe IlI,SR, xxe tifd,ate thei\MIT predictor
tabfe. "FIris 'is domuek by eomnpul-tiiig thie M/1P/;ance xxhinch is
the bit position of the hast. appearngt h' in tfie I SR xhcii
reachning the I I SR from heath to tail. Illie NIL P distance then
us tIhe uminerk of mmnstructions omic nieeds t o ro down thPe dhy-
nanic minstrne tmi stream iii 01rten to achincxe tIme mniAximnuni
NIhILP fo)r the gi'cn u' order huifleu siz. "Ilie \lh ,P predic~ton
is updated by, inseiting the coinpurted \lfT distaunce in thec
preicntor10 t4ibf enItry h)oilitentoIn by the hoadh PC

Note that tIns \hhLP pwdetlito is a fianly simple last xvilne
p)redtictor the imiost recemithy obserixent TIPdistaiice is
sloud iii the piredictor table. \crditing 'to oin expiertmenm
tal restlts~this piendietor pcdmloisi well for outw ptipos~ As
parnt of our tuittue xwork xwe h)lali to stidy more adsamicent
\hl P ptedietois thotighi

4.3 MLP-Aw-are Fteth Polic~y
X\V consider twxo medIhllisis fhr duxivig the \liTP

awttxefilt'Ch poiy~nmelyk fkth 51t11 aiRd ush ilithsi
two( tiiildhinsnis dam stniilat to the onies priopsed b 24
and 121 hoxxevxeri these prexvions dppioahelk5 did niot Con-
sider neilylxc ddlhi

hIn theft wh stall approac, xxe hitst predict iti tlk lionti iid
pipelinle xwhether a loaid is goinig to het a iont-liatiiny loaid
InI ease of at predicted long- ltnyoa,x thnpeICt h
\NIL di~stanhee sa' ,iin'lltrnetfilis \\ theni feth stdll Alter
hAx iln fIcthed n Additionial in>structioiis.

"i hlits/fiA approach is sh'ihlytt difl retut \C &0hittdon
tdy~xxhithei a load Is a long latiney~ load. th`is is don
by~ 6osci'htng xxhether the load is Ani 1-3 mhiss 01 41 1) II
Miiss; dwtli is nob long- ldtekc loAd Piitdictioi itixolved. F'oi
A long-Idtiliiy 1o4id,xx tliiii prehict the \tlIP dista ncein1
niore tdiaii in hiistrnitions hasve beeni fetched. sinice the lon'-
ldtency. l ad, xxe lhtsh the instirWotionfater )n i'tistrUetions
since the k iig latency ad. if less thanin Instruitions hadxe
been fetched since the long latectY load, xwe coutimie fetch-
tugintruetitons nuiitl in tnsttuctieons haxve been feteched \ote
that the flush iicliCaiiisni ieqnires that the nincroarcliitcc~
inrn supports checkpoltifntii (Coiiniicrcial processors such
as the AXfpha 212(64 1111] elfecitvcly support checkpoiniitiit
at 4111 Instrujctionis if the nicioproee ssoi xxouild onily supR
port checkpotntiuig it bianches, otnr 11ush nieehaturstn coul1d
continiue fctclfnig instructionis initil wtheiixt biaiieh Aftei dtie

Otti fetch poiiies of hitch stall and flush'l iuplenienlt tile
colitinuec tile, oldest thiaid' ((C(H) Meclihnisnit pioposed
in [2f COY~of eants that iii ease inuhtiple thiauls stall be
cause ofa1ilon artne\ load, the tfn'eaid that staffed hiest
gyets poih)it) foi Allocating resouices~"Ihe idea is thadt the
tthread that staffd first xxitl he the first ttkiicd to get the data
bde k fIion tiiemiiioy aiid confitiite ex\eetitioni

Note Atlso thit ourt \.IIAxxire fetch poicy iesoi t to the
ICOUNT fetch policy iii the absenice Of lonig4hteiiey htloas

5 Expertmimetal Setup
ITle prce ssoritmodel being sintimlated is Pie, superseafar

outitoforder SN II prcnessor As shoxvi in i ahlcbl XWe uise
the S\flSI\M sitnnf4hitor j23j in All of our expeililents XXVe
tise the SPI CR(' 0() ebitiehiaks in this tpipei xxitli if-
clretice inputs, see 1iblAc I h'hhse betnchinirks arecioriiiilcd
foi the Alphia ISANFIor all of these beiticliiiiais sxe f'istfoi-
xxatd the first III liisutiectiotis atd subseftkicnth siiiultati the
next 500\ iistriuctiois Iii detail XX e conisider variotis IIA?P-
intensixe~II P nIPltenusixeand NIlIP ititensixe mixes o
txxo thucad Aiid Ifoirthreddxwoifdoads.

We' tre txxo etrictls iii otir cx ahiatio.iif fitst Inietrie is
the axveiage xwcighted specedtp coiiipaned to sin"lcAthreaded
ex\ecuitioii

iiG1n
ST,i

sli hdz
n
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fdch Wtidth 8 itiisructiotns pe *cdc
pipefine depth 8 ktaps
rianch mispordiction pein 6 cyles

branch predietor '2K-tntly g hawc
bianch target ulT 256 crntries, 4-W4V §t Asoiattve
aetine fist cratries 256 per dhwad
f6nietional units 6 im ALUs, 4 ld!si nits ant1d3 FP units
in trfcntiotL lLeLes 64 eitnld il total (3- utt anid 32 Ip)
retina registe i(teger and 100 flinoing-point
L1 insruction cache 64&BH away 4byte iRes
LII data cache 64KB, way 64-bySte tins
iiified 'cachi 5ik-13i )= x 4hy liuS
uniiied cache 4MNB1 2.wav - lincs
caclu hararchy latecuies 1 2(10), 13 (20), MEM (100)

Table 2. The SMT processor model assumed
in the evaluation.
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Figure 3. Evaluating the accuracy of the MLP
predictor for predicting MLPR'

Figure 2. The accuracy of the long-latency
load predicton

W'ith IIPC Ti and IPC>T beilg the IP for thread
in inultithreaded mode and single-threaded mode, respec-
tively and n being the numblr of threads. The pitfall
widh this inetfc is that it favors fietch plices tiat improve
overall penorimanee at the expense of legrading the pr-
fornance of particular -threasIsherefore, xxc also uise a
second etetic called Iniean which is the hannomc ax eiag
speedtp:

Ihmn.,cn
il

-I PCiST
I ..r .,M 7r.

"Ihis ie-tnc balances perfonnance anid fimess 114

6 Evalluation
T'he evaluiation of the NIlP aware SNMT fetch policy is

done in a number of steps. Xe first valtauate the predic
tion accrtmcy of tw long4latency load predictor Xesesb
sequently cvalate the prediction accurcy of the I.i P pr
dicto WX then exaluate the effectxievess of the NiIP= aware
ftch policy ard compare it against prior work

6.1 Long-latency load predictor
ITie NILP-awar fetch stall appoach retuires that wxe can

predict low -latency loads in the fronterd staioes o .the pm-
cessor pipehliie Iigure 2 shios thepIredictioii accuracy for

l; n L|U|Cv

Figure 4. Evaluating the accuracy of the MLP
predictor for predicting the MLP distance.

the long-latency load predictor We observe that the accu-
iacy aciievedIs veiy high, no less tii95% wi tl an av eage
prediction accuracy of 99%8

6.2 MLP predictor
ligtre 3 exalutates the ablility of the NI4P predictor for

prerlicting wxhether a long4latecy load is going to cxpose
NIl P A true positivxe" meanms t ilc rdcorpeit
NMII P in, case there is NMII tP,a true thaixcmen MliNIIP
piedictor pwdicts ri-o I Pni case there is roNlP The sum
of the fraction of tiue positives aid tne neptives is the pr
diction aceuracy of the NIl-P predictoir in predicting NIl l.
The average prediction accuracy cquals 87 1% I he axver
age fraction false negatives cquals 6.i5 and conesponds tto
the case xwher the NilP predictor fails to predict NiL P lis
caswIl lead to perfonnancc loss for the NiLPin'tensivcase 1lta.twil IoS X lt ive

thread, i.e., the thread will he fetch stalled or flushed al
though there is NIP The average frmctiot false positives
eqLuals 6.4% and corresponds to the case xhere the NiP
predictr fads to pied ct the s no I In, this case, tie
fetch policy wxill allowx the thead to alocate additional i-
souices althougIh there iS nO NILP to'be exposed, this may
hurt the peifoiiance of the other thread(s).

Iiture 4 ffirther cvaltuates die NIl pidictor and qtua
tifics t11e pbability for the MII P predictor to predict a far
enotugh NILP distance. In other woids a prediction is clas-
Sitied as a nuisprediction if the pedicted NIlT distance is
siahher thai the actual NIl P distanice, tre, the niaximuni
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aailahbe MITP iss not Iuflxv xpWsed by the MII predictor
A pedidixon is classified as a coMIrt pdicttio1 if the pr-e
dicted \M P distaiwc is ait Iast ais iarge as the acttua \llP
distanceI The avenrag, NilP distance pediction accAracv
equals 81.8'%

63 MLP-awam fetch po1icy
WHo evaluate out NRi P -awa fetclI polic y in terms of

th sieediup an Innan m}etrics or doing So We compare
th fbloloiug SW fetch policies

* l( ( L1\wI ichl stiveg at havto an equal iniuber of
instructionis ftmn al threads in thie pipehieIThe lo-
loitng fetch policies txtenid upon ti <k( NTI potlcy

* 1I'lle isuIl fituih approaelh propsed by 1nll:sen atid
B3ron. j924j e. a thicad tht expneines a lg
latceny load is Fetch stalled until the data etuns fromn
memnory

* I he prodIet ve staIIJ'; atapachpa folAl itnng f2] cx"
tends the above stall fieteh Mlicy by piedicitig long-
latency loads in the fonit-end pipeline Predicied lonag
latemeY loads tcmiget ltelh stalling a ftlrea

* IL1Xhe PiIIa>ww siI ftiihAppioach predicts ldng
latency loadsi piadicts thc aumotint 4 NI1.1 fo pie-
die d long latency loads and ltch stalls threads when
the utnahem of mnstuctiomis has beti fetched as pie
dictkd bv the MNI P predic:to

* 1 he fIuTh apniaeh proposed by I 1llsent and
Bio i j24j Ilrshes o long latenc loads. Out
inmplemiemitation fltshes Whenl a lon" latency lod is
detected (this is the INI4' or triger oii Igonlatemey
miss in t41) amd fltshes smarting from the instruction
followinm the lon l4atency load (this is the mncxt'
appioach in [241)P

* Il IL Pwurifu approach prehicts tIe aniof
NIl P fr a long-latencv load, nd fetch stalls or flushes
tIw thread after in istrutctions since the longo-latemicy
load nxtbml th\lw P distanme predicted bv time \Il P
predictor

63.1 ITwo4hread workionds
IFiures 5 amid 6 shox the speedtip and hnwcan mctrics I om
the amots S Nf1 FtChtellp ie Ii the t2-tirad Woluroads.
'lhere ame tlmee, rtiapms iln Figure 6, one br the lI -iteilsixe
workloads otme for the NILP-11temmsixe xxokloads atId ome
fot thIe nixedII P\l Initensive wxorloads. IThere ate sex
cral iImtestitmim observations to be made loImi these gphis
First the thish PolIcies generally outpiiinn the ktclh stall
potlicies. TIhis is tim hiue xithm 1241 and is explaitmed bv
tde fact tdat tIe flush policy is able to free resotrces al-
located bv a stalled thmicad Secoid, thIe ktch poliev docs

nthmax e a s"ihcIait nipat npefoiance aid tIamiessX a siguSClMIt"ipclt iP "AnC-1an
loi II P1_intensixe Wxikldoads. I hjd NI PaWxare fetch polti
cics iupioxT the hiica nimecn f6or die NilPtmtensive work-
loads bx atim a'crate 28k6 umnpivrxuemielt ovem lC'OUMN nd

aim $axcia"c4 6' improeiment oxer Ilushi speed ian~~avra;p SC1 )T {LSlC:Pis im-

proved by 18.7'' oii mxaveage comIpitre toItt0 N and by
17TAri on average conipard to l[ush1.Founth ori mixed
1I.IMllP-Pintemisive worklods th1e N\l lP-awari fltishm policy
imprves speedtup by 12.3%, over 1CO1LNI om average and
by 2.7% over flush on axcraffc IJkewisxxo the NlTPl aie
flush icy inprogs the himeat tnctric by 21 0% on ax
cirage over I01C N IF anid by 8 5% oxer flusht. nhec lxttonm
hue is thAt an \1 Pawai fetch polmcy inproves tIe pem.
f6nance of NILP4intesixve threads; Ihis is also illustrated
in I titres 7 amid 8 wxhere IP stacks are sloxi foi NIl P
intelisive atid mixed IIIP NfITPinsixe worloads rspte
ixelvITIhese giApms slix that thim NlfP-inteinsve thread
typically achiexes better pebrfantee mmder an NI4Pxaic
ftetc policy lIer tipioxed \Ilf.P-ittcsisxe tinead fperfoi.
iuance leads to a better oVemlIl alaime betwecni prlo
iuance aimd niiiess.

6.3.2 Four-thread workloads
Figtmrs 9 amd 10 shoxs tie speedup amd lmneai imetnics
ltm (Ime xainots fetch policies for thIe 4Atrad wtAxrloads.
I lerewxe (btain failyi sinmiflat restdts as loi the 2-thrcad
xxMOlA 'Illie NlPPwaxxa fetch poliicis Achiexe better
bateau tutumimbers thitm timoii NMIIIwaxxar fetch poicies IE§s
peciallys the Nil Paxxae flush Ixicv aelmiexes a better ha
ance betwxxipeefdimaice aimd hainiesso tie average inmean
scor tor the NL axare flush policy is 9.0% better tlaim fo
ICt0tNI aimd 13 6% better thfiai br flush.

7 Related Work
`I Iheri Ae fotni avenues oh tseairh ielated to this work

(i mmmenoy -lex l xiratellislmsm (mm) SNaIIetelm polcies ankl i
sourc partiulounigi (iii) oarscse-rmiined niulthreahmding and
(ix) pmkehecnimg.

7.1 Memory-Level Parmllelism
Kaikhams aii Siuntm 9 101 propoe an aimalytieatmodel

thI p idevis Itiidimnetuam insi 'ht iumto hmox imiimo-ihxe
parallelisim afcets oxerall pllonumtuace. An isolated oIC44
lateincy load tvypicallylblocks mIme head f dt Muoider 'bifter
alter WxiIch pemloriiance dtips to zewkii tie data m-
t:uius. peronance rammps utip an to steadv sate pelori
niatice. Ilie oxerial pealtx fbo aim isolated loug-lacncy
load is approiumamly tIe access ttiule to dite iext levd iim
tIhe iniinioy Iiemaeh.lyI independeit bou-glateicy los
tlat occtir xx itlin1im instruetimoisfloimn etach otler iti tIm dy
imic instrtuctions witImh being the reorderh lhrsize tIe
penalties completely mo eflap in naume

Chou et [ study tIme iImupact o the iumcuoaicelmtc-
ttIit oim te anmouumit of iuieimmory level paralllisiml. I Imerelitt
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M preictivew llftsth
MMkLP=swre stall fth
oflush
ifMLP--rarefilush

Q

Figure 5. The speedup for the various SMT fetch policies compared to single-threaded execution for
the 2-thread workloads.
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Figure 6. The hmean metric that balances peformance and fairness for the various SMT feth policies
compared to single-threaded execution for the 2-thread workloads.
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Figure 7. IPC values for the two threads 'thread 0- thread 1' for the MLP-intensive workloads.
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Figure 8. IPC values for the two threads 'thread 0- thread 1' for the mixed ILP/MLPxintensive work-
loads.

0I, ICOUNT

-'lEI04 p' d elll llu l lt 14 dl IrS|
s ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~ ~~~~M -dw didr ;5E ;

05

0.1
0 *MLLP.awltv flush

4olicies4omar* tsilgethadd e6uior fr te -tha a4
4~~~~~~~~~~~~~~

Figure 9.. The speedup for the various SMT fetch policies compared to single-threaded execution for
the 4-thread -workloads.
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Figure 10. The hmean metric that balances performance and fairness for the various SMT fetch
policies compared to single-threaded executilon for the 4-thread workloads..
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they e4dIuate the ifeeieie ovanotis micrainchtectur
techniques su&h As out bf order i xecution value peiu-
tioil r2tI 8 iunahiad excu( tion, [46]01o the afioufiWt of
\1l ' \flutheluc ~d. [151 Otprpose Usinga \ll P redietors to
ini1prox e the elfieieney, of runtahead pocessors by niot gOing
1i1t0 rutnahead niatc ini ease there is no \ 111' to iv exploited.

Qureshi ei a!. I l$ propose an \lI Pawxare cacehe replaee'
tintn poliex. I'lhey prIos5 to aujgmient traditional rcccncy-
based cache re laccuient pohlicis Wxith NItIintrudoatron.
IThe goal e to reduce the utunftber of isolated cache uthss
anid ifineeded, to interchange i1solated cache mnisses lot oxver-
1ippitg cacihe nifisscs thuts exposIn \ll ltand untr) n1mg

Nil P eau also be exposed throughll cohpiler optimnza~
tionis. Read mitss elnstenini for example is a eonmpmiler tech.
itiquic proposed byv Pain and Adxec I7I that tranisi onus the
code in oldei to inc ease the antounit of Nil Read miiss
clusteringy Strixves at sehiednhngk likely long latency inidepeint
denit nietnoiv acceesses as close: to each other as possible. At
execetittm(n finne, these long la4tency loads wxill then oxerlap
ii~tprox mng overall pronlc

7.2 SMIT Fetch Policies antd Resource Pairtitioning
Anr mipontant design issue for S\TII eS0 ISisoxx to

partition the Axvailable resource§s uch ats the'mnsti uction issuie
buffen antd reordIer buiffeci One solution Is to Statucally pai~
tition 1191 the axvamilable resounces I hec doxwnside of static
parntruon-inm IS the lack of flexibility. Static partitiounmno pre-
xenits resotrces froni a thread that does not reejfrmme all of its
axvmhlble resources 'to be used by anothmer thread that niay
beneflit "ini the addit'ional resournces.

I )v nanic partititoniug on the other hanid ailloxs multiple
thireads to share resources. In a dxnamic partitioniug the
Use of the cotii mon pool of iesoturces is determiiiied by the
fetch policy Ihe fetch policy detrmines fioml xxhat thread
tistiumetions [iiced to bet fetched iii a gixYen Cycle. Sox cIa

fetch policies bItx e beemi pioposeef in terecemit hteriaturc
IC(t.Nr [212jr(pnontiies tineads uxtfixit instructions ti
the pipeline. I-hlie Imiuation of ICOUt. N-I is that mu icase of
A long-latemicy load, lCOt.N!I may eontmneti Allocating me-
sotuices thiat cannot he allocated by the othek thread(s). In
iesponse to this piotbletuit FIdulleriitaId Bwtoxii [241 proIxSed
txxo basic schemeslohaliglogltnyodsamy

Ri)ech Stall the thread iexecuting~the loniatency10 tlticad
aIld (ii) flrshi miistrtietions fetcelid passed the loing-latency
loaid In oirler to deallocate iesouices. CaOMlA ci al. 121
imuptruxed tipuni the xxorkc dune by ITtillken anid I iruxxii by
piedice nmi bung lateney loads along xxwtli the comiltinume the
oldest thiead (('01)`` tneehauistin that pion'ti/es thet oldest
thfcael in case mu-tltiple threads xxvart for a long latemicy load.

Other fetch policies haxetibeen puoposebd as welh, hioxx
exci these fetceh l~ItAcics do niot address the long latetnex
load problem and areothogoiial to ouit NIL P-axxauc fetch
poxAicy lIo example. IEI-\oursy and Altxnesi 717 p[ose)5
to givxe lexxer resourcese to thretads that expnenieie inanyv data

cIachle itlsses~ I hey mi0s0 twxo Schemes foir doinig thiat,
naimely dAta mus ga g IJ() and predictxe data mimss gat-
mu" (PDXG) l)( drixes the fec1tcnng based omi the, nuMnbci of
obsenx cd I IaIkta cache un sses c by~h countming the, nrumber
of ILI datat Cache miisses in the execuite stage of the Oipefinte
ITle uiiore I,I data Cache nursses ohcixeelcd the fexxer re-
sources the thread cani allocatet liD strix es at oxvercomn
ing tIme delay be twxecu obserx mug (lie I I data cache ntuss atid
tIme actual fetch gatmi'ig in the DXi scheumme by predictinig I I1
data Caceli misses iii the fiOmitemid pipelinie mtages Another
sehicui: by Cazorla et al. P]3 proposes to uiioiiitoi the dly
nlanuc uisage of resources by each threAel and strixveS at, gux-
ing"ia fairi shame of the ax amable resources to All the threads
I e input 3to their Scheme consists of x aiiotis usage conutcrs
1 d) time numiberf fimitutictiomis in the itnstfetiomi qetuensi the
inumber of allocated pthysical registeus anid the imtnber of
6obsrxed I- I data cachei miSSesCS hoi and Y&cuin 141 go oiie
step frnfheu aAd tise~a lebaunmtingbsed resournee partitionmiig

7.3 Coam~e-Grained Multithreading
Coause (itamid Ntltlitthimeadmi" (CGNAll) fI, 2-0J is A

I omm of tunuiltuthrmeded exee uttuon that extecutes onec thurcad
at a tunec but Call sxxitch, rehatix e1v quickly (011 the ordli Of
tetis of cycles) to antothemt threadl 'Ihits makles C(iN4lI situt
abe l'ou hidnigIonlo-atency~loads ie., a context sxx itch is

performeddlx etii a long4lateumcy loatd is obse ix&ed I,miet
al. 1271 comnbined CG(Nfl I xxith '\lrI into lBalaunced MllI
titlineadinig (IINI I) in ordele to counbiumc the best of biothi
xxoles, ie., the ability of SNIW for hiding short latencies
xersus the ability of e"(NfI4tom (hiting long lAteliele IStfine
ei al. prox ided the mintuituon thait lou sonici applicationts a conoi
text Sxxitch shrould umot be performed as soX)i as the long-
lateiney loadI us detected in order to exf)lit NIh1 I'fhIleim
Si hts 6btaintdelhere iii this ;papr prox ide a xxav to furfther
dexelop thns ifea: A context ~x'ith 8houl' he pebrinied mtt
isolated long -latemicy 10adIs amd att the lasgt lit"latcmiey loathd
iii A buiust of1bug lateimex loads thiat oce tin xxithimi a uconder
buffem suie frnount each other IThe \MIIT predmitom pioposed iii
this Paper cami be t1sed to dnrive this mnechamiismii

7.4 Prefetching
Prtehtchimt 16, IS~isaiteW;huimiue thiat addiesses die butg-

latemmey load piobleuti iii a diflCuemit xxay, mmatmely by Seek
itug to einluutuu.te time latentcy Itself by bnimigmuig the tMiss data
ahead ml tune to tIme appropriate Cach levhxel. Prfetching
is okithogo al to tIme N4l P axxanc fetch poicy l)roposed iii
this ppmi.the NIl Paxxame fetch l)olm yCanm be apI)hmdd
oti the 1it '4atcmie loads tlt'mt Aim ntot ahe4qtiatcfy Itaidledf
thu otigh pnefetcltuing

8 Conclusion
ILonglatenumy loads are partiemlau lx Chahllengimng mu ait

SN1II Processor becatise iIil the Absgetice of an Adeqeuate fetch
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pofitx Itlwy usue the thmreaad to allocate critical rCSOU17ees
w¶ithout t iakii gk ftowsarr r'i n hIIlN IhaclVe
Ahl i7f6rinance, fot thce other thuead(s). Previous work
prOq(sed a number[ of S\W fetih poliRI4 for adduss'uig(
thie loiPy~ ldtiCicy load pr"ohn. llovxvxxeinoni ol this priom
xwork I nIh addrsess the long-latency load problem. I lic
keyvoto Iaeikiug in these COOe policies is niemory lee

I his paper showxed that heinug aw are of the axailAble
incinorv level paralleleinm Alloxx for inupiox Iing SN I fetch
policies. I he key inisightt ftoti! this piapeCi 1 that in eatse
of aii isolated long latency load., the stalfing thread should
Indeed he letch stalld oi flushed as piposed bhx prexVious
xoik. 1I1Ion cx ci i case mulltiple idepenielent long latencyv

loads oxerlap there is N 1,1 the fetch policy should
niot leteli stall oi hutsh the thread Instead, the feteh poiex
shoild conntine fetching instructions liP to the poinit xxhere
the nihaxmini Axailbl NIl P for the gixen R0B 5i/C ncanh
achieved (Oii expeninuental uesttlts shoxxed thiAt aji NILY
axware fetch poliy aehiexcs~b0ette petifouaIiee for NIh P
intenIsix ethrreadxds,and a better oxverall balance betxweeu pvr
I orniandce anid fairness.
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