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Security of Operating Systems 

•  Correctness of OS is critical  

•  OS is a software system 
–  All the techniques for ensuring security of software 

apply 
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SeL4 — a Microkernel 

• Least privilege 
• Small code base 

•  8700 Loc  
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Verification of a Microkernel 
•  Goal: Functional correctness of the C 

implementation 
–  Verification in conjunction with development 

•  Assumptions (TCB) 
–  C compiler, assembly code, hardware 

•  Detailed machine states are not verified 
(registers, cache consistency) 
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Verification of a Microkernel 
•  Assurances 

–  Implementation correctness 
•  As long as assumptions are satisfied, the kernel never 

crashes and satisfies invariants been proven 
•  Invariants  

–  Low-level memory invariants 
•  No null-pointer dereferencing, object separation 

–  Typing invariants  
•  Object reference points to object of the right type 

–  Data structure invariants 
•  Linked list 

–  Algorithmic invariants 
•  The global kernel memory containing kernel code and 

data is mapped in all address space 

Security? 

•  No buffer overflows 
•  No unchecked user arguments  
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seL4: Formal Verification of an OS 
Kernel 

•  Verification techniques 
–  Refinement 
–  Hoare logic 

•  SeL4’s protection model  
–  Capability model 
–  Security properties  

•  Isolation of authorities between subsystems 
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Overview of Verification Techniques 
•  Use Hoare Logic to verify invariants 
•  Refinement proofs establish the correspondence 

between high-level and low-level 
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Figure 1: The seL4 design process

prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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Figure 2: The refinement layers in the verification of
seL4

opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-

C Implementation 

Semantic Modeling 

Design Cycle

Haskell 
Prototype

Design

Formal Executable Spec

High-Performance C ImplementationUser Programs

Hardware 
Simulator

Proof
Manual 

Implementation

+

Figure 1: The seL4 design process

prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modiÞes the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable speciÞcation directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the Þnal design, it is not the
Þnal production kernel. Wemanually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a signiÞcant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simpliÞed veriÞcation, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal veriÞcation is inter-
active, machine-assisted and machine-checked proof.
SpeciÞcally, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to speciÞc properties or Þnite, feasi-
ble state spaces, unlike more automated methods of
veriÞcation such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A reÞnement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, orrefined) representation of a
system.

The correspondence established by the reÞnement
proof ensures that all Hoare logic properties of the
abstract model also hold for the reÞned model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), reÞnement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4Õs access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the speciÞcation layers used in the
veriÞcation of seL4; they are related by formal proof.
Sect. 4explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete speciÞcation of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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Abstract Specification 

schedule ! do

threads " all_active_tcbs;

thread " select threads;

switch_to_thread thread

od OR switch_to_idle_thread

Figure 3: Isabelle/HOL code for scheduler at abstract
level.

order to leave implementation choices to lower levels:
If there are multiple correct results for an operation,
this abstract layer would return all of them and make
clear that there is a choice. The implementation is
free to pick any one of them.

An example of this is scheduling. No schedul-
ing policy is defined at the abstract level. Instead,
the scheduler is modelled as a function picking any
runnable thread that is active in the system or the
idle thread. The Isabelle/HOL code for this is shown
in Fig. 3. The function all_active_tcbs returns
the abstract set of all runnable threads in the system.
Its implementation (not shown) is an abstract logical
predicate over the whole system. The select state-
ment picks any element of the set. The OR makes a
non-deterministic choice between the first block and
switch_to_idle_thread. The executable specifica-
tion makes this choice more specific.
4.2 Executable specification
The purpose of the executable specification is to fill
in the details left open at the abstract level and to
specify how the kernel works (as opposed to what it
does). While trying to avoid the messy specifics of
how data structures and code are optimised in C, we
reflect the fundamental restrictions in size and code
structure that we expect from the hardware and the C
implementation. For instance, we take care not to use
more than 64 bits to represent capabilities, exploiting
for instance known alignment of pointers. We do not
specify in which way this limited information is laid
out in C.

The executable specification is deterministic; the
only non-determinism left is that of the underlying
machine. All data structures are now explicit data
types, records and lists with straightforward, efficient
implementations in C. For example the capability
derivation tree of seL4, modelled as a tree on the
abstract level, is now modelled as a doubly linked
list with limited level information. It is manipulated
explicitly with pointer-update operations.

Fig. 4 shows part of the scheduler specification at
this level. The additional complexity becomes appar-
ent in the chooseThread function that is no longer
merely a simple predicate, but rather an explicit
search backed by data structures for priority queues.
The specification fixes the behaviour of the scheduler
to a simple priority-based round-robin algorithm. It

schedule = do
action <- getSchedulerAction
case action of

ChooseNewThread -> do
chooseThread
setSchedulerAction ResumeCurrentThread
...

chooseThread = do
r <- findM chooseThread’ (reverse [minBound .. maxBound])
when (r == Nothing) $ switchToIdleThread

chooseThread’ prio = do
q <- getQueue prio
liftM isJust $ findM chooseThread’’ q

chooseThread’’ thread = do
runnable <- isRunnable thread
if not runnable then do

tcbSchedDequeue thread
return False

else do
switchToThread thread
return True

Figure 4: Haskell code for schedule.

mentions that threads have time slices and it clarifies
when the idle thread will be scheduled. Note that
priority queues duplicate information that is already
available (in the form of thread states), in order to
make it available efficiently. They make it easy to
find a runnable thread of high priority. The optimi-
sation will require us to prove that the duplicated
information is consistent.

We have proved that the executable specification
correctly implements the abstract specification. Be-
cause of its extreme level of detail, this proof alone
already provides stronger design assurance than has
been shown for any other general-purpose OS kernel.

4.3 C implementation
The most detailed layer in our verification is the C
implementation. The translation from C into Isabelle
is correctness-critical and we take great care to model
the semantics of our C subset precisely and founda-
tionally. Precisely means that we treat C semantics,
types, and memory model as the standard prescribes,
for instance with architecture-dependent word size,
padding of structs, type-unsafe casting of pointers,
and arithmetic on addresses. As kernel program-
mers do, we make assumptions about the compiler
(GCC) that go beyond the standard, and about the
architecture used (ARMv6). These are explicit in
the model, and we can therefore detect violations.
Foundationally means that we do not just axiomatise
the behaviour of C on a high level, but we derive it
from first principles as far as possible. For example,
in our model of C, memory is a primitive function
from addresses to bytes without type information or
restrictions. On top of that, we specify how types
like unsigned int are encoded, how structures are
laid out, and how implicit and explicit type casts
behave. We managed to lift this low-level memory
model to a high-level calculus that allows efficient,
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Haskell Implementation 
schedule ≡ do

threads ← all_active_tcbs;

thread ← select threads;

switch_to_thread thread

od OR switch_to_idle_thread

Figure 3: Isabelle/HOL code for scheduler at abstract
level.

order to leave implementation choices to lower levels:
If there are multiple correct results for an operation,
this abstract layer would return all of them and make
clear that there is a choice. The implementation is
free to pick any one of them.

An example of this is scheduling. No schedul-
ing policy is defined at the abstract level. Instead,
the scheduler is modelled as a function picking any
runnable thread that is active in the system or the
idle thread. The Isabelle/HOL code for this is shown
in Fig. 3. The function all_active_tcbs returns
the abstract set of all runnable threads in the system.
Its implementation (not shown) is an abstract logical
predicate over the whole system. The select state-
ment picks any element of the set. The OR makes a
non-deterministic choice between the first block and
switch_to_idle_thread. The executable specifica-
tion makes this choice more specific.
4.2 Executable specification
The purpose of the executable specification is to fill
in the details left open at the abstract level and to
specify how the kernel works (as opposed to what it
does). While trying to avoid the messy specifics of
how data structures and code are optimised in C, we
reflect the fundamental restrictions in size and code
structure that we expect from the hardware and the C
implementation. For instance, we take care not to use
more than 64 bits to represent capabilities, exploiting
for instance known alignment of pointers. We do not
specify in which way this limited information is laid
out in C.

The executable specification is deterministic; the
only non-determinism left is that of the underlying
machine. All data structures are now explicit data
types, records and lists with straightforward, efficient
implementations in C. For example the capability
derivation tree of seL4, modelled as a tree on the
abstract level, is now modelled as a doubly linked
list with limited level information. It is manipulated
explicitly with pointer-update operations.

Fig. 4 shows part of the scheduler specification at
this level. The additional complexity becomes appar-
ent in the chooseThread function that is no longer
merely a simple predicate, but rather an explicit
search backed by data structures for priority queues.
The specification fixes the behaviour of the scheduler
to a simple priority-based round-robin algorithm. It

schedule = do
action <- getSchedulerAction
case action of

ChooseNewThread -> do
chooseThread
setSchedulerAction ResumeCurrentThread
...

chooseThread = do
r <- findM chooseThread’ (reverse [minBound .. maxBound])
when (r == Nothing) $ switchToIdleThread

chooseThread’ prio = do
q <- getQueue prio
liftM isJust $ findM chooseThread’’ q

chooseThread’’ thread = do
runnable <- isRunnable thread
if not runnable then do

tcbSchedDequeue thread
return False

else do
switchToThread thread
return True

Figure 4: Haskell code for schedule.

mentions that threads have time slices and it clarifies
when the idle thread will be scheduled. Note that
priority queues duplicate information that is already
available (in the form of thread states), in order to
make it available e! ciently. They make it easy to
find a runnable thread of high priority. The optimi-
sation will require us to prove that the duplicated
information is consistent.

We have proved that the executable specification
correctly implements the abstract specification. Be-
cause of its extreme level of detail, this proof alone
already provides stronger design assurance than has
been shown for any other general-purpose OS kernel.

4.3 C implementation
The most detailed layer in our verification is the C
implementation. The translation from C into Isabelle
is correctness-critical and we take great care to model
the semantics of our C subset precisely and founda-
tionally. Precisely means that we treat C semantics,
types, and memory model as the standard prescribes,
for instance with architecture-dependent word size,
padding of structs, type-unsafe casting of pointers,
and arithmetic on addresses. As kernel program-
mers do, we make assumptions about the compiler
(GCC) that go beyond the standard, and about the
architecture used (ARMv6). These are explicit in
the model, and we can therefore detect violations.
Foundationally means that we do not just axiomatise
the behaviour of C on a high level, but we derive it
from first principles as far as possible. For example,
in our model of C, memory is a primitive function
from addresses to bytes without type information or
restrictions. On top of that, we specify how types
like unsigned int are encoded, how structures are
laid out, and how implicit and explicit type casts
behave. We managed to lift this low-level memory
model to a high-level calculus that allows efficient,



11 

C Implementation 
void setPriority(tcb_t *tptr, prio_t prio) {
prio_t oldprio;
if(thread_state_get_tcbQueued(tptr->tcbState)) {
oldprio = tptr->tcbPriority;
ksReadyQueues[oldprio] =
tcbSchedDequeue(tptr, ksReadyQueues[oldprio]);

if(isRunnable(tptr)) {
ksReadyQueues[prio] =
tcbSchedEnqueue(tptr, ksReadyQueues[prio]);

}
else {
thread_state_ptr_set_tcbQueued(&tptr->tcbState,

false);
}

}
tptr->tcbPriority = prio;

}

Figure 5: C code for part of the scheduler.

One feature of C that is problematic for verification (and
programmers) is the unspeciÞed order of evaluation in ex-
pressions with side effects. To deal with this feature soundly,
we limit how side effects can occur in expressions. If more
than one function call occurs within an expression or the
expression otherwise depends on global state, a proof obliga-
tion is generated to show that these functions are side-e! ect
free. This proof obligation is discharged automatically by
Isabelle.

We do not allow function calls through function pointers.
(We do allow handing the address of a function to assembler
code, e.g. for installing exception vector tables.) We also do
not allow goto statements, or switch statements with fall-
through cases. We support C99 compound literals, making it
convenient to return structs from functions, and reducing the
need for reference parameters. We do not allow compound
literals to be lvalues. Some of these restrictions could be
lifted easily, but the features were not required in seL4.

We did not use unions directly in seL4 and therefore do
not support them in the veriÞcation (although that would
be possible). Since the C implementation was derived from a
functional program, all unions in seL4 are tagged, and many
structs are packed bitfields. Like other kernel implementors,
we do not trust GCC to compile and optimise bitÞelds pre-
dictably for kernel code. Instead, we wrote a small tool that
takes a speciÞcation and generates C code with the neces-
sary shifting and masking for such bitÞelds. The tool helps
us to easily map structures to page table entries or other
hardware-deÞned memory layouts. The generated code can
be inlined and, after compilation on ARM, the result is more
compact and faster than GCCÕs native bitÞelds. The tool not
only generates the C code, it also automatically generates
Isabelle/HOL specifications and proofs of correctness [13].

Fig. 5 shows part of the implementation of the schedul-
ing functionality described in the previous sections. It is
standard C99 code with pointers, arrays and structs. The
thread_state functions used in Fig. 5 are examples of gen-
erated bitfield accessors.

4.4 Machine model
Programming in C is not su fficient for implementing a

kernel. There are places where the programmer has to go
outside the semantics of C to manipulate hardware directly.
In the easiest case, this is achieved by writing to memory-
mapped device registers, as for instance with a timer chip; in
other cases one has to drop down to assembly to implement

configureTimer :: irq => unit machine_m
resetTimer :: unit machine_m
setCurrentPD :: paddr => unit machine_m
setHardwareASID :: hw_asid => unit machine_m
invalidateTLB :: unit machine_m
invalidateHWASID :: hw_asid => unit machine_m
invalidateMVA :: word => unit machine_m
cleanCacheMVA :: word => unit machine_m
cleanCacheRange :: word => word => unit machine_m
cleanCache :: unit machine_m
invalidateCacheRange :: word => word => unit machine_m
getIFSR :: word machine_m
getDFSR :: word machine_m
getFAR :: word machine_m
getActiveIRQ :: (irq option) machine_m
maskInterrupt :: bool => irq => unit machine_m

Figure 6: Machine interface functions.

the required behaviour, as for instance with TLB flushes.
Presently, we do not model the effects of certain direct

hardware instructions because they are too far below the
abstraction layer of C. Of these, cache and TLB ßushes
are relevant for the correctness of the code, and we rely on
traditional testing for these limited number of cases. Higher
assurance can be obtained by adding more detail to the
machine modelÑwe have phrased the machine interface such
that future proofs about the TLB and cache can be added
with minimal changes. Additionally, required behaviour can
be guaranteed by targeted assertions (e.g., that page-table
updates always ßush the TLB), which would result in further
proof obligations.

The basis of this formal model of the machine is the
internal state of the relevant devices, collected in one
record machine_state. For devices that we model more
closely, such as the interrupt controller, the relevant part in
machine_state contains details such as which interrupts are
currently masked. For the parts that we do not model, such
as the TLB, we leave the corresponding type unspecified, so
it can be replaced with more details later.

Fig. 6 shows our machine interface. The functions are
all of type X machine_m which restricts any side effects to
the machine_state component of the system. Most of the
functions return nothing (type unit), but change the state of
a device. In the abstract and executable specification, these
functions are implemented with maximal non-determinism.
This means that in the extreme case they may arbitrarily
change their part of the machine state. Even for devices
that we model, we are careful to leave as much behaviour as
possible non-deterministic. The less behaviour we prescribe,
the less assumptions the model makes about the hardware.

In the seL4 implementation, the functions in Fig. 6 are
implemented in C where possible, and otherwise in assembly;
we must check (but we do not prove) that the implementa-
tions match the assumptions we make in the levels above.
An example is the function getIFSR, which on ARM returns
the instruction fault status register after a page fault. For
this function, which is basically a single assembly instruction,
we only assume that it does not change the memory state of
the machine, which is easy to check.

4.5 The proof
This section describes the main theorem we have shown

and how its proof was constructed.
As mentioned, the main property we are interested in is

functional correctness, which we prove by showing formal
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prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most

Abstract Specification

Executable Specification

High-Performance C Implementation

Haskell Prototype

Isabelle/HOL

Automatic Translation

Refinement Proof

Figure 2: The refinement layers in the verification of
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-

Design Cycle

Haskell 
Prototype

Design

Formal Executable Spec

High-Performance C ImplementationUser Programs

Hardware 
Simulator

ProofManual 
Implementation

+

Figure 1: The seL4 design process

prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
reÞnement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or reÞned) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
speciÞcation: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-

Design Cycle

Haskell 
Prototype

Design

Formal Executable Spec

High-Performance C ImplementationUser Programs

Hardware 
Simulator

ProofManual 
Implementation

+

Figure 1: The seL4 design process

prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
refinement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or refined) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
specification: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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prototype in a near-to-realistic setting, we link it
with software (derived from QEMU) that simulates
the hardware platform. Normal user-level execution
is enabled by the simulator, while traps are passed
to the kernel model which computes the result of
the trap. The prototype modifies the user-level state
of the simulator to appear as if a real kernel had
executed in privileged mode.

This arrangement provides a prototyping environ-
ment that enables low-level design evaluation from
both the user and kernel perspective, including low-
level physical and virtual memory management. It
also provides a realistic execution environment that is
binary-compatible with the real kernel. For example,
we ran a subset of the Iguana embedded OS [37] on
the simulator-Haskell combination. The alternative
of producing the executable specification directly
in the theorem prover would have meant a steep
learning curve for the design team and a much less
sophisticated tool chain for execution and simulation.

We restrict ourselves to a subset of Haskell that
can be automatically translated into the language
of the theorem prover we use. For instance, we do
not make any substantial use of laziness, make only
restricted use of type classes, and we prove that all
functions terminate. The details of this subset are
described elsewhere [19,41].

While the Haskell prototype is an executable model
and implementation of the final design, it is not the
final production kernel. We manually re-implement
the model in the C programming language for several
reasons. Firstly, the Haskell runtime is a significant
body of code (much bigger than our kernel) which
would be hard to verify for correctness. Secondly, the
Haskell runtime relies on garbage collection which is
unsuitable for real-time environments. Incidentally,
the same arguments apply to other systems based on
type-safe languages, such as SPIN [7] and Singular-
ity [23]. Additionally, using C enables optimisation of
the low-level implementation for performance. While
an automated translation from Haskell to C would
have simplified verification, we would have lost most
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opportunities to micro-optimise the kernel, which is
required for adequate microkernel performance.

2.3 Formal verification
The technique we use for formal verification is inter-
active, machine-assisted and machine-checked proof.
Specifically, we use the theorem prover Isabelle/HOL
[50]. Interactive theorem proving requires human
intervention and creativity to construct and guide
the proof. However, it has the advantage that it is
not constrained to specific properties or finite, feasi-
ble state spaces, unlike more automated methods of
verification such as static analysis or model checking.

The property we are proving is functional correct-
ness in the strongest sense. Formally, we are showing
reÞnement [18]: A refinement proof establishes a
correspondence between a high-level (abstract) and
a low-level (concrete, or reÞned) representation of a
system.

The correspondence established by the refinement
proof ensures that all Hoare logic properties of the
abstract model also hold for the refined model. This
means that if a security property is proved in Hoare
logic about the abstract model (not all security prop-
erties can be), refinement guarantees that the same
property holds for the kernel source code. In this
paper, we concentrate on the general functional cor-
rectness property. We have also modelled and proved
the security of seL4’s access-control system in Is-
abelle/HOL on a high level. This is described else-
where [11,21], and we have not yet connected it to
the proof presented here.

Fig. 2 shows the specification layers used in the
verification of seL4; they are related by formal proof.
Sect. 4 explains the proof and each of these layers in
detail; here we give a short summary.

The top-most layer in the picture is the abstract
speciÞcation: an operational model that is the main,
complete specification of system behaviour. The
abstract level contains enough detail to specify the
outer interface of the kernel, e.g., how system-call
arguments are encoded in binary form, and it de-
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Prove Properties of the Abstract 
Specification 

•  Hoare Logic  
–  Hoare Triple:  {Pre} code {Post} 
–  Verification condition generation 
–  Soundness of Hoare Triples 

•  If S satisfies Pre  
and (S, code) → (S’, code’)  
then S’ satisfies Post 

•  { y+3 >5 } x := y + 3 {x > 5} 
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seL4: Formal Verification of an OS 
Kernel 

•  Verification techniques 
–  Refinement 
–  Hoare logic 

•  SeL4’s protection model  
–  Capability model 
–  Security properties  

•  Isolation of authorities between subsystems 
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Access Control in SeL4 
•  Capability model 

•  Access to kernel resources (memory, 
interfaces) is protected by capabilities 

•  Capability is an unforgeable token of authority 
–  E.g. file handle in UNIX system 
–  Name of the resource + access rights {R, W, C, G} 
–  Stored in protected data structures  
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Capabilities 
•  Datatype right = R | W | G | C 
•  Record capability =  
•       {resource: entity_id,  
•        rights: Set right} 
•  entity_id = Int  
•  Record entity = {caps : Set capability} 

e1 e2 
W 

1 → { {resource = 2, rights = {W}} } 
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Isolation of Authority 
•  The authorities of one subsistem over an 

entity of another subsystem will not change 
during the execution  

Boyton

Bringing the two lemmas together, we get the final theorem on the connected rela-
tion:

Theorem 4.4 If two entities in a sane state s are transitively connected after exe-
cution, they already have been transitively connected in s:

[[sane s; s ! ! execute cmds s; is-always-entity cmds s x ;
is-always-entity cmds s y ; s ! " x # " y ]]

=$ s " x # " y

The new predicate is-always-entity states that an entity exists in all intermediary ex-
ecution states. It is the consequence of our strengthened precondition in lemma 4.2.

4.5 Subsystems

With the notion of connected established, we can now generalise it to subsystems
and show that it is still possible to implement authority confinement between sub-
systems in seL4 when shared capability storage is present.

Authority confinement means we can partition entities into subsystems such
that none of the entities in the subsystem ss1 will gain access to a capability to an
entity of another subsystem ss2 if that authority is not already present in ss1. If an
authority is already present, then we show that it cannot be increased. Note that
subsystems can grow over time. We identify a subsystem by an entity within it,
thus we require that this entity remain in existence for the period in question. As
in the main theorem on the connected relation, this requirement is new and due to
the delete command.

We can produce a group of subsystems by having a master entity first creating
some child entities, and then by removing the grant and store capabilities to these
child entities.

e
1

e
4

e
3

e
2G

W

W

G

C C

Fig. 8: An example of two iso-
lated subsystems. They can com-
municate, but the capabilities be-
tween them cannot increase.

Following Elkaduwe et al, we define such
subsystems using the symmetric, transitive
closure over the leak relation. This partitions
entities up into equivalence classes.

subsys s x % {ei. s " ei # " x}

We introduce the notion of a dominates oper-
ator :> and use it to express that a subsystem
cannot increase its authority over a specific
entity. For this, we also need to collect all
entities of a subsystem with the subsys-caps
function:

subsys-caps s x %
⋃

caps-of s ‘ subsys s x

c :> C % &c !! C . entity c ! = entity c '( rights c ! ) rights c

These definitions are unchanged from Elkaduwe et al. The subsys-caps function takes
the set of entities in the subsystem, and then the union of all their capabilities. Here,

13

C X 
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13

Set up jails for processes at 
initialization, and isolation of 
authority will guarantee that the 
subsystems will stay isolated 

C X 
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Capability Model 
•  Leak (connected to) 

–  S     ex → ey 
•  {resource = y, rights = {G}} ∈ ex.caps  

•  Subsystem 
–  ex and ey are in the same subsystem 

•   if S     ex ↔* ey 

•  Operations cannot connect disconnected 
entities 

┬
 

┬
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Capability Model 
•  create e n c1 c2 

–  Entity e creates a new entity using free memory 
provided by e1 and assigns the new cap for controlling 
access to n to e2 

e 

e2 

e1 
C  ∈ c1.rights 

W  ∈ c2.rights {R,W, C, G} 
n 
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Capability Model 
•  grant e c1 c2 R 

–  Entity e gives a copy of the capability e2 (restricted 
to the subset R) to the entity of c1 

e 

e2 

e1 
G  ∈ c1.rights 

c2.rights ∩  R 

e1 may leak to e2 if  G ∈ c2.rights ∩  R, 
however, in this case e1 and e2 are 
already in the same subsystem 
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Capability Model 
•  remove e c1 c2  

e e2 e1 
c1 c2 



31 31 

Capabilities 
•  Single step does not increase capabilities 
•  Isolation of authority between subsystems 

Boyton

Bringing the two lemmas together, we get the final theorem on the connected rela-
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C X 
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Summarize 
•  Verification of functional correctness of the 

implementation of a Microkernel 
–  Hoare triples to verify invariants 
–  Refinement proofs 

•  Capability model 
–  Isolation of authority 

object before it is deleted.
The reason this delete operation is safe is complicated.

Here is a simplified, high-level view of the chain of invariants
that show an efficient local pointer test is enough to ensure
that deletion is globally safe:

(1) If an object is live (contains references to other objects),
there exists a capability to it somewhere in memory. (2)
If an untyped capability c1 covers a sub-region of another
capability c2 , then c1 must be a descendant of c2 according
to the capability derivation tree (CDT). (3) If a capability
c1 points to a kernel object whose memory is covered by an
untyped capability c2 , then c1 must be a descendant of c2 .

With these, we have: If an untyped capability has no chil-
dren in the CDT (a simple pointer comparison according to
additional data structure invariants), then all kernel objects
in its region must be non-live (otherwise there would be
capabilities to them, which in turn would have to be children
of the untyped capability). If the objects are not live and
no capabilities to them exist, there is no further reference
in the whole system that could be made unsafe by the type
change because otherwise the symmetry principle on refer-
ences would be violated. Deleting the object will therefore
preserve the basic typing and safety properties. Of course
we also have to show that deleting the object preserves all
the new invariants we just used as well.

We have proved over 150 invariants on the different spec-
ification levels, most are interrelated, many are complex.
All these invariants are expressed as formulae on the kernel
state and are proved to be preserved over all possible kernel
executions.

5. EXPERIENCE AND LESSONS LEARNT

5.1 Performance
IPC performance is the most critical metric for evaluation

in a microkernel in which all interaction occurs via IPC. We
have evaluated the performance of seL4 by comparing IPC
performance with L4, which has a long history of data points
to draw upon [47].

Publicly available performance for the Intel XScale PXA
255 (ARMv5) is 151 in-kernel cycles for a one-way IPC [43],
and our experiments with OKL4 2.1 [51] on the platform we
are using (Freescale i.MX31 evaluation board based on a 532
MHz ARM1136JF-S which is an ARMv6 ISA) produced 206
cycles as a point for comparison—this number was produced
using a hand-crafted assembly-language path. The non-
optimised C version in the same kernel took 756 cycles. These
are hot-cache measurements obtained using the processor
cycle counter.

Our measurement for seL4 is 224 cycles for one-way IPC in
an optimised C path, which is approaching the performance of
optimised assembly-language IPC paths for other L4 kernels
on ARM processors. This puts seL4 performance into the
vicinity of the fastest L4 kernels.

At the time of writing, this optimised IPC C path is not
yet in the verified code base, but it is within the verifiable
fragment of C and is not fundamentally different from the
rest of the code.

5.2 Verification effort
The overall code statistics are presented in Table 1.
The project was conducted in three phases. First an initial

kernel with limited functionality (no interrupts, single ad-

Haskell/C Isabelle Invariants Proof
LOC LOC LOP

abst. — 4,900 ∼ 75
exec. 5,700 13,000 ∼ 80

110,000

impl. 8,700 15,000 0
55,000

Table 1: Code and proof statistics.

dress space and generic linear page table) was designed and
implemented in Haskell, while the veriÞcation team mostly
worked on the verification framework and generic proof li-
braries. In a second phase, the veriÞcation team developed
the abstract spec and performed the first refinement while
the development team completed the design, Haskell pro-
totype and C implementation. The third phase consisted
of extending the first refinement step to the full kernel and
performing the second refinement. The overall size of the
proof, including framework, libraries, and generated proofs
(not shown in the table) is 200,000 lines of Isabelle script.

The abstract spec took about 4 person months (pm) to
develop. About 2 person years (py) went into the Haskell
prototype (over all project phases), including design, docu-
mentation, coding, and testing. The executable spec only
required setting up the translator; this took 3 pm.

The initial C translation was done in 3 weeks, in total the
C implementation took about 2 pm, for a total cost of 2.2 py
including the Haskell e! ort.

This compares well with other e! orts for developing a new
microkernel from scratch: The Karlsruhe team reports that,
on the back of their experience from building the earlier
Hazelnut kernel, the development of the Pistachio kernel cost
about 6 py [17]. SLOCCount [68] with the“embedded”profile
estimates the total cost of seL4 at 4 py. Hence, there is strong
evidence that the detour via Haskell did not increase the
cost, but was in fact a significant net cost saver. This means
that our development process can be highly recommended
even for projects not considering formal verification.

The cost of the proof is higher, in total about 20 py. This
includes significant research and about 9 py invested in formal
language frameworks, proof tools, proof automation, theorem
prover extensions and libraries. The total e! ort for the seL4-
specific proof was 11 py.

We expect that re-doing a similar verification for a new
kernel, using the same overall methodology, would reduce
this figure to 6 py, for a total (kernel plus proof) of 8 py. This
is only twice the SLOCCount estimate for a traditionally-
engineered system with no assurance. It certainly compares
favourable to industry rules-of-thumb of $10k/LOC for Com-
mon Criteria EAL6 certiÞcation, which would be $87M for
seL4, yet provides far less assurance than formal verification.

The breakdown of e! ort between the two refinement stages
is illuminating: The Þrst reÞnement step (from abstract to
executable spec) consumed 8 py, the second (to concrete spec)
less than 3 py, almost a 3:1 breakdown. This is a reflection
of the low-level nature of our Haskell implementation, which
captures most of the properties of the Þnal product. This is
also reflected in the proof size—the first proof step contained
most of the deep semantic content. 80 % of the effort in
the first refinement went into establishing invariants, only
20 % into the actual correspondence proof. We consider this
asymmetry a significant benefit, as the executable spec is
more convenient and e" cient to reason about than the C level.
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