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Abstract

Analog Synthesis and Macromodeling approaches are increasingly dealing with large
multi-dimensional databases: in most cases the circuit/system parameters and specifi-
cations visited during simulation sweeps. Harvesting such large samples for useful infor-
mation requires the use of efficient data-mining algorithms. This thesis studies methods
for performing nearest neighbor queries (or similarity search) in spaces with high di-
mensionality. A new spatial indexing and search strategy, using hashing and Binary
Decision Diagrams (BDDs), called Implicit Boolean-Indexed Search (IBIS) is presented.
This is compared with 3 competitive existing spatial indexing and nearest neighbor query

schemes: a. Quadtree, b. Linear Scan and c¢. SR-Tree.
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Chapter 1

Introduction

1.1 Motivation

Over the last couple of decades, the importance of automation of the design of analog
circuits and systems has been widely noticed and addressed. A large amount of research
effort has resulted in analog circuit synthesis systems, which are finally robust enough
to size industrial-scale designs. There have been two main approaches to circuit sizing:
knowledge-based and optimization-based. Among these, the latter has proven the win-
ner due to flexibility and ease of applicability to different circuits. Optimization-based
sizing has been either equation-based, where analytic design equations are used to de-
scribe circuit performance [14], or simulation-based, where a real circuit simulator is used
within the optimization loop to evaluate the circuit performance [22, 27]. Simulation-
based optimization has, in general, been more reliable since industrial-quality simulators
with the real device models are used to evaluate the circuit for any particular sizing. This
approach also provides more flexibility because it is easily retargetable to different simu-
lators and device models. Problems with slow run-times have also been largely alleviated
with computers becoming faster and with the use of parallelism in the optimization.

These synthesis tools visit a large number of circuit solutions (1000-100000) during
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their optimization, and each of these solutions is completely simulated. Thus, large
databases of circuit solutions and corresponding performances are generated for free.
These large databases can be very useful for creating design-space macromodels [24].
There have also been efforts to create such macromodels using design of experiments [9].
[16] proposes an approach to create feasibility and performance region models of analog
and digital circuits. There is an increasing amount of research being targeted to using
such large databases of points in high dimensions for the purpose of macromodeling and
topology selection. Handling such large databases require the use of specialized data-
mining approaches. This work targets the problem of nearest neighbor search, especially
applicable to the work in [24], where instance-based regression methods have been pro-
posed for performance prediction of any sized circuit. The method suggested relies on
finding the k nearest neighbors of the query point from the database of simulated circuit

solutions. Their approach is outlined in the following chapter.

1.2 Nearest Neighbor Search

The problem of Nearest Neighbor Search (NNS) can be defined informally as follows:
given a database of n points and a query point in an m-dimensional metric space, find
the point in the dataset that is closest to the query point. This is formally stated now.
Let P = py,ps,...,pn be a set of n points in a metric space M = (V,d(-,-)), where V is

an m-dimensional vector space, and d : V x V' — R is a dissimilarity (distance) measure.

Definition 1 Given a set of n points, P C M, and a query point ¢ € V, a nearest

neighbor of q is a point p € P, such that ¥V point p' € P,

d(p,q) < d(@',q)

The k-nearest neighbor problem is just an extension of this problem, in which the &

nearest points are returned, instead of just the nearest point. For this work, the distance
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metric d is just the Euclidean distance (Ly norm).

This problem has been of great interest in the areas of Computational Geometry and
Data Mining for several decades. Recently, it has drawn more attention because of its ap-
plication to a wide range of fields that use the idea of similarity search, such as multimedia
applications [12], DNA matching [23] and machine learning [8]. The dimensionality of the
databases can range from 2, up to even thousands in the case of information retrieval.
There are a number of existing techniques to reduce the dimensionality of the space:
Principal Component Analysis [19], Karhunen-Loeve transform [13], Singular Value De-
composition (SVD) [13] and fractal dimensions [32]. However, these have not been used
for this work, since these are mainly effective for very high dimensions, whereas this work
focuses primarily at dimensionality ranging from about 5 to 40.

There is a large amount of literature presenting various methods of representing such
datasets (Spatial Indexing) so as to allow quick processing of nearest neighbor queries,
along with corresponding search strategies. A relevant subset of these will be presented

in the next chapter.

1.3 Focus of this work

This work reviews three of the existing approaches to spatial indexing and nearest neigh-
bor search: linear scan, Quad-tree [18] and SR-tree [21]. The first two were completely
implemented as part of this work and an SR-tree library, available from the authors of
[21], was used for the third. These three examples were chosen because they represent
the three different approaches to spatial indexing, and also three different levels of effort,
in terms of the amount of work done to build the corresponding spatial index. Also, the
quad-tree and the SR-tree are among the most competitive structures in their respective
categories. These issues will be further explained in a later chapter. A completely new
approach, Implicit Boolean-Indexed Search (IBIS), using hashing and implicit boolean

representation, is presented and compared with the other approaches. Results indicate



1.4 Organization of this Thesis

that the SR-tree provides the best overall scaling with dimensions and number of points,
for the range of dimensions being considered. The problem of nearest neighbors addressed

in this work has the following properties:
m The space and all distances are Euclidean.

m The dataset consists of only points. Most of the indexes discussed are capable of
handling rectangles (hyper-cuboids) too, but only points are considered, without

loss of any relevant detail.

m The spatial index need not be dynamic, since in our first attack on this application,
all the data points will be available before the index is built, and no new points will

be added after the construction.
®m An arbitrary number of nearest neighbors can be requested.

m The indexing is a main memory problem. Often, data points have large-sized prop-
erties associated with them, which are not useful for the search and are retrieved
from secondary storage only when required. This does not apply to the application

addressed in this thesis.

1.4 Organization of this Thesis

The remainder of the thesis is organized as follows. Chapter 2 presents a brief overview
of the data-mining approach to macromodel building for analog circuits and some of the
existing solutions to the NNS problem. It covers the major approaches to spatial indexing
and searching, and presents the problems faced as dimensionality increases. Chapter 3
presents the ideas leading to the new approach and the details about the approach itself.
Performance results for IBIS are presented in Chapter 4, along with comparisons with the
other 3 methods implemented. Finally, Chapter 5 provides a concluding summary with

discussions on possibilities of future work.



Chapter 2

Background

This chapter gives an overview of the instance-based regression approach for design-space

macromodeling in [24] and the various approaches to solving the NNS problem.

2.1 Design-Space Macromodeling via Data Mining

In [24], Liu et al have suggested the use of non-linear, instance-based regression and data

7

mining to build “black box” macromodels of analog circuits, to predict non-transient
circuit behavior (e.g. gain, bandwidth, etc.) for arbitrary values of the circuit parameters
(e.g. W,L of transistors, etc.). Large datasets of circuit parameters and corresponding
performance values generated from numerous simulations and/or circuit-sizing runs, are
used. The basic idea is now outlined.

In classical regression, a single non-linear regressor (Neural Network, Radial Basis
Functions, etc.) is built to predict the outputs for any combination of inputs. The pre-
dictions become increasingly incorrect as dimensionality of the dataset increases, because
it is just not possible for the regressor to capture all the non-idealities in all the regions of

the space, without becoming intractable computationally. Instead of building one regres-

sor, build a committee of regressors, each of which fits very well in some regions of the
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space, and performs badly in others. Then the output value at any query point ¢ can be
predicted by taking the values predicted at ¢ by corresponding regressors which fit best
at each of k nearest neighbors of ¢, and voting between the k predictions.

The committee of regressors is built using a method called Boosting [11]. The set of
regressors is sequentially fit, each more heavily weighting the points that were poorly fit
in the previous iteration. Thus, finally, for each point, there is a “best boosted regressor”
which has minimum prediction error for that point.

For predicting the output (performance values) for any arbitrary point ¢ (circuit pa-
rameters), an instance-based regression approach is used: locally-weighted nearest neigh-

bors [25]. The steps are enumerated as follows.
1. k nearest neighbors of ¢ are queried from the dataset.
2. The corresponding “best boosted regressors” are used to predict the output at gq.

3. These predictions are weighted by the inverse of the distance of the correspond-
ing neighbor from ¢, and a weighted average is predicted as the output (circuit

performance) at gq.

The range of k£ used is 1 to 30, and the type of regressor used is a standard neural
network [30].

If such a macromodel is used in application like synthesis at the system level, to
explore the design space, the model will be evaluated many times at different points of
the design space. This requires the prediction to be very quick. Hence, the need for

efficient algorithms for nearest neighbor queries.

2.2 Indexes for Nearest Neighbor Queries

Spatial indexes almost always involve partitioning the dataset into smaller chunks, so that

during the query, only the points in chunks which are near the query point need to be

10
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accessed. There are two basic approaches to partitioning?:

1. Space partitioning: A space partitioning-based index structure cuts up space into
mutually disjoint subspaces. This partitioning might be flat (e.g. grid, VA-file[33])

or recursive (e.g. quadtree[29]).

2. Data partitioning: A data partitioned index structure consists of bounding regions
like rectangles (R-tree [15]), spheres (SS-tree [35]) or polyhedra (P-tree [20]), usually
arranged in a spatial containment hierarchy. An example of flat data partitioning
is the Voronoi diagram [10]. At the lowest level, data clusters are contained within

such bounding regions. These regions may or may not overlap.

A large number of spatial indexes have been proposed for optimizing the speed of

queries like NNS. Here we review a relevant subset of these indexing schemes.

2.2.1 Linear Array

An array of all the points in the dataset, without any partitioning, is the simplest repre-
sentation. A linear scan of the array to find the points that have the k£ smallest distances
from the query point ¢ is the simplest approach to doing NNS.

Points p,

q

Figure 2.1: Linear Scan

Figure 2.1 illustrates the concept. Calculate the distance between the query point q
and each point p; in the dataset sequentially, and pick out the ones which have the k

smallest distances.

1The Hybrid tree [6] combines both approaches to achieve improved performance.

11
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Figure 2.2: R-tree Structure (m =2, M = 3)

2.2.2 R-tree

The R-tree [15], a data-partitioned index, has probably been the most commonly used
index in practice, due to its simplicity and good performance for low dimensions, especially
for range queries. It is an extension of the B-tree for dimensions greater than one. It
consists of a tree of nested Minimum Bounding Rectangles (MBRs). A leaf node consists
of the MBR enclosing a set of neighboring points; i.e., the smallest rectangle (hyper-
cuboid for arbitrary dimensions) that can enclose the set of points in the leaf node. An
internal node is the MBR of the MBRs of its children. Just like in B-trees, there is a
range of allowed number of children of any node: objects (MBR or point) in any MBR
(m < n < M). Figure 2.2 shows a small example of an R-tree, indexing a dataset of
points in 2 dimensions. The internal nodes and MBRs are shown with solid lines and the
leaf nodes and MBRs with dashed lines.

When a new point is inserted, causing an MBR to overflow, the MBR can be split
into 2, or all the points in the MBR can be reinserted [2]. The latter approach, called
the R*-tree, reduces the number of overlaps between the MBRs and improves the search
time for a nearest neighbor query, since overlap forces the search to look within a larger
number of rectangles to ensure that the nearest neighbor result is correct (no possible
candidates for the nearest neighbor have been ignored).

The construction of the R-tree is briefly outlined now. The tree is constructed by

12
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sequentially inserting the objects (points) from the dataset into the tree. For each object,
the algorithm searches for the best leaf to insert it into. This is done using a top-down
approach, where the best subtree is recursively chosen at each level, as the tree is traversed

from the root to the leaf.

1. Set N to be the root.
2. If N is a leaf
return N.
else
Choose the entry in N whose rectangle needs least area enlargement to include
the new data. Resolve ties by choosing the entry with the rectangle with the
smallest area.
3. Set N to be the childnode pointed to by the childpointer of the chosen entry and
repeat from 2.

Figure 2.3: R-tree Insertion

If the leaf node returned for insertion overflows due to this new object (number of
objects > M), then the leaf node is split into 2 to minimize useless area coverage by the
resulting MBRs. The insertion and splitting algorithms are shown in Figures 2.3, 2.4.

1. Choose 2 objects to be the first entries of the new groups: the pair of objects,
for which an enclosing rectangle would have the largest empty space.
2. Repeat
2a. Choose the object, for which the difference in the area increments on
insertion into either group 1 or group 2, is the largest.
2b. Add it to the group for which the area increment is lower. Resolve ties
by adding the object to the group with the smallest area, then to the one
with the fewest entries, then to either.
until
All objects are distributed or one of the groups has M-m+l1 objects.
3. If objects remain, assign them to the other group such that it has m entries.

Figure 2.4: R-tree Splitting

2.2.3 Quadtree

The quadtree [29] is a space partitioning tree-based index structure, which recursively

decomposes space by means of iso-oriented hyper-planes, such that each internal node

13
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Figure 2.5: Quadtree Structure (Bucket size = 1)

has 2¢ descendants for d dimensions. These partitions do not need to be of the same
size, but having the same size can help searching. In this thesis we will consider only
identically sized partitions (region quadiree), across each level of the recursion. While the
term quadtree refers to the two-dimensional variant, the basic idea applies to arbitrary d.
For d = 2, each internal node has 4 descendants, each corresponding to a rectangle, all
4 being of the same size. These rectangles are usually referred to as the NW, NE, SW
and SE (northwest, etc.) quadrants. For d = 3, each node will represent a cuboid. The
cuboid for each internal node will be decomposed into 8 smaller cuboids represented by
8 descendant nodes. The decomposition into subspaces (hyper-cuboids) continues until
the number of objects (from the dataset) in each partition is below a given threshold or
bucket-size. Thus, quadtrees are not necessarily balanced: since subtrees corresponding
to densely populated regions will be deeper than for other sparsely populated regions.
Figure 2.5% shows a quadtree in 2 dimensions, with a bucket-size of 1. Each rectangle
is recursively cut into 4, until it has only one object (city) in it. The leaf nodes are shown

as squares, black if they contain an object and white if they do not. The internal nodes

2Referenced in part from [17].

14
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are shown as circles. As can be seen from the figure, there are some empty leaf nodes
which do not contain any objects from the dataset, because of the regular decomposition
in to fixed number of subspaces. This is in contrast to data-partitioning approaches (R-
tree, etc.), where each leaf node contains at least one object. Also, as the dimensionality
increases, the fanout at each node (number of children) increases exponentially, unlike
the R-tree, where the fanout is fixed within a range. The ease of implementation and
excellent search performance for low dimensions makes the quadtree an attractive index

structure for NNS applications in low dimensions.

2.2.4 VA-file

The Vector Approzimation File [33, 34] is a grid-based extension to linear scan, that
allows filtering of points that are too far to be nearest neighbors. A grid is imposed on
the space and, for every point in the dataset, the VA-file stores the binary code of the
cell containing it. Given any query point g, upper and lower bounds to the distance of ¢
from every point can be derived, using the distances to the faces of the cells (Figure 2.6).
Points with lower bound greater than the k£ smallest upper bounds are discarded in the
first scan. The remaining points form a set of candidates for the k£ nearest neighbors of
g. This set is visited in increasing order of the lower bounds on the distances from ¢, and
the real point-point distances are calculated.

A heap-based priority queue is used to maintain an answer set of the nearest k& points
found till any stage. The search stops when a lower bound is encountered that is greater
than the k largest distance in the answer set. The search time is linear in the number of
dimensions and the number of points.

Linear scan overtakes all spatial indexing methods for large enough dimensionality.
The VA-file uses pruning methods to make linear scan much faster and seems well suited

for very high dimensional data (beyond about 60).

15
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° Upper Bound
°
11 N P,
10 ° ® \lL wer Bound
q
01 N
00 . ¢
00 01 10 11

Figure 2.6: VA-file

2.2.5 SR-tree

The SR-tree [21] is a data partitioned tree-based spatial index, which combines the MBRs
from the R*-tree and Minimum Bounding Spheres (MBSs) from the SS-tree [35]. The SS-
tree is based on the same recursive partitioning scheme as the R*-tree, but uses bounding
spheres instead of rectangles. The center of each sphere is the centroid of all the underlying
points in its corresponding subtree, and the radius is the minimum required to enclose
the MBSs of the children (or the points, in case of leaf nodes). The advantage of using
spheres instead of rectangles (cuboids) is that the diameter of rectangles (diagonal length)
is much larger than that of spheres for the same volume. This is especially true for higher
dimensionality: the diagonal length of a d-dimensional unit cube is v/d. This increase in
diameter causes a lot of useless (empty) space to be enclosed by the MBRs, at the corners.
As a result, the SS-tree performs better in NNS queries.

Spheres in SS-trees, however, occupy much larger volume than the MBRs of the R-
tree, up to even 50 times [21]. This is not good for the efficiency of nearest neighbor
searches, which rely on the fact that the minimum bounding regions enclose only as much
space as is essential to enclose the underlying points. The SR-tree combines MBRs and
MBSs, and uses the intersecting region as the minimum bounding region for each node in

the tree. This results in much smaller volumes and smaller diameters for each bounding

16
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(a) Structure 2
ole
& O

(b) Regions at leaf (¢c) Regions at non-leaf
level level

Figure 2.7: SR-tree

region, and much better performance in NNS queries. Figure 2.73 shows an example of
the SR-tree.
The insertion algorithm is similar to that of the R*-tree, except for the update of the

MBSs.

m The center of a bounding sphere, x(z;), is the centroid of the underlying points and

is computed as the weighted average of the centers of the MBSs of the children:

3Referred from [21].

17
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where w(k) is the number of points in the subtree whose root is the kth child and

z;(k) is the ith coordinate of the center of the MBS of the kth child.

m The radius of a bounding sphere, r, is the maximum distance to the edges of all the

MBRs and MBSs of the children:

r = min(ds, d,)
= muas (b —x(8)| + r(k)

ds = max (maxdist(x, M BR(k)))

1<k<n

where mazxdist(p, R) returns the maximum distance from point p to any point in

rectangle R.

2.3 Algorithms for Nearest Neighbor Search

This section presents the two most popular search strategies applicable to any tree-based

spatial index.

2.3.1 The HS Algorithm

Hjaltason and Samet proposed a simple, yet efficient algorithm in [17] for performing
NNS on any spatial index that uses a tree-based structure with bounding regions. The
algorithm is shown in Figure 2.8. It has been slightly modified for datasets of only points
and for £ nearest neighbors. For the more generic version, refer to [17].

The basic idea is to search the blocks (bounding regions) in order of increasing distance
from the query point ¢. Let D1sT(g, B) denote the minimum distance between ¢ and some
object B(block or point). The algorithm searches the hierarchical index, down from the
root, always looking at the children of the block nearest to ¢q. This order is maintained
by using a priority queue (Queue) of the visited blocks, with the nearest block at the top

of the queue. At each iteration, the object at the top of the queue is examined, and if it

18



2.3 Algorithms for Nearest Neighbor Search

INCNEAREST(Query Object, Spatiallndex, k)

01 Queue + NEWPRIORITYQUEUE(), num_neighbors « 0
02 ENQUEUE(Queue, Spatiallndex.RootNode, Q)

03 while not ISEMPTY(Queue) do

04 Element < DEQUEUE(Queue)

05 if Element is a spatial object then

06 Report Element

o7 num_neighbors++

08 if num_neighbors == k

09 return

10 endif

11 elseif Element is a leaf node then

12 for each Object in leaf node Element do

13 ENQUEUE(Queue, Object, DisT(QueryObject, Object))
14 enddo

15 else //Element is a non-leaf node

16 for each Child of node Element do

17 ENQUEUE(Queue, Child, DisT(QueryObject, Child))
18 enddo

19 endif

20 enddo

Figure 2.8: The HS Algorithm

is a bounding region, its children are pushed into the queue. The first point to appear at
the top of the queue will, obviously, be the point nearest to ¢. When & points have been
seen, the algorithm terminates, since these must be the k nearest neighbors of gq.

The HS algorithm is optimal, in that it visits only those blocks which intersect the
sphere of radius 7,,;,, with center ¢, where r,,;, is the distance of the kth nearest neighbor

from gq.

2.3.2 The RKV Algorithm

A similar idea was proposed by Roussopoulos et al. [28]. Given a query point ¢, the
algorithm starts from the root of the tree and searches in a depth-first sense. At each
node, the children are sorted according to a distance criterion and visited in increasing
order of distance. When a leaf node is reached, the distance from ¢ to all the points in that
node is calculated and the kth smallest is stored in d,,;,. A node in the tree is not visited

if its minimum distance from ¢ is greater than d,,;,. The HS algorithm is more efficient

19
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since it maintains a global queue of all blocks and points, whereas the RKV algorithm
fully explores a branch before moving to the next. The RKV algorithm may, thus, visit

more than the optimal number of blocks.

2.4 The Dimensionality Curse

As the dimensionality increases, nearest neighbor search becomes more and more difficult
to perform quickly. The performances of all the known spatial indices degrade to that
of linear scan (and even worse due to large overheads) for higher dimensions. This is
commonly known as the Dimensionality Curse. As dimensionality increases, the space
becomes more and more sparse, if its extent along each dimension is kept constant. To
maintain the same density of points, the number of points needs to increase exponentially
with dimension, which is seldom the case with real datasets. In [33], Weber and Blott
show that the expected NN distance in a uniformly distributed set of points increases
steadily with dimensionality, to even much larger than the extent of the space along any
dimension. This implies that, for any spatial index using bounding regions, on average,
all blocks (and all points) will have to be visited, after a certain dimensionality. In fact, in
[4], Beyer et al. show that the variance of the point-point distances in a dataset* converges
to zero as dimensionality increases: “nearest neighbor” starts becoming meaningless.
Real data, however, usually has some correlation and clustering. This is what good
spatial indices try to exploit. Often, there is a smaller underlying dimensionality. There
have been efforts to extract this smaller dimensionality and exploit it [7]. It has, however,
been seen that, after a point, it is simplest and cheapest to just used an optimized linear

scan rather than a complex spatial index.

4Under certain conditions, this may not be exactly true: refer [4].
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2.5 Summary

2.5 Summary

This chapter presented an overview of the analog design-space macromodeling approach
from [24], and showed the motivation for the application of high-dimensional nearest
neighbor search to it. A number of relevant spatial indexing schemes and search algorithms
from the existing literature were presented. In the next chapter a new spatial indexing

and searching strategy will be discussed.
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Chapter 3

Implicit Boolean Indexed Search

This chapter describes the new spatial indexing and searching scheme proposed in this
thesis: Implicit Boolean Indezxed Search or IBIS. First a brief overview of the Ordered
Binary Decision Diagram is presented, and then the structure and searching algorithm

for IBIS will be discussed.

3.1 Ordered Binary Decision Diagrams

Ordered Binary Decision Diagrams (OBDDs) are canonical representations for logical
functions presented in [5] by Bryant. It is a directed acyclic graph, rooted at a node
(Figure 3.1). Each non-terminal vertex v is labeled by a Boolean variable var(v) and
has arcs directed towards 2 children: [o(v) (dashed) for a 0 assigned to var(v), and hi(v)
(solid) for a 1 assignment. There are 2 terminal vertices: 0 and 1. A path from root
to node can have at most one occurance of each of the Boolean variables. Each such
path represents a truth assignment for the variables along the path. Any variables not
appearing in the path have a “don’t care” assignment. Thus, each path represents a
product of the variable and the terminal node at the end of the path is the value (0 or 1)

returned by the Boolean function for that truth assignment.
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3.2 Structure

ab + ac

Figure 3.1: Ordered Binary Decision Diagram - good and bad orderings

The OBDD is ordered because there is a fixed order in which the variables can appear
along any path in the graph. Also, a number of redundant paths and vertices are removed
to maximally reduce the graph!. The size of the reduced graph is often largely dependant
on the ordering of the variables (Figure 3.1).

In this thesis the acronym BDD will be used for the OBDD.

3.2 Structure

There are certain properties that the new structure was to have:
m Simple: The structure needs to be simple, so as to keep the overhead low.

= Bounding regions: Bounding regions clump data points together and allow prun-
ing of clusters of points without even calculating the distances to the points them-

selves.

m Radial search: The idea is to start searching from the query point outwards, so

as to find the nearest neighbors as quickly as possible.

1This is done by removing duplicate terminal and non-terminal nodes and redundant tests: refer [5]
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3.2 Structure
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Figure 3.2: IBIS Structure

m Tractable resource requirement: The memory overhead of the structure and

the search should be kept low, since the target is a main memory application.
Three different data structures make up the complete indexing system:

1. Grid: A grid (Figure 3.2(a)) is imposed on the space with 2 divisions per dimension.
The grid is encoded, just as in the VA-file, with a binary code. In this case it is
the Gray code. The grid is a simple structure and allows the clumping of data for

pruning.

2. Hash Table: A hash table is used to store the binary codes of the grid cells which
are occupied by at least one point, and also the corresponding occupant points

(Figure 3.2(b)).

3. Ordered Binary Decision Diagram (BDD): The novelty of this scheme is that
a BDD is used to represent the occupancy of the grid cells. The boolean variables
are the bits than encode the grid cells. For example, in Figure 3.2(c), z;; is the jth
bit of the ith dimension, where ¢ = 0,1,..., and 7 = 0,1,.... The paths leading to
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3.3 Nearest Neighbor Search

NearestNeighbors(BDD,.., g, k) /* k = number of neighbors */
Q@ + FixedPriorityQueue(k)
Cell + cell nearest to ¢
BDDgpey + Celled()
if(Cell NotEmpty())
foreach(Point in Cell)
dist + Distance(Point, q)
if((Q.Size() < k) OR (dist < @.MaxDist()))
Q.Push(dist, Point)
while NOT (end of grid)
if((Q Size() == k) AND (dneqr < Q-MaxDist()))
return
PointArray + GetNextShellPoints(BDD,.c, BDDgperr)
if(NOT(Point Array == NULL))
foreach(Point in PointArray)
dist « Distance(Point, q)
if((Q.Size() < k) OR (dist < Q.MaxDist()))
Q.Push(dist, Point)
return

Figure 3.3: IBIS Search Algorithm

1 represent the cells that are occupied. This will be referred to as the Occupancy

BDD. The CUDD package [26] was used for implementing BDDs.

With this structure, it is possible to compactly represent occupied blocks in space.

The only thing required now is a search algorithm which can:

e start from the cell of the query point ¢,

e extract cells radially outward,

e calculate the distances from ¢ to the points in these cells and

e stop when going further will not reveal any points closer than the kth nearest found

so far.

The search strategy is described in detail in the next section.
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3.3 Nearest Neighbor Search

GetNextShellPoints(BDDyee;, BDDgper)

PointsArray <+ NULL

BDDgpen + Expand(BDDgpen)

BDD cc_sher < BDDocc-AND(BDDshell)

while((BDD,ycc_spey == 0) AND NOT(end of grid)

AND ((Q.Size() < k) OR (dnext < ().MaxDist())))

BDDgspen < Expand(BDDgpenr)
B-DDocc_shell — B-DDocc-AND(BDDshell)

PointArray + GetPointsInBDD(BDDycc_sheil)

Figure 3.4: IBIS Function to retrieve points from the next occupied shell
3.3 Nearest Neighbor Search

The search algorithm is shown in Figures 3.3 and 3.4. It starts from the cell containing
the query point ¢ (or the nearest to ¢, if ¢ is outside the grid) and extracts any points in
the cell. It maintains a heap-based priority queue [31] @ of fixed maximum size equal to
the number of neighbors. This priority queue holds the nearest neighbor candidate points
at any time and stores the kth smallest distance seen thus far (the distance of the last
element in the queue from ¢). The algorithm expands a shell outwards from this query
cel. BDD,,.. is the occupancy BDD for the dataset and BD Dy, represents the shell
for the present iteration (without any occupancy information). A logical AND of these
two BDDs results in BD D, spenn Wwhich represents the occupied cells in the shell at any
iteration (Figure 3.5). It uses the hash table to extract the points in the shell and pushes
them into the priority queue. A point is pushed into the queue only if either k£ points have
not been visited yet, or if it is closer to ¢ than the farthest point in the queue (which is
also the kth nearest point seen thus far). At each step, the algorithm expands outwards
to the next hyper-cuboidal shell, which is occupied. d,c;; stores the minimum distance
to the next shell, at any stage. The update of d,.,; has not been shown for simplicity,
without loss of any relevant information about the main ideas in the search algorithm.
The search stops when d,,¢,; is larger than the farthest point in the queue: the nearest
possible point in the next expansion step is farther than the kth nearest neighbor seen

(Figure 3.5(c)).
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3.4 Qualitative Analysis

BDDOCC she!l = BDDOCC. BDDSheIl

0| . | ’ 10 // // // /
" - " %// / 1 /// dnext
01 - . 01 R ’./ 01 \
00 | 0 // % 00 %/// /\ .

Ow 11 10 00 10 00 01 11 10
D: query point Dm: kth neighbot

(a) Start (b) Expand (c) Stop

Figure 3.5: IBIS Search
3.4 Qualitative Analysis

The IBIS scheme has some obvious advantages:

e Simple encoding structure consisting of a grid and a hash table is inexpensive to

build, in terms of time and memory requirements.

e Search algorithms starts from the query cell and searches outward. This helps find

the nearest neighbors early.

e The simple pruning scheme allows the algorithm to avoid looking at points that are

too far out
However, certain disadvantages can also be seen:

e The search wavefront expands as a hyper-cuboidal shell. The optimum is a hyper-
sphere. Thus, the algorithm is forced to visit a number of cells that are actually
outside the present search radius (distance to the Kth nearest neighbor yet), but

intersect the corners of the hyper-cuboid.

e The BDD operations requires during the searching might have a large overhead.
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3.5 Summary

To address these concerns properly, the IBIS approach needs to be compared against

other indexing schemes, and also with linear scan.

3.5 Summary

The Implicit Boolean Indexed Search scheme was explained in detail in this chapter.
The spatial indexing scheme and the searching and pruning algorithm was presented. A
number of concerns (pros and cons) about the performance of the scheme were discussed
in the precious section. The next chapter presents performance results for the IBIS scheme

and compares it with other NNS algorithms.
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Chapter 4

Results

This chapter presents the performance results of IBIS and compares them with three

other, more classical, spatial indexing methods.

4.1 Experimental Setup

The following indexing methods were compared.
m IBIS
= Quadtree with the HS algorithm
m Optimized Linear Scan

m SR-tree

The first three were completely implemented, while the SR-tree library from the au-
thors of [21] was used for the fourth [3]. All 4 programs were implemented in C++.
The platform for evaluation was a 933 MHz Pentium III with 256 MB of RAM. The
quadtree is a space partitioning-based approach, while the SR-tree is the most compet-
itive data partitioning-based index. The linear scan sets the performance standard for

other indexing methods.
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4.1 Experimental Setup
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Figure 4.1: Examples of 2-dimensional synthetis data

The indexes were run on both real and synthetic benchmark datasets:
m Real

1. Simulation data for an RF Low Noise Amplifier (LNA) (Figure 4.2")

2. Simulation data from a synthesis run of a large amplifier (Figure 4.3)
m Synthetic

1. Uniformly distributed across the space. An example in 2 dimensions is shown

in Figure 4.1(a).

2. Clustered data: The cluster centers, the cluster spread along each dimension
and the data within each cluster are all uniformly distributed. There is a
parameter for the upper limit to the spread of any cluster along any dimension.

An example in 2 dimensions is shown in Figure 4.1(b).

'Referred from [24].
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4.1 Experimental Setup

Lg

Figure 4.2: RF Low Noise Amplifier with 5 input design parameters and 9 output perfor-
mance values

Figure 4.3: Amplifier with 27 input design parameters and 12 output performance values
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4.2 Performance Results

4.2 Performance Results

4.2.1 IBIS

Figure 4.4 shows the number of nodes in the occupancy BDD with varying dimensionality,
dataset size and number of bits used per dimension for the grid. A synthetic 20 cluster

dataset is used.

10° -

Number of Nodes
.
1S)
.
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\
\

Number of Nodes
=
S,
\

,_.
5]
-

2%

10°F

L L L L L I L I L L L
2 4 6 8 10 12 14 16 5 10 15 20 25 30 35 40
Number of Points x 10" Number of Dimensions

(a) Number of nodes with varying dataset size (b) Number of nodes with varying dimension-
(15 dimensions) ality (50000 points)

Figure 4.4: IBIS BDD size

In Figure 4.4(a) we can see that as the number of points increases, the more cells start
getting occupied, resulting in more minterms in the occupancy logic function. Thus, the
BDD size increases initially. This is specially obvious for 3 bits per dimension, when the
number of cells in the grid is large (2%°). After a stage, as the number of minterms further
goes up with more and more cells getting occupied, the cover of the function becomes
simpler and the size of the BDD starts decreasing?. There is at least an order of magnitude

increase in the number of nodes with increase in the number of bits per dimension.

2This is not seen for 3 bits per dimension, since many more points are needed to fill up a sufficient
number of cells.
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4.3 Performance Comparison
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Figure 4.5: Search performance with varying dimensionality

As the number of dimensions is increased (Figure 4.4(b)), the number of nodes in the
occupancy BDD increases almost exponentially. In fact, after a sufficiently large number

of dimensions, it does become exponential (see the curve for 1 bit per dimension).

4.3 Performance Comparison

Figures 4.5 and 4.6 compare the nearest neighbor search times for the 4 indexing methods.
All the queries are for 20 nearest neighbors, averaged over 5 randomly generated datasets
and several queries per dataset. We can see that, though linear scan is unbeatable for uni-
formly distributed data, the SR-tree performs best for the clustered benchmark datasets.
As the clustering increases, the performance of the indexing structures improves (Figure
4.7(b)3).

The IBIS approach is able to overtake linear scan for clustered data once the number

of points is sufficiently high and if more than 1 bit per spatial dimension (2 in Figure 4.6)

3The maximum spread used is N —5 where N is the number of clusters.
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4.3 Performance Comparison
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4.4 Analysis

LNA inputs | LNA outputs | Amplifier
Dimensions 5 9 27
Number of points 4157 4157 36803
Performance (time in ms)
Linear Scan 2 3 30
IBIS (1 bit) 1 2.5 20.5
IBIS (2 bit) 2.5 3.5 119.5
Quadtree 0.5 1 -
SR-tree 1 1 4.5

Table 4.1: Search performance (time in ms) for real datasets (20 neighbors)

is used. Using 1 bit per dimension, forces the algorithm to look at every cell in the grid.
Having more resolution allows for better pruning (Figure 4.7(a)). However, having more
than 2 bits per dimension, increases the BDD overhead too much beyond the gain due to
pruning. At datasets of sizes below 100,000, 1 bit per dimension performs best. This is
because the BDD overhead is very high.

Table 4.1 shows the performance values for the real benchmarks. IBIS performs better
than linear scan. The SR-tree shows the best overall performance. The quadtree is
intractable for the amplifier dataset due to the large dimensionality.

Figures 4.8-4.9 show the time taken to build the spatial indexes. The SR-tree consumes
much more time than any of the other indexes due to large number of floating point

operations. However, this is not of much consequence, since the index needs to be built

only once.

4.4 Analysis

The goal in this experiment was to see if BDDs can be used to capture spatial information
about a dataset in a representation similar to the VA-file, and if spatial nearest neighbor
search can be reduced to a set of Boolean and Euclidian operations. The results are
intriguing, but mixed and provide useful pointers to what problems need to be addressed.

As expected, building the IBIS index is very inexpensive (compare to SR-tree in Fig-
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4.5 Summary
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Figure 4.8: Build times with varying dimensionality

ures 4.8 and 4.9). The pruning strategy does allow the algorithm to avoid points that
are too far out: IBIS overtakes linear scan in Figure 4.6. However, the BDD overhead
is pretty high during the searching, especially for high dimensions, when the number of
nodes becomes large (figure 4.5). Also, hyper-cuboidal wavefront-based pruning does not
prune away unnecessary points as effectively as the pruning in the SR-tree (Figure 4.7(a)),

which is closer to hyper-spherical pruning.

4.5 Summary

This chapter presented performance results for the IBIS scheme and compared it with
linear scan, the quadtree and the SR-tree, for a large number of benchmark datasets:
both synthetic and real. The SR-tree showed the best overall performance due to its
combination of spherical and cuboidal bounding regions. The next chapter identifies

possible improvements in the algorithm and concludes the thesis.
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Chapter 5

Conclusion

Realizing the increasing interest in design-space macromodels of analog circuits, and the
resulting importance of efficient data-mining algorithms, a study of various algorithms
for Nearest Neighbor Search was performed. A new approach to NNS, called Implicit
Boolean Indezxed Search was presented and compared with some of the existing methods.
Design space macromodels of analog circuits can be useful for design exploration at the
system level and for rough synthesis. Existing methods [24] require quick nearest neighbor
search, to perform instance-based regression for prediction of the performance of a circuit
for given design parameters from a large, possibly high-dimensional dataset of previously
simulated samples.

For high dimensionality, the well known Dimensionality Curse overpowers the existing
spatial indexing schemes and causes them to degrade to worse than simple linear scan
performance. This is because, as dimensionality increases, space becomes exponentially
“sparser” and the variance in the point-point distances falls down, making it more and
more difficult to find the nearest neighbor without visiting all the points in the dataset.

From a number of experiments performed over both real datasets of analog circuits
and synthetic datasets, it was seen that the SR-tree [21] has the best overall performance

in the dimensionality and dataset size ranges in context.
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It may be possible to improve the IBIS algorithm with a different implementation of
the BDD package, for example, parametric representation [1], which is known to result in
much smaller BDDs in a number of cases. Better expansion and pruning schemes (e.g.
expanding in iso-Manhattan-distance based hyper-diamonds, instead of hyper-cuboids)

might also drastically improve the performance of IBIS.
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