COMBINING CORRELATION OUTPUTSFOR

ENHANCED DISTORTION-TOLERANT TARGET DETECTION

Dissertation by

RYAN A. KEREKES

Submitted in partial ful llment of the requirements
for the degree of
DOCTOR OF PHILOSOPHY
in

ELECTRICAL AND COMPUTER ENGINEERING

CARNEGIE MELLON UNIVERSITY
Pittsburgh, Pennsylvania

May, 2007



Copyright ¢ 2007 by Ryan Kerekes

All Rights Reserved



ABSTRACT

Most integrated target detection and tracking systems employ state-space models to keep track
of an explicit number of individual targets. In this thesis, we introduce a framework for enhanc-
ing target detection in video by applying probabilistic models to the soft information in correlation
outputs before thresholding. We show how to ef ciently compute arrays of posterior target proba-
bilities for every pixel in the scene conditioned on all current and past frames of a video sequence.
These arrays can then be thresholded in the typical manner to yield more reliable target detections.
Because the framework avoids the formation of explicit tracks, it is well-suited for handling scenes
with unknown numbers of targets at unknown positions. Simulation results on synthesized and
forward-looking infrared (FLIR) video sequences show that our proposed framework can signi -
cantly reduce the false alarm rate of awell-chosen bank of correlation Ite rsinthe presence of large
amounts of uncorrelated noise while requiring only a marginal increase in computation. We nd
that the framework is more adept at rejecting those fal se peaks due to uncorrel ated noise rather than
those due to clutter; consequently, we show that Iters used in the framewor k should be made to

favor clutter rejection over noise tolerance.
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CHAPTER 1

INTRODUCTION

Automatic target recognition (ATR), which refersto the task of locating and/or classifying targetsin
ascene, has become acritical part of many aspects of defense technology, including reconnaissance
systems, avionics, smart weapons, and electronic warfare. While the evolution of computing has
led to great advances in the eld, ATR remains a challenging problem due to v ariations in target
appearances and sensors. The problem may be compounded by the fact that non-cooperative targets
will go to great lengths to avoid being detected.

The eld of ATR encompasses three main tasks. detection (locating al targets of interest in
a scene), recognition (classifying each target), and tracking (connecting locations of a target over
time to determine its path). The lines between detection, recognition, and tracking are becoming
increasingly blurred as integrated approaches to these problems are proposed. Some applications,
such as smart weapon guidance, may require that all three be addressed, while others, such as still-
image reconnaissance, may only need to consider one or two. The classical approach to this set of
problems has been to divide them into stages and solve them independently [40]. While this type
of approach has been successfully applied, recent work (e.g., [10, 11, 67, 68]) has shown that better
results can be obtained by approaching the problemsin a more integrated manner.

In this thesis, we propose a probabilistic framework for an integrated approach to detection,

recognition, and tracking in video sequences using correlation Iters. We refer to our framework as
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Figure 1.1: Schematic of a typical correlation-based detection system showing the role of the MFCF algo-
rithm in enhancing correlation outputs.

multi-frame correlation ltering (MFCF). The use of MFCF isto combine the information from the
original correlation outputs before thresholding to produce enhanced output arrays that will yield
more reliable target detections when thresholded. These detections may be used in the same manner
as those that would have resulted from the original outputs, i.e., passed to auxiliary recognition
and/or tracking algorithms (if desired). A schematic of a correlation-based detector-tracker using
MFCF isshown in Fig. 1.1. Because many correlation Iter designs offer us er-controlled distortion
tolerance and discrimination capability, they provide the MFCF framework with atrade-off between
recognition and detection.

The MFCF framework differs in purpose and methodology from other integrated tracking ap-
proaches in three main ways: (1) it does not use state-space models to keep track of individua
targets but instead treats each pixel as a random variable on target presence, making it capable of
handling any number of targets in the scene; (2) it is not designed to produce explicit target tracks
but rather to suppress false detections that might later confuse the formation of those tracks; (3) it
uses a much simpler motion model than most tracking methods, which trades off some precision

in exchange for an ef cient convolution-based computational structure . MFCF ts easily into ex-



isting correlation-based detection systems and can be considered as an optiona tool for improving
performance in such systems. In addition to presenting the underlying theory and algorithm, we
demonstrate performance characteristics of MFCF and offer insights into the types of scenariosin

which it ismost likely to be useful.

1.1 GOALS

The main goals of thisthesis are asfollows:

1. To present the underlying theory and resulting algorithm for our MFCF framework.

2. To demonstrate the use of MFCF in various scenarios and examine its effect on the perfor-

mance of agiven set of correlation lters.

3. To provide a theoretical and empirical comparison of popular composite correlation lter
designs, for its own sake and in order that we might demonstrate the performance of MFCF

in conjunction with awell-chosen lter.

1.2 ORGANIZATION

Thisthesisis organized as follows. Chapter 2 provides background on correlation Itering prin-
ciples and a theoretical comparison of several Iter designs, including the motivation behind each
design and the corresponding design equations. Therein we also provide a high-level computational
comparison of the Iter designs. Chapter 3 provides background on integ rated detection/tracking
approaches and explainsin detail the underlying theory of our proposed approach. We supplement
the theory with a summary of the resulting algorithm. The larger proofs in the theory are moved to
the Appendices.

Chapter 4 describes the datasets used in our experiments, including forward-looking infrared
(FLIR) video segquences and synthetically generated visible-spectrum video imagery. Therein we

describe our setup for acquiring and preprocessing rotational imagery of scale-model targets and



our method for generating video sequences using this acquired imagery. We include some theory
from the eld of computer vision.

Chapters 5 and 6 provide experimental results and analysis. Chapter 5 provides empirical com-
parisons of the Iter designs described in Chapter 2. We rst show perf ormance curves for each
Iter design as afunction of various design parameters, which we useto op timize each Iter. Then,
in order to determine the best Iter design to use in MFCF, we compare the optimize d Iters based
on separation metrics between unseen true- and false-class test images. Chapter 6 provides results
from applying the MFCF to various FLIR and synthetic video sequences, using the best Iter as
determined from the experimentsin Chapter 5. We use four different sequencesto illustrate various
properties of MFCF. The thesis concludes in Chapter 7 with a summary of the main ndings and

contributions of our work and some possible directions for future research.



CHAPTER 2

DISTORTION-TOLERANT CORRELATION FILTERS

The eld of correlation lter-based pattern recognition has been resear ched extensively and success-
fully applied in various applications [43, 49, 56, 58, 63]. This success is largely due to attractive
properties such as shift invariance, graceful degradation, and closed-form solutions. The simplest
correlation Iter (CF) isthe matched Iter, inwhich the Iter templateismatchedtoasin gletraining
image. It iswell known that the matched Iter is optimal for detection of aknown o bject in additive
white noise; however, the use of matched Iters is not attractive for automatic target recognition
(ATR) since the number of matched Iters needed is very large when large ta rget distortions are to
be handled.

In contrast to matched Iters, composite CF designs (e.g., [4, 20, 29, 30, 3 2, 37, 39, 48, 59])
alow the use of multiple training images and can produce a template that tolerates different types
of noise and distortion. Many such designs also optimize performance criteria such as peak sharp-
ness, output similarity, and low output noise variance [29]. Thus, when using CFs for a detec-
tion/recognition task in the presence of distortions, we will likely need fewer composite CFs than
matched Iters. Unfortunately, because so many composite Iter designs hav e been proposed in the
literature, it is often unclear which one(s) to choose in solving a particular problem.

In this chapter, we provide a theoretical comparison of many composite Iter d esigns. Some

Iter properties included in our comparison are lter form (e.g., linear), op timization criteria, and



design constraints; these properties are discussed in Secs. 2.4-2.6. We aso provide in Sec. 2.7 a
computational comparison of the Iters, including both design and use stages . While we do attempt
to justify the approach of each Iter design and provide the nal solution, w e do not provide Iter

derivations; readers interested in these details should refer to the literature. We supplement our
theoretical comparison with empirical comparisons in Chapter 5, where we employ several metrics

to evaluate the performance of each Iter design on a common database.

2.1 SUMMARY OF INCLUDED DESIGNS

The Iter designs considered in this chapter may be divided into severa cla sses. We refer to the
rst classas constrained linear CFs, whichincludessuchdesignsas OTSDF[39], MACE[29], and
MINACE [37] Iters. Designsin this class have the property that the design er speci es (constrains)
the correlation output value for every training image. This property is commonly used to achieve a
distortion-tolerant Iter by specifying a constant output value over arep resentative set of distorted
training images. We describe several constrained linear CF designs in Section 2.3. Removing these
hard constraints enlarges the Iter solution space and leads to another clas sof lter designsthat are
commonly referred to as unconstrained linear Iters. This classincludes such designs as MACH
[30], EMACH [4], and UOTSDF [64] Iters. We describe these designs in Section 2.4.

Several linear Iter designs have been proposed which have fewer de grees of freedom than the
number of constraints. We refer to such designs as over-constrained linear Iters. Some of these
designs, such as eigen- Iters [47], have a nite number of constraints, while others, such as the
optimal trade-off circular harmonic function (OTCHF) lter [66], have an in nite number. All such
designs constrain the lter to liein asmaller subspace than that spanned by the training data. While
this type of approach might seem counterintuitive in light of the motivations for unconstrained lter
designs (e.g., enlarged solution spaces), it has been shown to improve Ite r generalization [48, 61],
which can lead to better performance on unseen data. Becausethese Iter design problems are over-

constrained, the actual response of the Iter to each training image will likely b e different than the



speci ed response; thus, Iters in this class are designed by minimizing an er ror metric between
the desired and actual responses. We describe several existing over-constrained designs and some
proposed modi cationsin Sec. 2.5.

One of the main advantages of linear correlation Iters is their inherent shift invariance, i.e.,
the convolution operation effectively projects the input pattern vector onto the Iter vector vector
at every shift. For this reason, the input pattern need not be centered beforehand. In general, this
property is not present in non-linear classi ers (e.g, neura network s, SVMs); consequently, if the
center isunknown, the pattern must either undergo preprocessing to locate the center or be presented
to the classi er at all plausible shifts. However, several non-linear cor relation Iter designs have
been proposed that retain the shift invariance property of linear Itersu sing speci ¢ implementation
schemes. Two such classes of designs are quadratic correlation Iters [ 32, 34] and polynomial
correlation lters[2, 28]. We describe speci ¢ designs from thesetwo ¢ lassesin Sec. 2.6.

Often, computational load is an important factor in solving a recognition problem. Depending
on the nature of the design (e.g., constrained or unconstrained), different Iter designs have varying
computational demands, especially in the design stage. We compare this aspect of the different Iter
designsin Sec. 2.7.

Because the main focus of this thesis is multi-frame correlation Itering (MFCF), w e limit our
survey of ltersto those designs whose usage schemes are consistent w ith the multi-frame ltering
architecture. Speci cally, we consider only designs that meet the following two criteria: (1) the
design accepts and uses any number of true-class training images (for genera distortion tolerance),
and (2) the nal output isintended to be asingle correlation array. Many o ther correlation Itering
schemes have been proposed that are well-suited for certain target recognition problems but do
not meet these criteria. Some noteworthy examples include lock-and-tumbler Iters proposed by
Schils and Sweeney [44, 45], which look for points of constancy among multiple outputs rather than
maximum height, and linear phase coef cient composite Iters (LPCCFs) pro posed by Hassebrook
et a. [19], which select only those training images that yield a near-Toeplitz inner-product matrix

in order to achieve rotation invariance. We admit that our survey may exclude one or more |Iter



designs in the literature that meet the above criteria; however, we believe that we have included
those Itersthat have received signi cant attention from the ATR community in  recent years.

Among the other omitted designs are the distance classi er correlation Iter (DC CF) [65] and
its non-linear extension, the polynomial DCCF (PDCCF) [3]. These designs have been shown
to work well for synthetic aperture radar (SAR) target recognition when the input images are of
single targets [51]. The DCCF and PDCCF designs transform the input images such that the target
classes are maximally compact and separated with respect to a particular distance metric. While full
correlations are are carried out over the entire image, these correlation values are optimized for use
in computing a single distance value rather than for array thresholding. Thus, the DCCF scheme
would be more appropriate as a post-detection target recognition stage rather than as an input to the
multi-frame architecture.

Also of interest are the class of Iters (Goudail and R efregier [18], Seong and Choi [46]) that
assume that the target and background are non-overlapping regions of noise with different statistics.
These designs represent a very different approach to target detection, as they do not make use of
exemplary training images but instead assume a known target silhouette. In addition, the statistics
of therandom gray levelsin the target and background regions are assumed to be known. Whilethis
approach may have value in many pattern recognition applications, it does not use the same type of

training images as the other Iter designs; therefore, we do not consider it in our comparison.

2.2 REVIEW OF CORRELATION FILTER BASICS

Correlation Itering may be divided into two stages. the design (synthesis) sta ge and the use
stage. It is important to distinguish between these two stages. The design stage of a CF is often
computationally expensive; however, each Iter need only be synthesize d once, and using the Iter
thereafter can be done ef ciently in the frequency domain.

Linear Iters are typically used in the following manner. Let X denote the vectorized version

of the 2-D image x [m; n] in the space domain, formed by lexicographically ordering the elements



of the image. In the same way, let h denote the vectorized version of the Iter impulse response
h [m; n]. The correlation value at the origin is equal to the dot product hTx. The correlation output
c[m; n] at every shift may be computed by correlating the image with the Iter:
XX
c(m;n) = x[i;j]h[i m;j  n]: (21)
i ]

However, this output array is more ef ciently computed in the frequency do main. If welet X [k; 1]
and H [k; I] denotethe 2-D discrete Fourier transforms (DFTs) of x [m; n] and h [m; n], respectively,
then ¢ [m; n] can be expressed as the inverse 2-D DFT of the frequency domain conjugate product
asfollows:

c[mn]=F X[k 1]H [k;l]g (2.2)

This array is sometimes referred to as the correlation plane, aterm which o riginated in the eld
of optical Itering. Some non-linear Iter designs (e.g., quadratic Iters) co mpute the correlation
output using adifferent schemethan Eq. (2.2); nevertheless, the resulting array istreated in the same
way regardless of how it was computed.

Once the output array is computed, each value may be compared to a pre-determined threshold
for detections. In many ATR applications, however, correlation peaks are measured in terms of
sharpness, i.e., relative height compared to surrounding values [49]. This type of metric is useful
for at least two reasons: (1) it achieves invariance to local and global variations in image bright-
ness (especialy for Iters with a non-zero DC component), and (2) many Iter designs attempt to
maximize some measure of peak sharpness by controlling more than one value in the output. A
commonly used sharpness metric is the peak-to-sidelobe ratio (PSR) [42], de ned by the following
equation:

peak

PSR, (2.3)

where and arethe mean and the standard deviation, respectively, of the correlation valuesinside
a small window surrounding the peak. A small area around the peak may be excluded from the

window to avoid contributions from broad correlation peaks.



It should be noted that PSR istypically de ned asthe absolute value of the given expression, so
that all resulting PSR values would be positive. When PSR is used to measure a correlation value
whose height is well above the surrounding values (i.e., a true correlation peak ), the presence
or absence of the absolute value operation makes no difference. In this work, however, we often
measure PSR at locations where the correlation value may not be a peak . Using our de nition,
PSR values may be positive or negative; thus, a positive PSR value indicates that the correlation
value is above the mean of the surrounding values, while a negative value indicates that it is below
the mean.

We typically use the PSR metric in scenarios where targets are large enough and show enough
detail to be distinguished by shape rather than by absolute brightness. The resulting PSR values
represent a kind of normalized target likelihood metric. For example, avaue of 4 indicates that the
peak is 4 standard deviations above the mean of the surrounding values, which is highly unlikely to
be arandom uctuation, whereas a value of 2 or less suggests that the pe ak is likely to have been
caused by noise or clutter rather than atarget. Thus, PSR values, like normalized correlation values,
can be consistently translated into statements of target likelihood, allowing them to serve as a useful
component in a probabilistic framework. While we use only the peak height and PSR metrics in
this paper, other metrics may be useful for detecting correlation peaks. For example, the peak-to-
correlation-energy (PCE) ratio [62], which measures the height of the peak relative to the energy in
the entire correlation output, may be appropriate for applications in which it can be assumed that
there is at most one target in the scene (e.g., face recognition).

PSR can be ef ciently computed at every point in the correlation output using two convolutions
(or four FFTs). This procedure is described here. Let g (xX) and w (X) denote, respectively, the
correlation output and a user-de ned PSR window function, where x 2 G , fl.::Lg Tf1::Mg,
i.e., X takes discrete values on a 2-D grid of size L M pixels. The window function w should
be centered about the origin, and it should take the value 1=Nyy inside the window of interest W
and zero elsewhere, where Ny is the number of (non-zero) pixels in the window. Then we can

compute the mean  (X) of the values in the surrounding window of every point x in the output
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viaasimple convol ution:

X

W) = le )

y2W

><
= gy)wx y) (2.4)
y2G

From Eq. (2.4) we de nethefunction Fean [ ; ] that takes asinput two arrays (a correlation output

and awindow function) and outputs an array of local means as follows:

Fmean [0;W] , 0 W, (2.9)

where the operator  denotes a 2-D discrete convolution.
Similarly, the standard deviations can be computed by convolving instead with the square of the

correlation output:

2 31
1 X -
wX) = 4@ Oy) wI®
y2W
2 3%
_ 41 < 1 X, 1 X 5
= Nw g (Y)"‘m w (X) Ny 20(y) w(Xx)
y2W y2W y2W
20 1 3o
>< 2 2
= 4@ gy)wx WA  {H XS (2.6)
y2G

From Eq. (2.6) we de ne another function Fgq [ ; ] that takesthe sameinputs as Frnean and outputs

an array of standard deviation values:

1=2
Faa[0;W] - 02 W Fleanloiw] (2.7)

From thetwo functionsin Egs. Eq. (2.5) and Eq. (2.7) wede neaPSR fun ction Fpsr [ ; ] according
tothedenitionin Eq. (2.3) asfollows:

g  Fmean[0;W],
Fsta [0; W]

Fpsr[0;W] (2.8)

The PSR metric may not work well for detecting small, low-detail targets due to the broad peaks

that such targets typically produce. Therefore, depending upon the nature of the target signatures to
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be detected by a particular Iter, we may not choose to apply Fpgsr to al correation outputs. We
therefore de ne, after making this choice, a general function by which e ach correlation output is

processed as follows:

8
EFPSR [g;w] if using PSR valuesfor current Iter

Fuser [9;W] , = (2.9)
-g if using correlation values for current Iter :

We utilize the above notation when we describe our multi-frame correlation Iterin g algorithm in

Chap. 3; however, we use the PSR metric in all our experimentsin thisthesis.

2.3 CONSTRAINED LINEAR FILTERS

Many correlation Iter designs require that the Iter designer specify the o utput of the Iter
for each training image provided. For N training images, this results in N constraints, which is
typically much less than the number of free parameters d (the dimensionality of the lter). For this
reason, many of these designs optimize some lter performance criterion while satisfying the N
constraints. We refer to this class of designs as constrained linear cor relation Iters. The general

form of aconstrained linear Iter his

h=T X XTT X ‘u; (2.10)

where X is a matrix whose N columns are the N vectorized frequency-domain training images,
T isadiagonal preprocessor matrix (explained below), and uisan N 1 vector of the speci ed
correlation output values for each training image.

Special cases of the preprocessor T result in well-known Iter designs. These cases are listed
in Table 2.1, where C and D; are diagonal matrices containing the power spectral density (PSD)
of the noise and the power spectrum of the i-th training image, respectively, and D = % P'i\'zl Dj
contains the average training power spectrum. The optimal trade-off synthetic discriminant function
(OTSDF) lIter includes a trade-off parameter  that allows the user to emphasize low output noise

variance (ONV) ( closer to 1) or low average correlation energy (ACE) ( closer to 0). Setting
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| Filter design | Vdueof T

ECPSDF (Hester and Casasent [20]) T=

MV SDF (Vijaya Kumar [59]) T=C

MACE (Mahalanobis et al. [29]) T=D

OTSDF (Refregier [39]) T=C+ 1 _2D _
MINACE (Ravichandran and Casasent [37]) | T=max C:' 1  2D;::::; 1 2Dy

Table 2.1: Constrained linear Iter designs and correspond ing values of T.

= 1 yields the minimum variance synthetic discriminant function (MVSDF) lter, which has
minimum ONV but usually exhibits broad correlation peaks; in contrast, setting = 0 yields the
minimum average correlation energy (MACE) lter, which has minimum ACE and produces sharp
peaks on the training images but is highly sensitive to noise and distortion. The equal correlation
peak synthetic discriminant function (ECP-SDF) Iter, the predecessor to the other Iter designs, is
aspecia case of the MV SDF Iter when white noiseisassumed (i.e., C = 1).

The minimumnoise and correlation energy (MINACE) Iter achievesan alternative compromise
between these two extremes by using an envelope equal to the maximum of the noise and training
image power spectra at each frequency. It should be noted that the trade-off parameter  appearing
in the MINACE formulation in Table 2.1 is not part of the traditional MINACE Iter design as
reported in [37]; rather, the value of C is varied directly, since the input noise level is typicaly
unknown. This difference is merely semantic; in practice, the same effect is achieved by varying
gither C or . In both the OTSDF and the MINACE designs, because both the input noise level
and the trade-off can be effected by scaling C relative to D, a single parameter  simultaneously

accomplishes both of these goals.

2.4 UNCONSTRAINED LINEAR FILTERS

Because the outputs of constrained CFs on non-training images are amost always different
than those on training images, the value of enforcing hard constraints on training images in lter

design has been questioned [30]. Relaxing or removing such constraints might lead to a larger
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Iter solution space. Also, the matrix inversion in the constrained design may be ill-conditioned
when highly similar training images are included. For these reasons, several unconstrained linear
Iter designs have been proposed. These designs maximize some measure o f the average output on
true-class training images while minimizing other criteria such as ONV and ACE.

The maximum average correlation height (MACH) Iter [30] is one such des ign that achieves
distortion tolerance by maximizing the similarity of the shapes of true-class correlation outputs over
the training images. This maximization is realized by minimizing a dissimilarity metric known as
the average similarity measure (ASM). Thisdesign also attempts to simultaneously maximize the
average correlation-peak height (ACH) of the true-class training images and minimize the ACE of
the false-class images. The unconstrained OTSDF (UOTSDF) Iter [64] is asimilar design that
minimizes a trade-off between true-class ACE and ONV (as in the OTSDF design). These lters
rely heavily on the average training image m (see the Iter equations below), which may resemble
clutter more than atarget and lead to poor clutter rejection capability.

The extended MACH (EMACH) Iter design [4] addresses the above clutte r rejection problem
by reducing the dependence on the average training image m. A tunable parameter  (in Eq.
(2.12) below) is used to control this reduction. Two new metrics are used in the design: (1) the
al-image correlation height (AICH), which takes into account the Iter outpu t on m aswell ason
individual training images, and (2) amodi ed average similarity measure (MAS M), which measures
the average dissimilarity to the optimal output shape. This optimal shape takes into account the
reduced dependence on m realized by the new AICH metric. The EMACH design also includes
an ONV criterion to help maintain noise tolerance. A trade-off parameter  is used to control the
relative importance of the ONV and MASM criteria, where higher valuesof ~ correspond to greater
emphasis on ONV and vice versa.

Let xj, i = 1;:::; Ny, and yj, i = 1;:::; Ny, denote the vectorized frequency-domain true-
class and false-class training images, respectively. Also, let Dy and Dy denote diagonal matrices

containing the average power spectra of the true and false classes, and let C denote the noise PSD
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matrix as de ned asin Sec. 2.3. If we de ne the following matrices:

1 K
S = o D4 @ OMIXi @ )M (2.11)
X =1
D 4
Cy = Ni i my(xi m)'; (2.12)

where X;j, Y, and M are diagona matrices containing vectors X;, yi, and m, respectively, along
their diagonals, then the UOTSDF, MACH, and EMACH Iter solutions are giv en by the equations
in Table 2.2.

It isinteresting to note that the EMACH and UOTSDF Iter designs do not make u se of false-
class training images (i.e., requiring the Iter to produce a small output value fo r these images), in
contrast to the MACH Iter design, which utilizes the average power spectru m of the false-classin
the optimization criteria. Other versions of the MACH Iter have been reported (e.g., [4, 30]) that
do not make use of false-class images but include other criteria such as ONV. Alkanhal et al. [4]
compared the performance of EMACH Itersto MACH Iters of thislatter type, i.e ., no fase-class
imageswere used in either design. Using thistype of MACH Iter design, they s uch showed that, for
well-chosen valuesof , EMACH Itersexhibited signi cantly better recognition performance than
MACH lIters on a database of synthesized synthetic aperture radar (SAR ) imagery. This imagery
was synthesized using radar prediction software called Xpatch [1], which simulates SAR images of
targets at speci ed view angles based on CAD models. To our knowledge, no such comparison has
been reported in the literature that employs false-classimagesin MACH Iter tra ining.

If we approximate the covariance matrix Cx by only its dominant eigenvectors and eigenvalues
to yield a new matrix €, the resulting Iter solution (given in Table 2.2) is referred to as the
eigen-extended MACH (EEMACH) lIter [61]. The motivation behind the EEM ACH design is that
using only a few eigenvectors to approximate Cx will cause the resulting Iter to be less speci ¢
to the training images, thus having better generalization and distortion tolerance. Vijaya Kumar
and Alkanhal [61] showed that an EEMACH Iter using only a single-eigen vector approximation

outperformed MACH (with no false-classtraining) and EMACH Itersfor tar get recognition on the
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| Filter design | Filterh

UOTSDF (Vijaya Kumar et a. | (Dy) 'm

[64]) .
MACH (Mahalanobis et al. [30]) Dy + P1 259 m

_ 1
EMACH (Alkanhal et al. [4]) dominant eigenvector of 1 + p1 2Sy  Cx

EEMACH (Vijaya Kumar and | dominant eigenvector of 1+PT 25, &,
Alkanhal [61])

Table 2.2: Unconstrained linear Iter designs. Note that th e EMACH and EEMACH Iters differ only in the
matrices C,, and CX; aso, S% comes from substituting = 0in Eq. (2.11).

MSTAR [41] SAR image database. This somewhat surprising result suggests that using eigen-based
approximations may be advantageousin other lter designs; thistopic isfurthe r explored in Section

252

2.5 OVER-CONSTRAINED LINEAR FILTERS

In constrained composite Iter design problems, the number of hard constra ints (i.e., the number
of input images) istypically much less than the number of free parameters (i.e., the number of pixels
in the Iter). It has been hypothesized, however, that constraining the Iter to lie in a subspace of
the span of the training images will decrease the speci city of the Iter to thetrain ing set and may
lead to better generalization and performance [47, 61]. In this case, the number of free parameters
of the Iter will be equal to the dimensionality of the subspace. If we then spec ify a peak constraint
for each training image, the number of constraints may exceed the number of free parameters, and
the resulting Iter design, which we refer to as over-constrained , solv es for the lter that best

approximates these constraints. We discuss several interesting cases of thisclass of Iter designs.

251 Continuous-response lters

There exist certain types of distortions, including in-plane rotation and scale, for which sub-
spaces of the training images can be represented algebraically by harmonic functions. In the case

of in-plane rotation, these are the circular harmonic functions (CHFs), whereas for scale they are
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the Méllin radial harmonic functions (MRHFs). These harmonic representations have led to several
Iter designs [38, 52] that achieve tolerance or invariance to the corres ponding distortion type.

We describe two recent designs. optimal trade-off circular harmonic function (OTCHF) |-
ters [66], and minimum average correlation energy Mellin radial harmonic (MACE-MRH) Iters
[22]. We refer to these designs as continuous-response Iters. Th e motivation behind these lters
was actually not subspace design but rather the ability to include multiple harmonics in rotation-
and scale-tolerant Iters. Because these designs only consider speci ¢ distortion types, we do not
include them in our main empirical comparisonsin Chap. 5; however, we do compare them empiri-

cally to another over-constrained Iter design, asexplained in Sec. 2.5.1.2 below.

2511 OTCHF Filters

The optimal trade-off circular harmonic function (OTCHF) Iter design [66 ] allows the user
to specify a continuum of peak constraints for al in-plane rotated versions of a training image.
Speci cally, the user provides a response function de ned ontheinterv a [0;2 ), where each value
in the domain corresponds to the angle of in-plane rotation and each value in the range corresponds
to the desired correlation peak on the training image at that angle. A typical response function
is equal to one over some angular interval and zero everywhere else, which results in a rotation-
tolerant Iter with respect to the corresponding interval. The OTCHF Iter d esign approximatesthis
response function while minimizing the ACE criterion. It can be shown that this ACE minimization
is equivalent to pre-whitening the training image according to its average power spectrum across al
rotations. Asthe OTCHF Iter methodology is similar to that of the MACE-MRH Iter d esign, we
omit the solution here and refer the reader to [66].

Because rotation is handled implicitly in the design, only a single training image is needed.
Approximation of the peak constraints is shown to be equivalent to an FIR Ite r design problem, in
which a niteset of Iter coef cientsis determined to approximate adesired fr  equency response. If
we let N denote the number of coef cients used in the approximation, then the resulting rotation-

tolerant Iter is shown to be alinear combination of the rst N circular harmonic functions of the
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training image.

Hilai and Rubinstein [21] showed that if we form the set of all in-plane rotated versions of a
particular image (an in nite set), then the Karhunen-Loeve decomposition of this set will yield the
circular harmonic functions of the image. This result implies that if we were to form atraining set
by generating many rotated versions of a pre-whitened training image, we would be able to approx-
imate the OTCHF Iter via eigen-decomposition of this training set. Therefore, w e hypothesize
that the OTCHF design can be replaced by a more general over-constrained design that accepts any

representative set of training images.
2512 MACE-MRH Filters

The MACE-MRH Iter design [22] is analogous to the OTCHF design; the main d ifference
is that MACE-MRH lIters provide tolerance to in-plane scale distortion, which, unlike in-plane
rotation, does not have natural periodicity. The MACE-MRH design is based on the Mellin radia

harmonic transform [52], given by the following pair of equations:

X S

F(i) = Fm() ™5
m= 1
ZR

Fn() = LY F(;) 12mlg; (2.13)

ro
where Fr, () isthe m-th Méellin radial harmonic function (MRHF) of the polar-coordinate image
F(; ), and aretheradia andangular coordinates, respectively, and ryo and R are user-sel ected
radial integration limits that satisfy therelationshipInR  Inrp =L 2 Z*.

The lter design operates on a single training image and a user-speci ed co ntinuous scale re-
sponse function ¢ (), the domain of which corresponds to scale factors  of the image. Thus, if
welet F ( ; ) denote the 2-D Fourier transform (FT) of the training image in polar coordinates,
then for aparticular scale factor o, thevaluec ( o) givesthe desired response to the training image

scaledby o, whoseFTisgivenby 1= 3 F( = o; ).
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Let us transform the function ¢ ( ) into anew function ¢ (1) viathe transformation

Lt
2

e(1)=e> c e (2.14)

If wetreat ¢ (1) asthedesired frequency response of an FIR Iter with 2Ng+1 coef cients Cr,, m =

¢(1), then it can be shown [22] that the MRHFs Hy, () of the scale-tolerant correlation Iter are

given by
C Fn()
H =g m m* 2. = Neg ::::Ne; 2.1
m( ) K2 JFITI( )JZd PF( )1 m e ] e ( 5)
0 Pe()

where Fy, ( ) arethe MRHFsof F ( ; ), Pe () isthe average power spectrum of F ( ; ) over
al ,and denotesthe complex conjugate.

If we substitute the solution MRHFsH, () inEq. (2.15) into theinverse MRH transform of Eq.
(2.13), then it can be seen that the Iter H ( ; ) isaweighted combination of Mellin radia basis
functions ';:—8 J2 m 1 Fyrthermore, changing the scale response function would only change
the weights C,; therefore, all MACE-MRH scale-tolerant Iters for this training image lie in the
subspace spanned by this orthogonal basis set. An important advantage resulting from this property
isef ciency of Iter synthesis; speci cally, when anew scale-tolerant  Iter needs to be synthesized
(e.g., with adifferent range of scale tolerance), we simply recompute the weights and sum the Iter
harmonics. Thus, we avoid heavy computations such as eigenvalues or matrix inverses.

Because the MACE-MRH and OTCHF Iter designs are similar in methodology an d form, we
use the argument in Sec. 2.5.1.1 to hypothesize that MACE-MRH lters can be approximated by
decomposing atraining set of many scaled versions of an image into its eigen-images. We test our

hypotheses for both OTCHF and MACE-MRH Itersin Chap. 5.

252 Eigen-lters

The OTCHF and MACE-MRH designs (Sec. 2.5.1) are based on algebraic descriptions of a
particular type of distortion; for example, in-plane rotation can be described as a shift of the angular

coordinates. Thus, parts of the methodology of these designs (e.g., continuous response functions)
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do not readily extend to other types of distortion that lack such mathematical properties. However,
the idea of designing lIters in subspaces is more general and can be applie d to any type of dis-
tortion. Shenoy has claimed [47, 48] that such an approach should lead to Iters with improved
generalization and increased capacity.

In this section, we examine an existing subspace approach and propose several modi cations.
Shenoy [47] has proposed two different subspace approaches; one [47, chap. 4] is designed to
produce one lIter per class (or macro-class), while the other [47, chap . 3] produces pairs of lters
for discriminating between true- and false-class targets. Since the multi-frame Itering algorithm
(Chap. 3) is designed to utilize single lters per class rather than pairs, we f ocus on the former
approach. We rst describe two methods for choosing a subspace; we then show how to design a
Iter in a given subspace. We refer to this design approach as eigen-  lters. We assume that the

dimensionality N of the subspace has been pre-sel ected.

25.2.1 Sandard eigen- Iter subspace

We use the term standard eigen- Iter to refer to a simple subspace appro ach, a version of
which has been proposed by Shenoy [47, chap. 4] (the differences are explained at the end of Sec.
2.5.2.3). Inthisapproach, all training images are rst pre-whitened (in the frequency domain) using
amatrix T selected by the user from thelist in Table 2.1. This matrix is computed using the average
power spectrum over true- and false-classimages as described in Sec. 2.3. Thus, if X isavectorized

freguency-domain image, then the pre-whitened frequency domain image is computed as
y=T ¥x: (2.16)

Let X be amatrix of szed N whose columns are the N vectorized frequency-domain training
images, and let Y = T 12X, the set of pre-whitened training images. Also, let u be a vector of
length N that speci esthe desired lter response to each training image.

We apply the Karhunen-Loeve (K-L) transform [15] to this new dataset to form an orthonormal

basis as follows. We rst compute a matrix V' whose columns are the normalized eigenvectors
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of length N, i = 1:::N, of the inner-product matrix Y 7Y . For each eigenvector ;, we compute
avaluep; = {u. We then compute the matrix E = YV, the columns of which are vectorized
imagese; of lengthd, i = 1:::N ,wheree; =Y ;. Thesevectorse; are actually the unnormalized
eigenvectors of the outer-product matrix YY T (of sized  d), but were computed using the inner-
product matrix YTY (of size N N), which typically requires much less computation since we
usualy havethat N d. We refer to e; as the eigen-images of the pre-whitened training set, since
they are of the same dimensionality as the training images (as opposed to the eigenvectors ; of
length N). Finally, we choose the basis of the Iter design subspace to be the N, eigen-images e;

corresponding to the largest p? values. The purpose of this ordering is explained in Sec. 2.5.2.3.

25.2.2 Discriminant-modi ed eigen- Iter subspace

Because the eigen-images in the above approach are computed from amacro training set of true-
and false- class images, they may fail to capture important differences between the two classes for
discrimination purposes. Thus, we propose to modify the Iter design subsp ace by adding in one
or more discriminative basis vectors. We use the HDGD algorithm proposed by Casasent and Chen
[12] to nd suitable vectors for this purpose. This algorithm nds those eig envectors that provide
good separation of the two class means and have low sensitivity to additive white Gaussian noise
(AWGN).

We apply the HDGD algorithm as follows. First, we partition the pre-whitened training vector
matrix Y (described above) into true- and false-class matrices Y1 ans Yo and compute the mean
vectors ; and , of each of these classes. We then recombine the matrices into a macro-class
matrix Y = [Y1 Y2] and compute the matrix E of vectorized eigen-images e; (as described
above) as well as the eigenvalues ;. If we form a diagonal matrix D whose diagonal entries are
the eigenvalues ;, then we have therelationship D = ETYY TE. We add AWGN to each training
vector in'Y to form anew matrix Y and compute the perturbed eigenvalue matrix D = ETYY TE.
We then compute the amount i =T i by which each eigenvalue changed, where ~;j is the

corresponding entry along the diagonal of D (which may not be a diagonal matrix).
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For each eigen-image ej, we compute a metric

el (1 2)

i+ —

2

Ji = (2.17)

The numerator in this metric is larger for those eigen-images e that are closer in direction to the
difference in the means of the two classes, i.e., those which would result in the greatest separation
between the means if they were projected onto the eigen-image. Also, the denominator is smaller
(and thus the metric is larger) when the change in eigenvalue is smaller, i.e., the eigenvalue is less
sensitive to noise. Because the eigen-images are not normalized but rather are of norm ;, the metric
does not favor eigen-images with smaller eigenvalues (as is suggested by  in the denominator).
We choose as our discriminative vectors the ej corresponding to the largest values of Jj, i.e., those
providing the best combination of class separability and noise robustness. Assuming that Ny of
these vectors will beincluded in the modi ed subspace, we then choose as o ur basis vectorsthe rst
Ne Np vectors from the standard basis above (corresponding to the largest p? values) plus the
NH HDGD discrimination vectors.

Because both the standard vectors and the HDGD vectors are selected from the same orthonor-
mal basis set (but based on different metrics), the resulting modi ed basis will be orthonormal.
There is no guarantee, however, that the HDGD algorithm will select different vectors than those
aready selected for the standard basis under the p? metric. Thus, it is possible for this scheme to
leave the standard basis unmodi ed in those cases where the eigenvalue metr ic has already chosen

vectors with good discrimination and noise robustness.

2.5.2.3 Subspace Iter design

Once the Iter design subspace has been determined, the Iter design proc eeds as follows. Let
thed Ng matrix E denote the subspace basis set, where the columns e; of E are the individua
basis vectors, i.e., the vectorized eigen-images selected via one of the above methods. Because the

Iter is constrained to be in the subspace spanned by e;, it must be alinear combination of these
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vectors:

b 4
h = ajej = Ea (2.18)
i=1

where h is the vectorized lter in the frequency domainand a , [a; a, ::: an.]. Letubea
vector of length N that speci esthe desired Iter response to each training image as above, a nd let
o denote the actual Iter response to each pre-whitened image after synthesis. Then we can write
that

dt=Y'h=Y'Ea (2.19)

We solve for the weight vector apmse that minimizes the mean-square error (MSE) ju uj2 be-

tween the desired and actual Iter responses. The problem may be written a s follows:
ammise = argmin YTEa u' YTEa u : (2.20)

By taking the derivative of the expression in Eq. (2.20) and setting it equal to zero, the solution to

this problem can be shown to be
awvse = ETYYTE 'ETvu (2.22)

Furthermore, as the solution in Eg. (2.21) and the corresponding minimized M SE value depends on
the elgenvectors chosen for the E matrix, it can be shown [47] that choosing those eigenvectors with
the largest pi2 values will result in the minimum M SE for this solution.
Finally, because we assumed thus far that the input images to the Iter have be en pre-whitened
whereas in testing they will not have been, the nal Iter must be cascaded w ith a pre-whitening
Iter, which can be implemented as a single linear Iter by substituting Eg. (2.21) in to Eq. (2.18)

and multiplying by T 172 asfollows:
h=T 2 ETYYTE 'ETvu: (2.22)

Our proposed eigen- Iter method extends from that of Shenoy [47, cha p. 4] in the following
respects. First, our method allows the use of any pre-whitener T, while [47] uses only the MINACE

pre-whitener. Second, [47] assumesthat u isavector of all ones, i.e., only true-classtraining images
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areincluded. We, on the other hand, place no restrictions on u and therefore allow training on both
true- and false-class images. Shenoy [47] proves that the rst eigenv ector chosen by the p? metric
will always correspond to the highest eigenval ue; however, when the restriction on u isrelaxed, this
relationship is no longer true. Third, we allow the substitution of HDGD discriminative vectors,

which may improve the discrimination of the resulting Iter.

2.6 NON-LINEAR CORRELATION FILTERS

A linear correlation Iter output is an array of outputs from a linear discrimina nt applied to
the input image at every shift. While limited in capability by their linear nature, linear CFs have
the important advantage of ef cient frequency-domain computation; howe ver, specia cases of non-
linear discriminant functions have been proposed for which the attractive computational properties
of linear Iters may be retained by specialized implementation schemes. We refer to such systems
as non-linear correlation lters.

In this section we describe two classes of non-linear correlation Iter desig ns. The rst class of
designs, quadratic correlation Iters (QCFs), is characterized by solvin g for aquadratic discriminant
function in d-dimensional space, where d is the number of pixels in the image. This quadratic
discriminant can then be ef ciently implemented as a set of linear Itersviaeigen -decomposition.
In contrast, the second class of designs, polynomial correlation Iters (P CFs), are sets of linear
Iters applied to multi-channel input images, whose outputs are subsequently summed to form a
single output. Both the QCF and PCF designs solve for the set of linear Iters jointly in order to

optimize performance criteria.

2.6.1 Quadraticcorrelation lters

If alinear correlation Iter is said to implement alinear discriminant in a d-dimensional space,
then a quadratic correlation lter (QCF) implements a quadratic discriminant in that space. The

output y of a QCF Q at the origin for vectorized input image X is computed according to the
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following equation:

y =x"Qx; (2.23)

wherethe Iter Q isamatrix of sized d. It isimportant to note that this equation computes only
the correlation value at the origin, i.e., the correlation at zero shift. Ef cien t computation of the
entire correlation output array is discussed in Section 2.6.2 below.

Mahaanobis et a. have proposed several methods for computing the matrix Q. We focus
on two such methods, subspace quadratic synthetic discriminant functions (SSQSDFs) [34] and
Rayleigh quotient quadratic correlation Iters (RQQCFs) [32]. These two methods were reported
to perform best among the proposed quadratic Iter designs on a particula r dataset. Other designs
include minimum variance quadratic synthetic discriminant functions (MVQSDFs) [34] and QCFs
based on the Fukunaga-Koontz transform [32].

QCF designs assume that the training images are divided into two classes, true/target class (class
1) and false/clutter class (class 2). Unlike other Iter designs, however, the QCF design procedure
operates on space-domain images rather than frequency-domain images. Quantities such as ACE
and ASM which are easily expressed in the frequency domain are not utilized in the QCF designs,
and thus the correlation output energy can only be controlled by including shifted versions of train-
ing images in the false class set. We observe, however, that in linear Iter de signs such as MACE,
minimizing ACE is achieved by simply pre-whitening the training images; this pre-whitening was
used in the eigen- Iter design (Sec. 2.5.2.3) and typically has the effect of emphasizing the higher
frequencies in the training images that |ead to sharper correlation peaks.

We elect to use training image pre-whitening instead of shifted training images for our experi-
ments. Two reasons for this decision are the following: (1) it is unclear how many shifted versions
to include and at which shifts; and (2) using OTSDF pre-whitening gives the designer a tunable
parameter to trade off between ACE and ONV, which issimpler and more intuitive than adding var-
ious shifted images. Thus, we assume that each training image and input image is pre-whitened by

the OTSDF pre-whitener matrix T givenin Table 2.1. We explicitly pre-whiten the training images
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before Iter design via the method described by Eq. (2.16) in Sec. 2.5.2.1, and we show in Sec.
2.6.2 below how to incorporate the complemental pre-whitening for input images into the QCFs

themselves.

26.1.1 SSQSDF design

The SSQSDF design is a constrained design that assumes the Iter Q is contained in the sub-
space spanned by the outer products of the training images. More speci ¢ aly, if we let X; denote

the i-th vectorized space-domain training image, then Q is assumed to be of the form

M
Q= ixixi; (2.24)
i=1

where Nt is the number of training images. Let N; and N2 be the number of class-1 and class-2
training images, respectively, where N1 + N> = Ny, and let the training set be partitioned such that
Xjisaclass-ltrainingimageforl 1 Nj;andaclass2trainingimagefor Ny +1 i Nr.

Designing the Iter is reduced to solving for the weights ;. The Iter is designed to satisfy
N + 2 constraints, two on the output means and Nt on the output variances. The mean constraints
aethat E; x"Qx =1andE, x'Qx = 1, where E; and E, denote expectation with respect
to training samples from class 1 (target class) and class 2 (clutter class), respectively. The variance
congraintsare X Qx; E; x'™Qx =0forl i Npandx/Qx; E; x'Qx = 0 for
N; +1 i Nry. These latter constraints are similar to constraining the true-class images to
produce an output value of 1 and the false-class images to produce an output of 0; however, since
the mean constraints may not be satis ed exactly, the values may not be precis ely 1 and 0.

Muise et al. derive aleast-squares solution for the weights asfollows. Let Ry = E; xxT and

R, = E; xx' denote the correlation matrices for each class. Then the matrix B is formed as

B=[p q p: pnlT (2.25)
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where the vectors comprising B are of length Nt and are de ned as follows:

T
P = X/ Rixi X, RiXng
T
g = X{Roxi X, RoaXNy
Sh iT
X7 Xixj Ri1 X1 XLT xiXx{ Ry xny 501 0 Ng
Pi = i i (2.26)
- X] XiX] Rz Xi XLT xix{ Rz Xny 5 Ni+1 i Nt
It can be shown that the constraint equation is then equivalent to
B =, (2.27)
where we de ne
c =1 10 o' :
= [ NelT (2.28)
Theleast squares solution for  in Eq. (2.27) isgiven by
= B™B 'BTc (2.29)

which yieldsthe Iter Q when substituted into Eq. (2.24).

2.6.1.2 RQQCF design

The RQQCF design is an unconstrained design that attempts to maximize the objective function
J(X) = E; xTQx E» x"Qx , where E; and E; are de ned above. This effectively maxi-
mizes a measure of separation between the lter responses of the two classe s. This design assumes

that the Iter is of the form

D . D4 .
Q= qef{ef iPiP; ; (2.30)
i=1 i=1
whereqi,1 i Ni,andpij,1 i Ny, areaset of orthonormal vectors (not necessarily the

training images asin SSQSDF). It can be shown [32] that the objective function J (X) may be made

large by choosing sets g; and pj to bethe rst N1 and N, eigenvectorsof R1 Ry and Ry, Ry,
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respectively, corresponding to the largest eigenvalues. Because these two sets of eigenvectors and
eigenvalues will simply be the negatives of each other, this selection scheme resultsin choosing the
N; eigenvectorsof R;  R» with the most positive eigenvalues for g; and the N, eigenvectors of
the same matrix with the most negative eigenvalues for p;.

Once these vectors are chosen, it remains only to nd the RQCCF weights ; and ;. The

approach of [32] isto choose

8
Eli gl (R1 R2)qi>0
=g : (2.31)
-0; otherwise
8
Eli pi (R2 Ri)pi>0
= : (2.32)

-0; otherwise

By substituting into Eq. (2.30), the combination of vectors g; and p; and their corresponding

weights yield the QCF matrix Q.

2.6.2 QCF implementation

Once the QCF matrix Q is computed, a nawve (and computationally inef cient) way to compute
the entire quadratic correlation output, i.e., the correlation value at every shift of the input, would
be to form every shifted version of the original input image into a vector x and reapply Eq. (2.23).
It can be shown, however, that if there exist matrices F and G of sizesd Ng andd Ng such
that Q can be written as

Q=FF' GGT; (2.33)

then the output array can be computed using a series of linear convolutions. Speci caly, if we
reshape each column of F and G into an image of size L M, then the output array y [I; m] is

given by the following equation:

P8 . .2 b . 2
yllbml=  jx[I;m] F[l;m]j x[m] i [I; m]j%; (2.34)
i=1 i=1
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where X [I; m] is the input image, f;[l; m] and g; [I; m] are the images corresponding to the i-th
columns of F and G, and the operator  denotes a 2-D discrete correlation.

In order to decompose a QCF matrix Q into components F and G, letujand §,1 i1 d,
denote the eigenvectors and corresponding eigenvalues of Q, sorted by eigenvalues in decreasing
order. Suppose we want to approximate Q using N positive eigenvalues and N, negative eigenval-
ues, which would result in N1 + N2 linear Itersfor usein the convolution formulain Eq. (2.34). If

we de nethe matrices F and G as

hpi p i

F = 1U1 NiUN; (235)
h i
P P—

G = d NoUd N, dUd ; (2.36)

thenQ FFT GG asin Eq. (2.33), yielding a linear- Iter approximation to the QCF. Once
the matrices F and G are found, we incorporate the pre-whitener T into the linear Iters contained

inits columnsto obtain new Iter matrices F' and G’ asfollows:

F = TYF (2.37)

G = T G (2.39)

Thelinear Iters are thusimplicitly cascaded with a pre-whitener such that the a ssumption of pre-

whitened input images is satis ed.

2.6.3 Polynomial correlation Iters

PCFs[2, 28] are co-designed sets of linear Iters applied to multi-channel ima ges. These chan-
nels could be different non-linear mappings of an image, images from different sensors, or a com-
bination of both. The motivation for this design is that multiple channels may provide more in-
formation than a single channel for use in discrimination. We describe both a constrained and an
unconstrained version of PCF design in this section.

Let us assume that each input to our Iter consists of g channels. We denote each vectorized
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training input as > 3

Xi
r :g : é (2.39)

q
X

where x‘i' is the j-th channel vectorized image of training input i. The nal Iter output c at the

corresponding channel image and summing the g outputs. Thus, the output can be expressed as

— T
c=h'r,where 2 3 2 3

hq Fq
The PCF Iter design solves simultaneoudly for the ¢ Iters. In order to optimize certain per-

formance criteria, we de ne the following diagonal matrices (which have an aogs in linear Iter

designs):
Sy = ij»(x'f X! M< M
kIl — N i i
i=1
1 X
Du = o X X (2.41)

where X¥ isadiagonal matrix with x¥ along the diagonal, and MK = & P,i\,=1 XK. The diagonals
of Sy and Dy, are cross-spectral quantities used to formulate expressions for ACE and ASM, re-
spectively. We further de ne diagonal matrices Cy, used in the ONV expression, each of whose
diagonal contains the noise cross-spectral density between channels k and I. When k = I, each of

these terms becomes a power-spectral quantity for the corresponding channel (rather than a cross-
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spectral quantity). If we de ne large matrices S, D, and C of the form

2 3
S Sw2 Siq
S S S
s=§ 7% 2 (2.42)
Sqr Sq2 S

(where D and C areformed in the sameway), then it can be shown [2, 55] that the Iter perf ormance

criteriafor the PCF may be expressed as follows:

ASM = h"Sh

ACE h*Dh

ONV = h*Ch (2.43)

We present two PCF designs: a modi ed version of the unconstrained PCF (UPCF) proposed
by Mahaanobis and Vijaya Kumar [28], in which we replace the ASM criterion with a trade-off
between ONV and ACE, and a variant of the constrained PCF (CPCF) proposed by Al-Mashouq
et a. [2], in which we use the same trade-off. This latter variant of the PCF Iter has been derived
by Thornton [55].

The constrained PCF design minimizes a weighted sum of ONV and ACE analogous to the
OTSDF design (Sec. 2.3), using the trade-off parameter in asimilar manner. If wedene R =
[r1 rgJand T= C+ pﬁD, then the Iter can be shown [2, 55] to have the following
expression:

hepcr =T 'R RTT 'R 'u; (2.44)

where u isthe peak constraint vector.
The unconstrained PCF design maximizes the average correlation height while minimizing a

weighted sum of ONV and ACE as above, which can be shown [28] to yield the following equation
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for the Iter: 2 3

mt
hupcr =T 1§ : 2 (2.45)

m¢
wherem™ = & ;2 X{ are the vectorized mean images of each channel. We observed in prelim-
inary experiments that using the ONV-ACE trade-off resulted in superior performance to using the

ASM criterion as proposed by Mahalanobis and Vijaya Kumar [28].

2.7 COMPUTATIONAL CONSIDERATIONS

In this section, we describe the computational complexity of each Iter designin both synthesis
and use stages. Rather than quantifying complexity at the oating-point ope ration level, we provide
a high-level comparison of computation in terms of three main quantities: (1) number of 2-D fast
Fourier transforms (FFTSs), (2) number and size of matrix inversions, and (3) number and size of
singular value decomposition (SV D) operations, including how many eigenvectors need to be found.
Our comparison is shown in Table 2.3. We use the following notation: N denotes the number of
origina training images (true-class plus false-class); N denotes the number of eigen-images to
be used (in applicable designs); d is the dimensionality of the training images (i.e., total number
of pixels); and q denotes the number of channels used in the PCF Iters. We illuminate several
important computational issues below.

Because quadratic Iters are included in our comparison, it isimportant to con sider the number
of FFTs in the use stage. In determining this number, we consider that a given input image (or
each channel of such for PCFs) must be transformed into the frequency domain before applying the
Iter, and that the Iter-input product(s) (plural for QCFs) must be tran sformed back into the space
domain. It isimportant to note that when PSR values are computed for each correlation output, the
computationa advantage/disadvantage (in the use stage) of using one or more non-linear Itersin
place of severa linear Iters may be affected. Consider that computing PS R over the entire output,

as described in Sec. 2.2, requires four additional FFTs. Each QCF will thus require Ng + 5 FFTS,
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Design (Synthesis) Use

Matrix Inversions | SVDs (# of vectors, size) FFTs
OTSDF and vari- 1I(N N) 0 2
ants, MINACE
MACH, 0 0 2
UOTSDF
EMACH 0 1ofN N 2
EEMACH 0 1of N N;Neof N N 2
Eigen- Iters 1(Ne Ne) Neof N N 2
CPCF 1(qgd qd)+1(N N) 0 q+1
UPCF 1(qd qd) 0 q+1
RQQCF 0 Neofd d 1+ Ne
SSQSDF 1(N N) Neofd d 1+ Ne

Table 2.3: Comparison of computational loads incurred in | ter synthesis and use stages. Typical values for
the parametersare: N = 50; N = 20; g = 2; d = 400.

whereas each linear Iter will require 2 + 4 = 6 FFTs. For example, if two QCFs, each using
three eigenvectors, could take the place of three linear lters, the QCF lter bank would require 16
FFTs as opposed to 18 FFTsfor the linear Iter bank. In some applications, a pre-screening stage
may Iter out al but afew locations of interest, and thus PSR may only need to ¢ omputed at these
speci ¢ locations. In this case, computing PSR at each point requires no F FTs but instead isonly a
matter of computing the mean and standard deviation of the surrounding val ues.

The SSQSDF lter design incurs heavy computational loads in the design stag e due to the fact
that the formulation of the p; vectors (Eg. (2.26)) requires many large matrix multiplications. The
use stage of both quadratic Iter designs requires more computation than that of linear Iters due
to the fact that quadratic correlation outputs are approximated by N linear Itering operations. In
spite of these computational dif culties, however, asingle QCF Iter, duetoits quadratic form, may
be able to take the place of several linear Itersin handling agiven distortion , and may thus provide
a computational advantage in the use stage if N is suf ciently low.

The design stage of the PCF Itersis computationally expensive due to the inve rsion of a matrix

of sizeqd qd. Storing the matrix inverse as awhole may aso be problematic; for example, if we
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use 2 image channels each of size30 40, the resulting matrix inverse will be of size 2400 2400,
or 5.76 million elements. The use stage requires that each channel image be transformed to the
frequency domain (resulting in g FFTs), and only one additional FFT is required to generate the
correlation output since the g outputs may be summed in the frequency domain.

An important computational property of the eigen- Iter designsisthat repeated lter synthesis
from the same training set does not require that the eigenvectors be recomputed. For example, sup-
pose we compute an eigen-space for the entire 360 range of out-of-plane rotation with respect to
some target, and suppose we then compute an eigen- Iter with tolerance over the range [0 ;30 ]
(which would require asmall Ne N matrix inversion as well). If we later decide that we need
a Iter for the range [10 ;40 ], we can reuse the eigen-space from earlier and simply carry out an-
other small matrix inversion. Also, storing the eigen-space eliminates the need to store the training

images, thus, rather than storing N training images, we need only storethe N (< N) eigen-images.



CHAPTER 3

MULTI-FRAME CORRELATION FILTERING

In this chapter we present the methodology and underlying theory of our proposed framework for
multi-frame correlation Itering (MFCF). We begin in Section 3.1 by providing moti vation and
background for the MFCF problem aswell as aliterature review. In Section 3.2 we de ne agenera

ATD/ATR problem and atypical correlation Itering scheme used to solve this p roblem. In Section
3.3.1, we present the model and assumptions used to describe the motion of targets in the scene.
In Sections 3.3.2 and 3.3.3, we describe our method for probabilistic analysis and processing of
the correlation outputs to generate probability arrays. We show how to process these arrays for
detection in Section 3.3.4. Finally, in Section 3.4 we describe an on-line agorithm for applying

multi-frame correlation Itering to an incoming video sequence.

3.1 MOTIVATION AND BACKGROUND

Image-based automatic target detection (ATD), automatic target recognition (ATR), and target
tracking have historically been approached as separate problems and usually handled sequentially
[5, 8]. Intypica image-based tracking architectures, an incoming image is r st passed through
some detection algorithm whose job is to output estimates of potential target locationsin theimage
[9, 25]. Theselocation estimates may then be delivered to either arecognition algorithm, atracking

algorithm, or both. The recognition algorithm classi es the detected targets, w hile the tracker asso-
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ciates detection points from the current frame with those from previous framesin order to estimate
target tracks in the scene [6]. While these individua problems have been researched extensively,
relatively little attention has been given to approaching them in an integrated manner.

In many remote imaging applications, the scene may contain an unknown number of targets
at unknown locations with variable aspect and appearance, all of which must be taken into con-
sideration when designing a robust detection algorithm. Also, in real-time applications such as
weapons guidance systems in which computational resources are limited, the computational ef -
ciency of the detection algorithm may be of paramount importance to its usefulness in the system.
Correlation lters (CFs) are well-suited to such applications due to their attrac tive properties such
as shift-invariance, distortion tolerance, and closed-form solutions [60, 63]. They have been used
successfully for detection and recognition in scenes with unknown numbers of targets and heavy
clutter [36, 49]. It isimportant to consider that correlation Iters can blur th e distinction between
detection and recognition, since the de nition of atrue-classtarget can ra nge from very broad (e.g.,

any ground vehicle) to very speci ¢ (e.g., M1A2 Abramstanks).

In most CF-based ATR/tracking systems, each input frame is rst passed through one or more
CFs, and the outputs of the Itersarethresholded for detections. All locatio nsin the outputsat which
the correlation value (or arelated metric such as the peak-to-sidel obe ratio (PSR) [49]) exceeds the
threshold are passed to atracker or an ATR, and therest of the information in the output is discarded.
Thus, not only does the classical Iter-tracker interface result in aloss of information, but the so-
called dataassociation problem arises, i.e., deciding with which existing trac k (if any) to associate

each data point, which can be complicated by fal se detections.

3.1.1 Integrated approaches

A wide variety of approaches have been proposed toward improved integration of detection,
recognition, and tracking. These approaches vary not only in their methodology but also in their
basic assumptions, e.g., whether CAD models are available, whether a preliminary detection stage

isused, etc. We survey several of these approaches below.
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Willett and Niu [67] have proposed methods for improving the detector-tracker coupling, wherein
data is passed backward from the tracking stage to the detector for smarter thresholding. Thisin-
formation can include such quantities as location estimates and probabilities. The authors have aso
proposed an extension of their method which include passing amplitude information forward to the
tracker along with each detection [68]. These methods use prior probabilities from a probabilistic
dataassociation lter (PDAF) tracker [7] to apply a Bayesian detection thre shold to the detector out-
put, which is shown to improve tracking performance. However, because of the state space model
used therein, these methods assume a single target, making them unsuitable for multiple-target sce-
narios.

Several methods have been proposed for complete integration of detection, recognition, and
tracking, i.e., the coupling is eliminated atogether. Bruno [10] and Bruno and Moura [11] pro-
posed Bayesian methods for target tracking based on hidden Markov models (HMMs) and particle

Itering. Chellappa et a. [13, 24, 69] proposed particle Itering approa ches to appearance-based
tracking, some of which use adaptive appearance and motion models. All of these methods (aswell
as the PDAF methods above) employ state-space modelsto keep track of individual target positions
and velocities; consequently, they require that the number of targets (i.e., the number of tracks) in
the scene be known or assumed at any given time instant (in the cases of [10, 11, 68], asingle target
is assumed). Also, because these methods rely on a set of individual target exemplars to represent
variability in target appearance, they are not well-suited for scenarios with considerable amounts
of target distortion. Finally, because these methods rely on drawing a suf cient number of parti-
cles to estimate the posterior distributions on target state, the quality of this estimate for a given
computation level decreases as motion uncertainty increases.

Anather type of integrated approach is the set of jump-diffusion agorith ms[23, 33]. These
methods use detailed CAD models of targetsto nd the best reconstruction the s cene according to
Bayesian likelihood criteria. This reconstruction process requires a search over large continuous
and discrete parameter spaces for each frame, including target poses and scales, target classes, and

numbers of targets in the scene. So-called jump-diffusion random processes are used to conduct

37



random searches through these spaces, and tracking is done by integrating Newtonian dynamics

equations into the likelihood metric.

3.1.2 Proposed method

In this paper, we present a new CF-based framework for improving the link between detection
and tracking. We refer to this framework as multi-frame correlation Itering (MFCF). The key dif-
ference between our framework and other approaches is that our goal is not to compute individual
target tracks but rather to produce better output arrays by combining information from many corre-
lation outputs before thresholding via a simple motion model. These enhanced outputs can then
be used in the same way as the original outputs, i.e., thresholded for detections and, if desired, sent
to an external tracker (perhaps with a more complex motion model). The outputs could even be used
in aframework such asthat of Willett et al. [68] described above. Because our framework utilizes a
target motion model, we say that tracking is, in some sense, integrated into the framework.

The key to our proposed framework is a probabilistic mapping of the CF outputs; speci caly,
every correlation value in each output is mapped to a posterior probability value on target existence.
These posterior probabilities take into account prior probabilities computed from past frames based
on the motion model. A schematic of the framework is shown in Fig. 3.1. By assuming that the
motion model is space-invariant, i.e., that all targets of a given class have the same motion char-
acteristics regardless of position, we show that the probability computations have a convolutional
structure, allowing them to be carried out ef ciently in the frequency domain .

The MFCF framework offers several important advantages over the particle Iter approaches
and the traditional detector-tracker approach. First, the framework alleviates information loss by
making use of the entire correlation output before thresholding. Second, the algorithm ts easily
into existing CF architectures so that useful properties such as shift-invariance, distortion tolerance
(e.g., to aspect variation, thermal state, etc.) and discrimination (e.g., via false-target training) may
be retained. Third, because the framework produces posterior probabilities for the entire scene

rather than for a predetermined number of targets, the underlying algorithm is well-suited to han-
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Figure 3.1: Computational schematic of the MFCF algorithm. The correlation output (Sec. 2.2) from a
given frame is rst combined (Sec. 3.3.2) with an array of pri or probabilities (Sec. 3.2.2) computed from
the previous frame to yield posterior target probabilities (Sec. 3.2.2). These posterior probabilities can be
thresholded (Sec. 3.3.4) if desired to yield detections. The posterior probabilities are then combined (Sec.
3.3.3) with amotion model function (Sec. 3.3.1.1) to yield an array of prior probabilities for the next frame.
dle unknown and changing numbers of targets. Finally, incorporating the framework into a CF
architecture reguires only amarginal increase in computation.

The main strength of MFCF is the suppression of false peaksin non-target regions based on low
prior probabilities of target presence in those regions. If applying the MFCF algorithm reducesfalse
detections without affecting the true ones, any tracker operating on these detections should produce
more reliable results. Because of the different (and complementary) roles played by MFCF and
classical tracking algorithms as described above, it is not appropriate to compare the performance
of MFCF to that of a point tracker; instead, in Chap. 6 we compare fal se-detection rates generated
on video sequences using this framework to those generated without it. Our simulation results show

that MFCF can signi cantly reduce the number of false detections due to add itive noise and enable

high-accuracy target detection even when the noise tolerance of the underlying ltersis poor.
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3.2 PROBLEM SETUP

In this section, we rst de ne ageneral ATR problem and introduce nota tion used to structure
this problem. We then introduce the notation used to describe the input to the multi-frame a gorithm
and our assumed pre-processing of these inputs. Finally, we introduce the notation for describing

arrays of hypotheses and probability values at various stages of the multi-frame Itering framework.

3.2.1 Problem description and general notation

We wish to address the general image-based ATR problem in which there exist C classes of
targets that may be present in an input image at unknown locations with variable appearance and
that we would like to detect and distinguish both from the other classes (if C > 1) and from all
non-target patterns. Problemsin which C = 1 are usualy referred to as automatic target detection
(ATD), whilethoseinwhich C > 1 may be more appropriately labeled automatic target recognition
(ATR).

In order to describe appearance variationsin astructured manner, let usde ne atarget state space
D, every element of which is a state vector that holds suf cient information ab out target type and
state to convey both the class of the target and how the target would appear in the observed image
(before noise). For example, the dimensions of D might include target type (e.g., M1A1 tank),
distance from the observer, azimuth angle, elevation angle, and turret position. Let us also de ne
afunction Class () that takes as input an element of D and outputs the target class corresponding
to that state descriptor. We require that, at any given time instant, every target present in the scene
have an associated state descriptor in D.

Inatypical correlation Itering solution for the above problem, each classis detected by agroup
of one or more lIters trained on representative target signatures from th at class. Consider a Iter
bank of N Iters fhy;hy;::;;hnyg. We will say that a particular Iter h; includes atarget state
d 2 D if and only if hj is, by design, intended to produce a detectable peak at any location at which

atarget with state d is centered. An important special case of Iter banksis where no two Iters in
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the bank include the same target state. Let D; denote the set of all target statesincluded in Iter h;,
where D; 2 D. We will say that the Iter bank Thi; hy;:::; hyg is non-overlapping if and only
if al the sets D; are digoint, i.e, Di \ Dj = ; fori;j = 1::N and i & j. Also, we will refer
to the sets D; as subclasses, and we will say that atarget is of subclass j if and only if its state

descriptor d 2 D;j.

3.2.2 Array notation and preprocessing

Let f' (x) denote the i-th element of a sequence of random arrays representing the frames of an
input video sequence, wherei = 1;2;::: isaninteger timeindexandx 2 G , fl:::Lg fl::Mg
asin Section 2.2, i.e., for each i, X isan index into a 2-D array of random variablesof sizeL. M.
Each element f' (x) of the array is a random variable that gives the intensity value at location x.
Henceforth in our notation we omit the position index of an array to refer to the entire array (e.g.,
1), whereas we include the index to refer to a single element (random variable) of the array (e.g.,
1 (X)),

Oncethei-th framef' isreceived, itisprocessed by al N Iters hy; hy;:::; hy . Wethen process
each resulting output using the function Fyser (Eq. (2.9)) toyield afamily of N arrays g} @50

eachof sizeLL M, asgiven by the following equation:
gji = Fuser fi hj;w ;1 J N; (31

where h; denotes the impulse response of the j-th Iter and w is a user-de ned window function
used to compute PSR values (see Section 2.2). The arrays f', and consequently g J' are treated as
random objects, and we refer to samples of the individual random variables g J' (x) as scores. We
de nethe vector-valued random array g' asthe collection of the outputs of all Itersat each location

asfollows:
900, g0 i gh() T x26; (32

and we let g} denote the collection of arrays  g*; g?; ;@' (which implicitly includes all x).
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3.2.3 Hypothesisand praobability arrays

Let each target have a prede ned center point. Assuming integer-value d positions, we will say
that a particular target is centered at position X if the center point of the target in the 2-D image
lies at pixel x. Let the random array H' be de ned such that each element H' [x] of the array isan
(N + 1)-ary random variable which takes on avalue of j 2 f1;::;; Ng if and only if exactly one
target of subclass j is centered at position X at time i and avalue of O if no targets are centered at X.

We also make the following important assumption about collocation of targets:

Assumption 1. [Separation of targets] At any given location and time, there will amost surely be

no more than one target centered at that location.

In other words, although two or more targets may in fact move in three-dimensional space so as
to appear centered in the 2-D image at the same location at the same time instant, we assume that
this phenomenon will occur so infrequently that its probability can be treated as zero.

Based on the above de nitions and Assumption 1, we de ne two types of arr ays of probability

values:

100 . P HI=j o'

O . P H'X=] g (33
where g} is the collection of al frames 1 through i as dened in Sec. 3.2.2. For a given frame i

l 'and ! asthe prior and posterior probability arrays, respectively,

and subclass j, werefer to j

because they represent target probabilities for frame i before and after observing the information g

extracted from that frame by the Iters and preprocessor.

3.3 MULTI-FRAME CORRELATION FILTERING THEORY

In this section we provide the underlying theory of MFCF. First, in Sec. 3.3.1, we present the

model and assumptions used to describe the motion of targets in the scene. Next, in Sec. 3.3.2
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we present a mapping from correlation outputs to probability values based on score (e.g., PSR)
distributions and prior probabilities. We describe how to compute these prior probabilities in Sec.
3.3.3. Finaly, we describe how to process the posterior probability arraysfor improved detection in

Sec. 3.3.4.

3.3.1 Target behavior model

We model the behavior of each target between any pair of consecutive frames as consisting of
two simultaneous events: (1) the target may move from its current position to another position in
the scene, and (2) the target may take on a different state descriptor. We include in our model the
possibilities of instant target emergence and disappearance from one frame to the next, which, for
example, might describe the event of a target suddenly becoming obscured by or emerging from
behind another object. The user parameterizes the model by assigning probabilities to each of the
above events, where any such event can be disallowed by assigning it a probability of zero. We

describe below the speci ¢ parameters for each of the two stepsin the beha vior model.

3.3.1.1 Motion model

In order to enable ef cient processing of the probability planes, we emplo y a simple one-step
Markovian motion model for the targets in the scene. Let T![x ¥ y] denote the event that a tar-
get moved from position x to position y between framesi 1 andi. Also, let T'[1 ¥ x] and
Ti[x ¥ 1] denote the events that a target spontaneously emerged at and disappeared from posi-
tion X, respectively, between framesi 1 and i, andlet (X) and (X) denote the probabilities
of these events occurring. Let the bar notation T [ ¥ ] denote the complement of the event. We

characterize our motion model by the following assumption.

Assumption 2. [Sationarity of target motion] Given the target presence event H'[x] = j 2
f1;:::; Ng for some position x and that the target does not disappear between framesi and i + 1,
the probability of the transition event T+ [x ¥ (x + d)] of that target depends only on the initial

target state descriptor set index j and on the displacement vector d (not on the individual positions
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X and (x + d) themselves), i.e.,

P THx ¥ (x+d)] HX=jT"[x 1 1];0] =fi(d:]) (34

for some function f;.

Based on Assumption 2, we de ne a transition probability (TP) function fo r each state set j,

denoted by j, asfollows:
8x2G;i2Z";1 j N;
i@ P Tix® (x+d)] H *X=5T"[x ¥ 1];g; ; (35)
with the implied constraint that

jd=1 1 j N: (3.6)
d

Given atarget of subclass j that does not disappear immediately after a given frame, the value of
j (d) indicates the probability that the target will be displaced in the next frame by vector d from
its previous position. An example of a circularly symmetric Gaussian TP function with standard
deviation equal to 2 is shown in Fig. 3.2. We discuss in more detail how to choose an appropriate
motion model in Sec. 6.2.3.

We include an additional assumption on the motion model as follows:

Assumption 3. [Independence of target motion] Any motion event of a given target between a
given pair of adjacent frames, including target emergence and disappearance, isindependent of all

motion events of other targets between those frames.

We admit that there are many scenarios in which Assumptions 2 and 3 are false. For example, if
aparticular group of targets is moving as a convoy, their motion may be stationary but will almost

certainly exhibit some degree of dependence, and such information, if available, might be useful in
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Figure 3.2: Example of acircularly symmetric Gaussian TP function.

better predicting target motion. On the other hand, if targets are moving independently, the station-
arity assumption will likely not hold, i.e., targets in different locations will have different motion
characteristics. Nevertheless, in order to simplify computation, we choose to accept the possible
loss of information incurred by ignoring any motion dependence, and we use motion models that

are general enough to describe all targets in the scene.

3.3.1.2 Subclass dynamic model

If atarget undergoes a change in state (e.g., pose, con guration, ther mal state) between two
consecutive frames, its new state descriptor may fall into a different set among fDy; :::; Dng than

before. We model state changes based on the following assumption:

Assumption 4. [ Sate change model] The probability of a target changing from one state to another
between two frames depends only on the indices of the state descriptor sets to which the two states
belong, i.e.,

P H™'[y]=k T [x ¥ y;H'[x]=];g] =F.(;k) (37)

for some function 5.
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Based on Assumption 4, we de nea statetransition matrix of sze(N +1) N bydening

itselements .« asfollows:

8x;y26;é'22+; j=L:uN+1, k=1;:5N;
Zp Hilj=k Tix LyliH I =jigi*; 1 j N
jik (3.8)
-P Hilyl=k T'[1 ¥ylig; *; i=N+1
where the subscripts j and k denote the row and column indices, respectively, into the matrix
Each element .« is the probability that a given target will change from subclass j to k or, in the

case of emergence (j = N + 1), emerge as atarget of subclassk. Ingeneral, forl j N, an

element j.c of  should be non-zero only if
9d; 2 Dj; d2 2D 3 Class(dy) = Class (dy): (3.9

The condition in Eq. (3.9) effectively disallows a target from changing to a different class (not
subclass). Also, because each target that did not disappear can belong to at most one subclass, then

it follows from Eq. (3.8) that

X
ik L 1§ N+L (3.10)
k

Although not supported explicitly by the above equations, we note that it is possible to update
the model parameters over time if needed. For example, if the average velocity of targets in the
image appears to increase over time due to a narrowing eld of view, the user might opt to update
the motion mode!l parameters j accordingly. Thus, the model parameter variables j, , , and
could be augmented with atime index to indicate that they may vary with time according to a user-
de ned scheme. For the experiments in this paper, however, we assume tha t the model parameters,

with the exception of the emergence model , do not change with time.
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3.3.2 Correlation output mapping function

In order to weave correlation outputs into a probabilistic framework, each value in the prepro-
cessed output array gj is mapped to the probability that a target is centered at the corresponding
location. Speci cally, let us assume that we have observed frames 1 through i and have computed
g' tand J' for j = 1:::N, i.e,, the target probabilities for frame i based on the information from
al previous frames. As soon as we observe frame i and compute g', we are then ready to compute

} foreach j, i.e., the same target probabilities but based on the added information g'.
Before deriving a point-wise mapping from g' (x) to J' (X), we rst de nethe Iter- and class-

dependent score distributions pf( asfollows:
1 J N;0 k N+1;,8x2G0; 8i;

pl(s) . P gi(¥)=s H[x]=k : (3.11)
For example, pi (s) gives the probability that Iter h; will produce (after Fyser-processing) score
S on target signatures in its own training subclass; p3 (s) and pg (s) give the probabilities that the
same Iter will produce score s on target signatures of subclass 2 and non-target (clutter) signatures,
respectively. It isimportant to notethat the distributionspf( must be estimated for every pair of target
subclasses j and k before this mapping can be applied. Also, note that we omitted the index i from
p{'( (s), i.e., we assumed for simplicity that the distributions do not change with time; however, our

de nition of pf( (s) could easily be extended to be time-dependent by including an index i.

We also emphasi ze two important assumptions used in our derivation.

Assumption 5. [Suf ciency of scores] Forall x2G,1 j N,

P H'X=j gigy ' =P H'X]=j ¢'();g; " : (3.12)

This assumption says that, for a given frame, the collection of N scores at position x (one from
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each Iter) contain al of the information that can be inferred from the obse rvation of that frame

about any target probability at that position.

Assumption 6. [Conditional independence of scores] For 0 J N (where J = 0 denotes the

clutter class), and for all x 2 G,

P gil=Sg'x)=s H'[x]=]

— i1 i Tyl — i ¥ [ — i Tyl — i
=P g1 =S H[X]=] P ogx(X)=sx H[X]=] (3.13)
k=1

where we de ne the sampl e vector

s ,[s1 s2 i sN]T: (3.19)

This assumption says that if we already know the state of a particular position X (i.e., whether a
target is centered there, and if so, which subclass), then the collection of information from previous
frames and the individual scores at position X from the N lters are all mutually independent. In
other words, knowledge of any of these random objects will not provide any additional information
about the others after the truth about the location is revealed.

Consider a particular position X, and let s (as de ned in Eq. (3.14)) denote the vector of scores
sj sampled from each g} (x) for j = 1;:::;N. Using Assumptions 5 and 6, the i-th frame posterior

probability for each subclass j at position x can be expressed (as shown in Appendix A) as.

10O = j(x )P—éilp () (3.15)

koo kOO TILypk (s1)

We cdll this equation a mapping because it maps a Iter score to a probability v alue; however,
the mapping is not solely a function of a single score but depends also on scores from other Iters

as well as the prior probability values. It should be noted that the denominator in Eq. (3.15) is a
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Figure 3.3: Examples of target and clutter distributions for a two-class problem and the resulting mapping
from PSR to target probability for two different priors. The value of the prior gives the probability (before
observing the PSR value) that atarget is present at the given location.

constant with respect to j and need only be computed once for each position x in agiven frame. Fig.
3.3 shows an example of clutter and target distributions for a two-class problem and the resulting

mapping function, and Fig. 3.4 shows an example of applying this mapping to a PSR array to

compute a posterior array.

3.3.3 Computing prior probability arrays

Once the posterior probability arrays J' for frame i have been computed, the prior probability
arrays }*1 for the next frame can be computed using the target dynamic model parameters
and j‘ described in Section 3.3.1. These prior probability arrays represent our predictions about
target positions in the next frame before actually observing the frame, and they are necessary for
computing the posterior probabilities in that frame via Eq. (3.15).

Given the set of posterior probability arrays J' for frame i, j = 1:::N, the prior probability
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