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ABSTRACT
In the past, complying with design rules was sufficient to ensure acceptable yields for a
design. However, for sub 100nm designs, this approach tends to create patterns which
cannot be reliably printed for a given optical setup, thus leading to hot-spots and
systematic yield failures. Recent challenges faced by both the design and process
communities call for a paradigm shift whereby circuits are constructed from a small set of
lithography friendly patterns which have previously been extensively characterized and
ensured to print reliably. In this thesis the use of a regular design fabric for defining the
underlying layout geometries of the circuit is described. The use of extremely regular
designs constructed from a limited set of lithography friendly patterns not only improves
the manufacturability of the design but also mitigates the need to use the pessimistic
constraints defined by design rules. Specifically it lays the foundation for the use of
pattern specific “pushed-rules” for logic design, as is commonly done for SRAM. This in

turn facilitates a common OPC methodology for logic and SRAM.
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1 Introduction
Classical CMOS scaling involves rapid shrinking of feature sizes at every process
generation. This in turn has enabled I1C designers to not only improve the performance of
ICs but also make them functionally versatile and cheaper at the same time. For several
generations, process engineers have relied upon optical lithography to enable the
shrinking of feature sizes, and hence classical CMOS scaling. However, the challenges
introduced in the sub-100nm regime cause conventional design and manufacturing

techniques to become unattractive for both technological and economical reasons.

1.1 Lithography challenges in the sub-100nm regime

In the past, lithographers have relied on aggressively scaling the wavelength of light to
enable classical CMOS scaling. In face of the recent challenges with developing cost
effective lithography systems that can operate at shorter wavelengths of light, the
industry has explored alternative techniques to aggressively shrink feature sizes while
using the same light source [3]. Most of these techniques lead to more aggressive scaling
of the k1 factor in optical lithography. A 193nm state of the art lithography process
experiences k1 values around 0.3, which is not far from its theoretical limit of 0.25. As k1
shrinks, image contrast rapidly degrades and the process becomes extremely sensitive to
exposure and focus variations. The use of strong resolution enhancement techniques
(RETS), such as off-axis illumination (OAIl) and phase-shifting masks (PSMs) are
required in this regime [1, 2]. Although the use of RETs can improve the image quality of
some patterns in the design, they tend to compromise the image quality of other patterns

present in the layout. Such non-RET compliant patterns need to be identified and



eliminated from the design in order to create RET-compliant design. The implementation

of such a RET-compliant design is a non-trivial task.

1.2 Failure of layout design rules

Design rules not only act as a medium to integrate 1C design and manufacturing, but also
serve to isolate both the design and manufacturing communities from the challenges
faced by the other. These design rules attempt to define the limits for a given process in
terms of overly simplified design constraints. Traditionally, a simple set of design rules
was sufficient to ensure a “what you see is what you get” (WYSIWYG) paradigm and
hence sufficient product yield for any given design, as long as it was fully compliant with
this set of design rules. It is this simplicity that has lead to the widespread adoption of

design rules as the standard interface between design and manufacturing.

As feature sizes continued to shrink, a simple set of design rules is incapable of
documenting all the complex physical, chemical and mechanical phenomenon that occur
in a manufacturing process. In order to extend the WYSIWYG design paradigm, process
engineers have introduced additional design rules to account for failures that occur due to
lithography, CMP, etch-loading, stresses in dielectrics, and other complex physical,
chemical and mechanical interactions. In addition, the need for RET-compliant
lithography friendly designs in more advanced process technologies has further increased
the raw number and the complexity of these rules [1]. In addition, the new expanded set
of “DFM” design rules often leads to rules which are contradictory and conflicting to

existing design rules and goals. Consequently, designs that comply with these expanded



set of design rules tend to be less efficient in terms of area, timing and power. Besides,
even after complying with the expanded set of design rules, designs in the sub-100nm
regime still do not provide sufficient yield during manufacturing and require multiple

design re-spins prior to reaching market.

Another major drawback of a conventional design rule based approach is that it creates
designs that are made up of a large number of patterns. More importantly, the set of
patterns that one would observe varies from design to design. Hence the task of
characterizing a manufacturing process becomes impossible, as one has to account for all
possible patterns in a design. As a result, a process is only characterized and qualified for
a small set of test patterns. Hence, it is not uncommon to observe some uncharacterized
patterns in the design that are difficult to manufacture and thus more prone to failures. In
several cases where critical failures have occurred frequently, both design respins and
process retargeting were warranted in order to ramp up yield of the product. Such
unwanted increase in non-recurring engineering (NRE) costs has also been an area of
concern for the industry, where designers have become reluctant to scale designs to more

advance process technologies.

1.3  The need for design regularity

So far we have identified a strong need to limit the number of layout patterns present in
future technology nodes in order to simplify the application of RETs. Specifically,
construction of the design out of a set of geometric patterns that are guaranteed to

manufacture will address the failures associated with modeling complex semiconductor



processes by a set of simplistic design rules. Moreover, design methodologies that do not
rely on the existence of huge standard cell libraries can further reduce the number of
patterns present in an ASIC design. Hence, design regularity must occur at various levels

of abstraction, such as shape level and gate level [5].

2 MICRO AND MACRO REGULARITY

Designs that enforce regularity from the bottom-up at the physical design stage by
limiting the total number of patterns are classified to be micro-regular. Researchers have
shown other alternatives to implement regularity at the physical design stage, such as
restrictive design rules [1], and layouts on grid [2]. Liebmann et al have shown 3X
improvement in across chip linewidth variation (ACLV) by the use of restrictive design
rules [1] for poly layer, whereas Wang et al have shown an easier implementation of
RETSs for both poly and contact layers using layouts on grid [2]. However, to truly exploit
the advantages of bottom-up regularity at the physical design stage, we propose an
implementation of a micro-regular design that limits the total number of patterns to not
only improve ACLV of the poly layer, but also the manufacturability of active, metal,

contact, and via layers as well [5].

In addition, benefits offered by top-down regularity in integrated circuits can be easily
observed in SRAM and FPGA designs that are inherently regular at the cell level. In both
SRAMs and FPGAs, a great deal of design effort is spent on constructing and verifying a
single bitcell or a configurable logic block (CLB), respectively. Furthermore, since the

neighborhoods of the bitcell and CLB are known, large arrays can be assembled quickly



and reliably. On the other hand, the large size of a standard cell library suggests that the
neighborhood of a particular standard cell can vary drastically during the physical
implementation of the design. As such, the manufacturability and performance of a given
standard cell will change with the neighborhood of the standard cell in the design.
Moreover, this problem is expected to worsen for future technology nodes, where the
same optical interaction length would contain a greater number of patterns. Designs that
have predictable neighborhoods for all the cells are defined to be macro-regular. A
methodology to implement top down regularity in a design has been proposed by
researchers at Carnegie Mellon University [5]. In this work we enlist techniques of
adopting micro-regularity in a design by using a regular design fabric and exploiting the
extreme layout regularity to achieve the economic and performance requirements of next

generation ICs.

3 LIMITING THE NUMBER OF LAYOUT PATTERNS

The use of a regular design fabric enables an extremely layout regularity by limiting the
total number of layout patterns. This section discusses the details in defining a regular

design fabric from a set of printability friendly patterns and circuit topologies.

3.1 Patterns in a regular fabric
At the outset, it is important that a pattern is formally defined. A pattern consists of
geometrical shapes that are used to define the circuit and extends as far as the optical

interaction length in every direction. For a conventional lithography system with
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wavelength (), numerical aperture (NA) and partial coherence (0) the optical interaction
range is given by equation 1 [4],

Optical Interaction Length = 1.12L Eq (1)
NAs

Equation (1) holds for a conventional lithography system. However, with the application
of RETs such as PSM and OAI, this equation is no longer accurate. As such, it is
suggested that the optical interaction length should be empirically derived through
simulations of the lithography system. For most practical purposes, the optical interaction
length is on the order of 2& to 6a depending on the lithography system. However, without
sufficient knowledge of the lithography system, the use of a pessimistic value of 6a for
the optical interaction length is recommended.

SRR IR . B
1 1 1
1 1 1

SR N . B

N A R
1 1 1
1 1 1

N S R

Figure 1: Example of regular design fabric
By definition a design fabric consists of only lithography friendly patterns. A simple
example of a regular fabric for adjacent metal layers connected by a via layer is shown in
Figure 1. The regular fabric is represented by the dashed lines. The red and blue
corresponds to metal 1 and metal 2, respectively. A via (shown in black) can be placed at
the intersection of every blue and red lines. The resulting fabric is a grid which defines
legal locations for patterns on each layer. Additionally, all metal is restricted to be

unidirectional, with the exception of power and ground rails in metal 1. The use of such a
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strict design methodology for metal layers assists with guaranteeing that both contacts
and vias remain on grid, which is desired to improve the manufacturability of these
layers. The advantage of the proposed regular fabric, over other design methodologies, is
that sufficient effort has been spent to ensure the regularity of contact, metal, and via
layers. By mapping circuits onto the regular design fabric as described below higher

levels of manufacturability and yield can be expected.

3.2 Lithography friendly patterns in a regular fabric
One of the primary goals of the regular design fabric is that it should enable micro-
regularity; i.e., it should be made up of a small number of lithography friendly patterns.
Therefore, one of the most critical steps in constructing a regular fabric is the careful
selection of lithography friendly patterns. From a purely manufacturing perspective, an
optimal regular fabric would take the form of a simple grating pattern. It is not viable,
however, to build circuits entirely out of grating patterns. Thus in order to determine an
optimal regular fabric, it is necessary to select the patterns from some standard circuit
topologies. For example, consider the stick diagram implementations of three such

hypothetical circuits, as shown in Figure 2.

i ||

Liill

Figure 2: 3 different stick-diagrams implementing the same hypothetical circuit
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In the case of metals, it is imperative to ensure good printability of line-ends in order to
avoid catastrophic circuit failures from partial via coverage attributed to line-end
pullback. Partial coverage of a via is undesired as it increases the via resistance and can
lead to circuit failures. Hence, one must account for variations induced in the shape and
size of the line-ends and vias due to variations in exposure, focus, resist diffusion,
development, etching, etc while evaluating the manufacturability of any metal layer.

Additionally, one must also account for any misalignment between metal and via layers.

Pattern A Pattern B

Pattern C

Figure 3: Patterns A, B and C with different metal line-end configurations
corresponding to respective stick diagram implementations of a
hypothetical circuit

As can be seen in Figure 3 (metal 1 is shown in black), the stick diagrams shown in

Figure 2 produce unique metal 1 patterns, as each has a different configuration for metal

1 line-ends. Each line-end, in the same or different pattern, would observe varying

degrees of manufacturability, as each is contained in a different neighborhood. Hence, the

printability of line-ends in these metal 1 patterns would dictate which pattern should be

used in the regular design fabric for implementing the layout of the hypothetical circuit.
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In the layouts shown in Figure 3, all metal line-widths and spacing dimensions are drawn
at 100nm. The printability of these patterns was studied by analyzing the aerial images
obtained by solving Maxwell’s equations using EM Suites from Panoramic Technologies,
Berkeley (CA). Since current CMOS technologies use damascene processes for metal
layers, a dark tone photomask would be used, whereby regions containing metals would
be drawn as openings in the mask (printed as openings in a positive tone photoresist).
Simulations were performed for a lithographic system using an ArF light source with
wavelength of 193nm, NA of 0.8, 2/3rd annular illumination with outer sigma of 0.75 and

a 6% attPSM. The results of aerial image simulation at best focus conditions are

-m . - -
| Pattern A I I Pattern B ‘

Pattern C

discussed.

0
Aerial image intensity scale

Figure 4: Aerial image intensity plots for patterns A, B and C
The plots in Figure 4 show the distribution of aerial image intensities observed at best
focus conditions for the respective design patterns. Black corresponds to an intensity of 0O,
whereas white corresponds to an intensity of 1. It can be observed that the region of the
design that has a break in metal to accommodate line-ends experiences lower aerial
image intensity, and is characterized by dark spots. The size, shape and brightness of

these dark regions dictate how well the respective line-ends would print. Although the
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symmetry in design of pattern A might lead one to believe that it is preferred over
patterns B and C, it is observed from these simulations that pattern B is the most
lithography friendly pattern and is the preferred pattern for the regular fabric. In the case
of pattern B, the shape, size and intensity of the dark red regions for each one of the three
line-end pairs in metal is more uniform. Thus, all line-ends in pattern B would have

similar lithographic performance.

We will use image gradient or image log slope (ILS) to qualitatively evaluate these aerial
image plots. In the case of pattern A, the lack of open spaces surrounding the metal line-
ends leads to the intensity at the region between the center line-end pair being much
lower than that of the region between line-end pairs on the left and right. Thus, the line-
end in the center experiences a larger line-end pullback compared to the line-ends on the
sides. Moreover, pattern A observes higher ILS for the line-ends in the center compared
to the line-ends on the left and right. Since the process-window for the pattern is the
common process window for the three line-ends, in the case of pattern A the degraded
image quality for the line-ends on the left and right results in a degraded process window
for the whole pattern. Finally pattern C is the worst of the three patterns. The aerial
image intensity plots show that there is a much higher aerial image intensity
concentration for the three line-end pairs in pattern C, compared to the line-end pairs in
pattern A and B. This suggests that the line-ends in pattern C would observe much lower
ILS. Additionally the asymmetry in image intensity distribution for the openings on the

sides is not desired, as it might lead to distorted and asymmetric line-ends.
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Analysis of the aerial image contour can be beneficial to study the occurrence of complex
optical interactions that make certain patterns susceptible to printability failures in the
influence of process variations. However, in the case where several patterns need to be
analyzed a more formal method to evaluate lithography friendly patterns is carried out by
comparing the process windows for all the patterns being studied. Figure 5 compares the
threshold latitude (TL) vs depth of focus (DOF) plot for patterns A, B and C, evaluated
for the criterion that all critical line-end print within £20nm of target. As expected from
the visual analysis, results from the threshold latitude vs DOF plot suggest that Pattern B
is the preferred pattern. If this hypothetical process requires a minimum process window
of 7% TL and 0.3um DOF, one could use either Pattern A or B. As lithographers would
ideally like to maximize the process window, however, the use of Pattern B is

recommended.

25

—&— Pattern A
Pattern B
—&— Pattern C

S}
Q.

Threshold Latitude (%)

0 01 02 03 04 05
Depth of Focus [um]

Figure 5: Threshold latitude vs. depth of focus comparison for patterns A, B and C
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4 THE AREA-MANUFACTURABILITY TRADEOFF

The three key objectives of a physical designer are to make the layout functional,
manufacturable, and compact. Under the assumption that a design rule compliant design
is manufacturable, the biggest challenge of the physical designer remains to make the
layout compact. In an industry where design compactness is pivotal, it is commonplace
to observe design rule compliant designs that have several non-lithography-friendly
layout patterns. Due to the existence of such non lithography friendly patterns, design
rules need to be pessimistic and allow for sufficient margin of error for any pattern that
might exist in a layout. For instance, in Figure 5 we have shown that using the same set
of design rules, pattern A and B would provide acceptable process window, whereas
pattern C would not. Hence the use of pattern C in the design would require modification
of the existing design rules. In particular, one must relax the design rule to improve the
manufacturability of pattern C. However, this would result in pessimistic design rule
values for patterns A and B, thus inadvertently leading to an unwanted area penalty.
Alternatively, a specific rule can be introduced for pattern C. Nevertheless, introducing a
new design rule for every pattern in the design quickly becomes impractical in a
conventional design flow where a large number of patterns may be observed. Although,
in the case of a micro-regular design containing a small number of patterns, it is possible
to define rules specific to a given pattern without drastically increasing the number of
design rules that must be created. On the contrary, if the design is made without patterns
A and C, the process window can be maximized by only using pattern B. Moreover as the

process window for pattern B is larger than the required process window, a more realistic
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“pushed rule” can be used for either the enclosure of metal over via, the distance between

metal line-ends, or a combination of both.

As a corollary to the earlier example, we studied the effect of pushing the distance
between metal line-ends in pattern B. The results are summarized in the TL vs DOF plot
shown in Figure 6. It can be observed that the minimum distance between line-ends that
can be successfully manufactured using pattern B is as small as 90nm. It is therefore
imperative that in order to optimize the area-manufacturability tradeoff one must use

lithography friendly patterns such as pattern B.

25

—9— 80nm
85 nm
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Figure 6: Threshold latitude vs. depth of focus to study the effect of distance
between metal lie-ends in patterns B

With our proposed design methodology which uses only a limited number of

manufacturing friendly patterns to create a design, one can also perform pattern specific

design modifications that find a good compromise between electrical performance,

manufacturability, and area. Consider the pattern in Figure 7a, where three metal line-

ends are close to a thick metal. The optical interaction creates a case similar to that of
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pattern A in the previous example. Thus the line-end in the center experiences more
pullback than the line-ends on the sides. As a result of this physical phenomenon, the
metal line-end in the center does not fully enclose the via. A feasible solution would be to
move the location of the via lower, so that sufficient coverage of via can be provided
even after accounting for the line-end pullback. However, in a regular design fabric, the
vias are on grid, which means that the via would have to be moved to the next grid point.
This might lead to an unnecessary area overhead. An alternate solution is shown in
Figure 7b, where the error is corrected through a minor design modification. It is
observed that metal extension on via needs to be increased to account for line-end
pullback. However, it is not possible to extend the metal line-end due to the proximity of
the thick metal. Therefore, a small notch is made in the thick metal which would allow
for an additional extension of the metal line-end. Such techniques are avoided in
conventional design flows because long metal wires are usually made thicker to decrease
resistance and to avoid problems associated with electro-migration. In this example, the
small notch is within the error budget of the design and does not lead to significant

electrical consequences.
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15nm notch in non-critical metal

(a) (b)

Figure 7: Example of pattern specific design modifications that finds optimum
solution between electrical performance, manufacturability and design
compaction (a) lithography simulation for problematic design (b)
lithography simulation after design modification

The two techniques discussed for design compaction are just a few of the several

techniques used by SRAM designers to design an optimum SRAM layout. Such

techniques have been successfully used for SRAMs primarily due the limited number of

patterns one would observe in a SRAM core. Since, a regular design fabric consists of a

limited number of lithography friendly patterns, we can use similar techniques to make

the design more compact through the use of “pushed rules” that find a better compromise
between area and manufacturability. Additionally it is also observed that several of the

“pushed rules” are similar to design rules that are already violated while designing high

density SRAMSs. Hence, such techniques may also lead to a common OPC for SRAM and

logic.
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4 EXPERIMENTAL RESULTS

After discussing the motivation for extreme regularity it is now necessary to discuss a
limited set of experiments which outline the costs and benefits associated with extreme

layout regularity.

4.1 Lithography simulation on pushed rules’
Although the introduction of regularity in the design flow improves the manufacturability
of a design, it also increases the size of the design. Some of this area penalty can be
regained by the use of “pushed rules”. As can be observed in Figure 6, as we “push” a
particular rule for a particular pattern, we reduce the process window observed for the
particular pattern. Hence it is critical that we find an optimal “pushed rule” that provides

sufficient area improvements while maintaining the manufacturability of the design.

Table 1 summarizes the area-manufacturability tradeoff between a conventional standard
cell approach and a regular fabrics approach in 65nm technology. The comparison was
performed on a D Flip-Flop using lithography simulations tuned to a production 65nm
lithography process. Ideally, one would like to evaluate the lithographic performance of a
design through the entire range of process variations that the design might observe during
manufacturing. However, due to limited availability of resources, results summarize the
variation in transistor gate-lengths obtained through lithography simulation for best
exposure and best focus conditions. One must note that ACLV at nominal process
condition provides information on OPC accuracy. Additionally, the degradation in image

quality due to exposure and focus variations is higher for non lithography friendly and

*Work in Collaboration with Slava Rovner
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non-RET compliant designs. Hence it is expected that the ACLV comparison would be
even more favorable for a regular design fabric in a manufacturing environment where

the design would experience variations in exposure and focus conditions.

DRC Compliant Fabric Pushed Rule Fabric

Area penalty w.r.t Std Cell 72.80 % 12.25 %

ACLYV improvement 2X 1.76X

Table 1 : Comparison of Area-manufacturability tradeoff for D Flip-Flops designed
for standard cells and regular fabrics
For a design rule compliant regular fabric design that is optimized for manufacturability,
the ACLV improvement is about 2X. This translate into a significant area penalty of
72.8% compared to a standard cell design optimized for compactness using wrong-way
and off-grid poly, wrong-way metal, and diffusion routing. With the use of “pushed
rules,” a good optimum between area and manufacturability can be achieved. While
ACLV improvement is limited to 1.76X, the use of “pushed rules” results in a
significantly smaller area penalty of 12.25% compared to the D Flip-Flop available in a
standard cell library. Hence the use of “pushed rules” creates an extra knob with which

one can better tune the area-manufacturability tradeoffs for the regular design fabric.

4.2 Focus exposure matrix (FEM) on pushed rules

For the earlier experiment discussed in Table 1, the design used a range of pattern-

specific pushed rules defined for the poly, active, contact, metall, vial and metal2 layers.
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Although the behavior of transistors is most critical one must also validate the
manufacturability of routing layer such as metall under the influence of pushed rules.
The earlier experiment verifies transistor performance under the influence of pushed
rules. In this next study we show SEM results obtained for metal 1 from a D Flip-Flop
implemented in a regular design fabric. Figure 8 shows the metal 1 layer using a metal 1
pitch that is 6% smaller than that allowed by design rules for this specific process. The

results show that the design meets the DOF and EL requirements.

Figure 8: SEM images showing through process printability of metal 1 in a regular

fabric with 6% pitch shrink

4.3 Validating silicon manufacturability and yield using pushed rules™
The incremental improvements in manufacturability discussed above are inconsequential
unless one can demonstrate yield improvements on working ICs. To evaluate the benefits

of regularity an experiment to study the manufacturability of ring oscillators (ROs) in a

“*Work in Collaboration with Slava Rovner & Kim Yaw Tong
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