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Abstract of the Thesis

Pedestrian Detection using Global-Local
Motion Patterns

by

Dhiraj Goel
Master of Science in Department of Electrical and Computer Engineering

Carnegie Mellon University, Pittsburgh, 2007

Pedestrian detection is a popular research problem in the eld of computer vi-
sion. It nds its applications in surveillance, fast automatic video browsing for
pedestrians, activity monitoring etc. In this project, a novel learning algorithm
is proposed to detect moving pedestrians in videos with the speci ¢ goal of incor-
porating such smart technology into General Motors cars so as to alert the driver
of any pedestrians behind the car while backing up. Such a warning system can

go a long way in preventing accidents.

Traditionally, appearance and shape cues have been used to segment out
pedestrians from videos. However, due to considerable variation in the cloth-
ing, articulation, and pose, such cues alone are not distinguishing enough. In
this project, a novel learning strategy called the Global-Local Motion Pattern
Classi cation or GLMPC, is introduced to localize pedestrian-like motion pat-
terns in the image sequences from a stationary camera. Instead of modeling the
motion patterns as a single class - that alone can still lead to high intra-class
variability - three meaningful subsets are considered - left, right and frontal mo-

tion. A discriminative classi er based on eigen ow i.e. the eigenvectors derived

Xi



from applying Principal Component Analysis to the dense optical ow of moving
objects, is learnt for each of these subsets separately. The learned model is a
cascade of Adaboost classi ers of increasing complexity, with eigen ow vectors
as the weak classi ers. Furthermore, a linear multi-class SVM classi er is learnt
to estimate the global motion. To detect the presence of pedestrians in a given
image sequence, the corresponding dense optical ow image is scanned with sub-
windows of di erent sizes at various positions. Every candidate sub-window is
tested against the learned classi er by estimating the global motion direction

followed by feeding to the matched AdaBoost classi er.

The combination of real-time dense optical ow (320x240 resolution @ 10
fps) and extremely fast classi cation results in a potentially real-time detection
system. The comparison with two baseline classi cation algorithms including
linear SVM illustrates the superior performance of the algorithm. The proposed
method is shown to be robust to slow illumination changes and camera motion.
Moreover, it can detect moving children too even though the training data is only

composed of adult pedestrian motion patterns.

Xii



CHAPTER 1

Introduction

1.1 Motivation

Every day there are incidents of pedestrians being hit by a car. Majority of the
accidents occur either at the pedestrian crossings or while reversing the car. In
either case, its the inability of the driver to locate the pedestrians that causes
the trouble. The rear mirrors don’t provide a full view of the scene behind the
car and this situation becomes worse for kids and babies, owing to their smaller
size (Fig. 1.1).

In this project, we aim to develop a robust real-time pedestrian detection
system for GM cars that can alert the driver of the presence of the pedestrians
behind the car and thus avert a possible collision (Fig. 1.2). Such a pedestrian de-
tection system can go a long way in not only minimizing the number of accidents

but also make driving a much more pleasurable experience.

Apart from this application, pedestrian detection is useful for surveillance,
activity monitoring, fast automatic browsing of videos for pedestrians etc. For
example, automatically detecting people in sensitive areas can help in intrusion

detection.



Figure 1.2: Pedestrian detection system setup: A camera mounted on the back of the
car would capture live video while the proposed algorithm would detect the presence

of any pedestrians and alert the driver to avert any possible accident.

1.2 Problem De nition and Related Work

Pedestrian detection is a hard problem in computer vision. Intra-class variability
of the class of pedestrians makes the detection process very challenging. Pedestri-

ans can appear in di erent poses, articulation and shapes due to the variations of



the human body, esp. the movement of the legs and the arms. They are usually
dressed up in di erent clothing leading to notable variability in appearance. In
general, pedestrians are found in market place, busy city tra c roads, parking
lots etc where they can get blend with the background clutter. Various upright
objects like trees, poles, windows etc can give a false illusion of humans from a
distance. The variations in lighting conditions and uctuations in weather further

complicate the problem.

Most of the pedestrian detection systems in the literature use appearance cues
to detect pedestrians in a single image. Cues like wavelet response [M 97], his-
togram of oriented gradients [DTO05] etc. have been used to learn a shape-based
model to segment out human-like objects from a scene. However, in an uncon-
trolled outdoor environment, owing to the issues discussed above, the appearance

cues alone are not su cient for reliable detection.

Recently, there has been a lot of interest in using motion patterns as distin-
guishing features for pedestrian detection. The motion patterns of humans are
signi cantly di erent from other motions like vehicles (Fig. 4.2 and 4.3). Be-
sides, they are robust to shape, appearance, clothing of humans and even though
individuals have particular gaits, their motion in general has inherent similar-
ity. The movement of arms, legs and torso provide important cues that can be
used to great advantage in human detection, especially in a stationary cluttered

environment.

Viola et al [P 03] used spatio-temporal Iters based on shifted frame di erence
to augment the pedestrian detection using spatial Iters alone, thus using both
motion and appearance cues for detection. Since dense optical ow is a popular
method to represent motion, Fablet and Black [FB02] used it to learn a generative

human-motion model while Hedvig [Sid04] trained a Support Vector Machine to
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Figure 1.3: Overview of the proposed system

detect human-motion patterns. However, most of the optical ow-based detection
methods are not real-time due to the high computational cost. In this project, we
present a novel learning algorithm to detect pedestrians in potentially real-time.
The comparison with a baseline linear SVM classi er shows the e ectiveness of
the algorithm in reliably detecting moving pedestrians without compromising on

speed.

1.3 Overview of the Proposed Work

Figure 1.3 gives an overview of the proposed system, comprising of three main
components - computing the dense optical ow, estimating the global motion of

the current window and nally, classifying as a detection or not.

The main idea is to learn a discriminative classi er to detect pedestrian-
like motion patterns in the image sequence. Figure 4.2 illustrates some of the
examples of such patterns. Due to high intra-class variability of the ow patterns

generated by the pedestrians, modeling all such patterns using a single classi er



is di cult. Hence, these are divided into meaningful subsets according to the
global motion direction - left, right and frontal. A cascade of AdaBoost classi ers
with the most discriminative eigen ow vectors are learnt for each of these global
motion subsets. In addition, a linear multi-class (three in this case) SVM classi er
is trained to predict the motion direction of any given data sample. The motion
patterns in the same subset share some similarity and hence, intra-class variability
for each of these subsets should be less as compared to the whole set, rendering

the classi cation less challenging.

At the time of testing, sub-windows of di erent sizes are scanned at di erent
positions in the dense optical ow image. For every candidate sub-window, rst
the global motion direction is estimated using the linear multi-class SVM classi-

er and then tested against the matching AdaBooost classi er for pedestrian-like
motion patterns. The combination of extremely fast dense optical ow and clas-
si cation allows the detection to work in potentially real-time at approx. 2 fps

on 320x240 resolution images.

The rest of the thesis is organized as follows: Chapter 2 outlines the impor-
tant concepts in computer vision and pattern recognition that have been used
in the proposed work like optical ow and discriminative classi ers, Chapter 3
introduces the background work in computing dense optical ow along with the
proposed improvement, Chapter 4 describes the novel learning strategy employed
to learn the discriminative classi er using the motion patterns, Chapter 5 details

the experimental results, followed by a discussion in Chapter 6.



CHAPTER 2

Background Work

This chapter provides a brief overview of the important concepts in computer
vision and pattern recognition that are used in the project, namely optical ow,

principal component analysis and discriminative classi ers.

2.1 Optical Flow

The idea of optical ow was rst introduced in 1981 by Lukas and Kanade [LK81]
to estimate the motion of individual pixels in consecutive frames. Since then it’s
become a well-established research area with applications in object tracking, 3D
image reconstruction, image segmentation, and image registration and creating
mosaic. Though there exists di erent ways to compute the optical ow like block
matching, frequency method and gradient methods, the last one by far remains

the most popular technique.

2.1.1 Introduction to Optical Flow

Given two grayscale images | and J, the aim is to estimate the displacement
vector (u;v) of a pixel (x;y) in I such that 1(x;y) and J(X + u;y + v) are sim-
ilar. The similarity of the intensities of the pixels is an important assumption

in calculating these vectors and is commonly referred to as brightness constancy



constraint. The pair (u;V) is called the optical ow vector, or simply optical ow.
Based on the above de nition, optical ow can be thought of as the motion of the
brightness patterns from image |1 to image J. It is important to note here that
non-zero optical ow doesn’t necessary imply actual motion in the 3D world. A
uniform colored sphere rotating about its axis with the light source being station-
ary appears to be stationary since there is no variation in pixel intensities between
frames. Even though the sphere is in motion in the three dimensional world, its
optical ow is zero, obeying the brightness constancy assumption. Conversely, a
stationary sphere (assumed to have some specular properties) in the presence of

a moving light source would have non-zero optical ow.

Considering the above two images | and J to be the consecutive frames of a

video sequence, the brightness constancy constraint at time t can be written as
I(X+u(Xy)y +Vv(Xy),t+rt) =1(xy;t) (2.1)

Since these images are separated by a known time interval, (u;v) also act as
velocity vectors. Assuming small velocity values, rst order approximation of the

Taylor Series expansion leads to

I(X+u(x;y); y+v(x;y);t+rt) = 1(x;;y; ) +u(x; y)—+v(x y)—y+dt@I (2.2)

Combining the Equations 2.1 and 2.2 and imposing the constraint dt = 1 for

consecutive frames results in the fundamental equation of optical ow:

where Iy and I, are the spatial image gradients in horizontal and vertical di-
rections computed using 3x3 Sobel Iter respectively while I is the temporal

gradient. The equation has two unknowns u and v for every pixel, but there’s
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Figure 2.1: Aperture problem in optical ow: only the component normal to the

image gradient can be evaluated.

only one equation constraining them. This is commonly referred to as the aper-

ture problem. Rewriting the relation as
(ri:z)+1,=0 (2.4)

shows that the velocity vector Z = [u;Vv]" can only be estimated in the direction
of the brightness gradient and its value along the edge can never be recovered
(Fig. 2.1).

In order to solve for the optical ow vectors, it is necessary to add extra
constraints. Even though various approaches exist in the literature, most of them
make use of two conditions to constrain the pixel motions: data conservation
(or brightness constancy) and spatial coherence. As described above, the data
conservation term assumes that the pixel intensities don’t change between frames
although they can undergo some displacement. The spatial coherence is based on
the assumption that a pixel can’t have any arbitrary motion as it belongs to the
same surface as its neighbors. A combination of these assumptions is pooled over
a neighborhood to obtain a solution. Section 2.1.2 explains the method proposed

by Lukas and Kanade while the more sophisticated methods that use both data



conservation and spatial coherence are explained in Chapter 3.

2.1.2 Lukas-Kanade Optical Flow

Lukas and Kanade proposed to solve the optical ow equation by assuming that
the motion of nearby pixels is constrained by some relation. Assuming uniform

ow within a sub-window W inside the image, every pixel p;;i = 1;2;:::;N
falling inside it would have the same optical ow. Collecting the ow relations
for all of them would form an over-constrained linear system of equations. Such
a system can be solved using linear least squares method by minimizing the error
function E de ned as:

N
E(uv) = Ulx(pi) + vIy(pi) + 1e(pi)) (2.5)

pi=1;pi2W

The system of equation can be written in the standard matrix form Ax =b

2 3 2 3
Ix(p1)  ly(p1) 5 3 Ie(p1)
Ix('pZ) |y(.p2) aYs_ It('pZ) 2.6)
: Vv
Ix(pn)  Ty(Pn) le(pn)
and its least squares solution is
u Ix (Pi) 1x(pi) x(p My (pi) Ix (Pi) 1e(pi)
475 = § < ' Z § X 22-7)
v el y(p)ly(p)  (P)te(pi)
= (ATA) }(ATb) (2.8)

The solution to (u; V) exists only if the matrix AT A is invertible. In fact, ATA
is the Harris Corner detector matrix [HS88] that is used to nd good features in

an image that can be tracked. It’s no mere coincidence that this matrix should



appear here since optical ow calculation is nothing but tracking a pixel of similar
intensity in a small neighborhood. The eigenvalues of this matrix provide a good
idea about the variation in pixel intensities inside the sub-window. For the matrix
to be invertible, both the eigenvalues should be large. However, for an essentially
homogeneous region, both these values are very small and hence there’s no way to
estimate the ow. In case of an edge, one of the eigenvalues is large as compared
to the other allowing us to recover the ow normal to the edge. In the case of
a corner, the matrix is well conditioned with both the eigenvalues having large

values and hence invertible.

2.1.3 Common Problems with Optical Flow

This section describes two of the most common problems with optical ow -
generalized aperture problem and large motions. While there’s no remedy to

deal with the former, a nice solution exists in the literature to tackle the latter.

2.1.3.1 Generalized Aperture Problem

Computing optical ow su er from a common problem: the selection of the
window size over which the constraints are minimized. ldeally, the window size
should be zero but in order to solve the equation, its value has to be atleast
greater than or equal to two. A larger value would invalidate the locally constant
(ora ne) ow assumption, since the larger region is most likely to have multiple
motions. A smaller value may not be able to constrain the problem su ciently
for it to be robust to noise. This dilemma regarding the optimum size of the
sub-window is known as the generalized aperture problem. Generally accepted
values of window size are 3, 5 or 7. For a 5x5 sub-window, we get 25 equations

per pixel to estimate its u and v.

10



2.1.3.2 Large Pixel Motions

Another problem with the optical ow techniques is that they assume small u and
v. In the real world and particularly for our application, this is not necessarily the
case. The violation of this assumption makes the higher order term in the Taylor-
series expansion of 1(x;y;t) signi cant and hence, can no longer be neglected.
Instead of employing numerical methods to minimize the non-linear optical ow
equation, ne to coarse pyramidal approximation technique can be used while
retaining the desirable linearity in u and v. Generally, every image in the pyramid
is half the size of the one below it; otherwise the image resizing operation becomes
terribly slow. Typical heights of the pyramid are 3-4. For a 640x480 pixel image,
the image at 4th level is 40x30 and going below this resolution would hardly

retain the basic image structure.

The advantage of using this multi-resolution scheme is that a displacement
as large as 10 pixels in the base image (and the nest resolution) shows up as
only 1.25 pixels motion in the coarsest image at level 4. Hence, starting with the
corresponding coarsest images in the two image pyramids, an initial estimate of
the ow vectors can be obtained without violating the small motion assumption.
The results can then be propagated to the next lower level in the pyramid by
warping the ow vectors according to the scale ratio between the two levels. At
this new level, small u and v assumption is again valid since an initial estimate
of the ow vectors is already available and all that is required is ne adjustment
of these values. Thus, every level in the pyramid (barring the top most) begins
with an initial estimate of ow vectors and adds its own contribution in terms of

small displacements that minimizes the error in ow equations for that stage.

Continuing the process till the lowest level and accumulating the estimates as

we move down the pyramid gives the nal ow vectors that are much larger than

11



a single pixel and conform to the actual displacement. The advantage of this
approach is that the motion spanning multiple pixels can be estimated without
changing the basic algorithm. Since the range of the motions that well be dealing
with are much larger than a pixel, adding this plug-in is indispensable, no matter

which method is nally chosen.

2.2 Principal Component Analysis

Principal Component Analysis, or PCA, is one of the most common statistical
methods to reduce the dimensionality of the data. Often, in statistics or machine
learning applications, dealing with very high dimensional data renders the prob-
lem of analysis, classi cation or visualization infeasible. PCA acts as a linear
orthogonal transformation that projects this extremely high dimensional data to
a lower dimensional linear space without losing too much information. The new
subspace is spanned by the eigenvectors of the mean centered data covariance
matrix corresponding to the largest eigenvalues. Such a coordinate system only
retains the information in the directions of maximum variance and throws away
the data projected to eigenvectors with lesser variance. The inherent assumption
in such a dimensionality reduction is that mean and variance are su cient statis-
tics to model the data i.e. the data follows a exponential distribution and has

high SNR.

Let fx,g be D-dimensional data set of N observations and we wish to project

it onto a space having dimensionality M < D using the maximum variance crite-

under the condition that ulu; = 1 for i = 1;2;:::; M (we are interested in the

direction not the magnitude). Now, if X is the data mean, then the variance along

12



the rst column is given by
X

1
1 TN (U Xn  U;X) (2.9)
n=1
= u;Su (2.10)

where S is the data covariance matrix given by

1 X
S=N Xn X)Xn X)T (2.11)

n=1
Maximizing the variance ; with respect to u,, using the Lagrangre’s multi-

plier 1, leads to the following condition
SU]_ = 11Uz (212)

with the variance given by

1= 1=U;Su; (2.13)

Clearly, the variance is maximized when u; is chosen to be the eigenvector
having the largest eigenvalue ; and is also known as the rst principal com-
ponent. The remaining prinicpal components can be computed in the similar
manner by chosing the next best eigenvectors. In the end, the desired U matrix
would correspond to the eigenvectors corresponding to rst M largest eigenval-
ues. Fast algorithms to compute the eigenvalues and eigenvectors exist in the
literature. As it turns out, the maximum variance criterion, as stated above,
gives the same linear transformation as would the objective function that mini-
mizes the average L, projection error. This easily follows from the exponential

distribution assumption.

Fundamentally, PCA is similar to discrete Karhunen-Love transform (or KL
Transform) but for the data-dependent bases as opposed to the xed discrete

cosine bases in KL Transform.

13
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Figure 2.2: Principal Component Analysis: For this data distribution, u lies along
the rst eigenvector that is also the maximum variance direction. Retaining the
projection only the along this direction would result in dimensionality reduction

without loss of much information.

2.3 Classi cation Algorithms

Data classi cation is essentially a mapping problem, f : X ¥ Y from the data
space X to the discrete labels Y. It mainly comes under the class of supervised
learning algorithms in which the input consists of data vectors along with their
target labels, also known as the training data. The aim is to best learn the
mapping, commonly referred to as the classi er, so that the label of a new,
unseen data vector can be predicted reliably. In general, the classi ers fall under

two broad categories of learning model [NJO02]:

Generative Classi ers that learn the joint distribution p(x;y) and calculate

p(y j X) using Bayes Rule to predict the most likely label y.

Discriminative Classi ers that model the posterior probability p(x j y) di-

14



rectly that amounts to learning the decision boundary.

Two of the most popular discriminative classi ers are used in the classi ca-
tion strategy in the project - Support Vector Machines (or SVM) and AdaBoost.
While SVM is a stand alone o -the-shelf classi cation algorithm, AdaBoost is
more of a boosting algorithm designed to improve the performance using a com-
bination of weak classi ers. The technique employed by SVM to learn the decision
boundary is described in the Section 2.3.1 while Adaboost is explained in detail

in the Section 4.3.2 along with feature selection.

2.3.1 Support Vector Machines

Support Vector Machine is, arguably, the most popular o -the-shelf discrimina-
tive classi er and was developed by Vladimir Vapnik [Bur98]. It provides state-
of-the-art performance in many real-world applications like text categorization,
bio-sequences analysis, object classi cation etc. It is also known as the maxi-
mum margin classi er as it learns the decision boundary to separate the positive
and negative classes (assuming binary classi cation problem) that maximizes the

margin from the data.

Consider the given training data set f(x;;yi)g where i = 1;2;:::;n and X;
is N-dimensional feature vector with label y; = +1 or 1 denoting the class it
belongs to. The feature vectors are assumed to be normalized between [ 1;1]
or [0; 1] to obviate the undesirable domination of any particular dimension(s) in
deciding the decision boundary. SVM strives to nd the hyperplane w:x b =
0 that best separates the training data with regards to the distance from this
hyperplane. If the data is linearly separable, the problem reduces to maximizing

the margin 2=jwj between the parallel hyperplanes on either side of the decision
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boundary such that the following conditions hold for all i:

WX; b +1; ify; = +1,

WX; b 1, ifyy= 1

that can be written as:

yi(w:x; b)) 1;8i

(2.14)
(2.15)

(2.16)

Instead of solving this quadratic optimization problem directly, its dual form is

solved which is much easier to deal with. The sample points that lie on the

hyperplanes are known as the support vectors as they are the ones that decide

the decision boundary.

In general, the data would not be linearly separable, hence a slack variable C

is introduced to incorporate a cost for misclassifying the data point. The decision

boundary is signi cantly in uenced by the value of the slack variable chosen - too

small a value would almost forsake the misclassi cations while too large a cost

value would push the hyperplane so as to classify everything correctly leading to

over- tting and a poorly generalized classi er.
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Figure 2.3: Support Vector Machines when the data is linearly separable. The
decision boundary is chosen so as to maximize the margin. The data samples lying

on the two parallel hyperplanes are called the support vectors and are highlighted

with doubly circles.
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CHAPTER 3

Proposed Work: Dense Optical Flow

This section introduces the concept of dense optical ow that is used to nd
the motion for every pixel in consecutive frames. First the pioneering work of
Horn-Schunck is described, followed by the di erent variants that exist in the
literature. The recent work of Bruhn et al that can produce accurate ow in real-
time is introduced next, followed by the proposed improvement that can give

better results without adding any computational overhead.

3.1 Horn-Shunck Dense Optical Flow

Optical ow technique is a popular method to estimate the pixel motion be-
tween consecutive frames. Section 2.1 introduces the pioneering work done in
this eld by Lukas and Kanade. However, their method fails to compute ow in
homogeneous regions, as a result of which it’s ine ective in the case when ow
is required for every pixel in the image, commonly known as the dense optical

ow. To overcome this shortcoming, Horn and Schunck [BK81] introduced the
class of variational methods to estimate the ow that have since then become the
most popular methods to compute dense optical ow. In general, these methods
compute the ow by minimizing a global energy function consisting of two terms:
a data term to enforce the brightness constancy assumption and a smoothness

term to regularize the ow in feature-de cient homogeneous regions. The basic
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assumption in embracing the smoothness term is that the every pixel in the image
doesn’t move independently. The neighboring pixels share similar ow and apart
from the discontinuities near the edges and occlusions, the velocity eld is almost
smooth everywhere. The algorithm proposed by Horn and Schunck incorporates
the smoothness term by penalizing the deviations from the ow gradient in the

form of laplacian:
z
E(;v) = ((ulx+vly + 1)+ (jruj’+jrvj?))dxdy (3.1)
|

where E(u; V) is the global energy functional, is a weighting constant to con-
strain the in uence of the smoothness term in the minimization and the remaining
terms have the same interpretation as in Section 2.1. The laplacian of the ow
velocities in the function are approximated by subtracting the value of a point
from a weighted average of values, u and v, in a local support region. The objec-
tive function thus obtained can be minimized using the calculus of variations to

obtain the dense ow equations:

(P+12+1Du = (2+1Du LAy Ll (3.2)

(P+1Z+1v = Llu+(2+1Hv Ll (3.3)

The above linear system of equations can be solved, iteratively, using the Gauss-
Seidel algorithm to compute the nal dense ow. Initially, when no estimate of
optical ow is available, only the ow near non-homogeneous corner regions gets
initialized. But as the iterations are performed, this ow propagates to feature-
less regions where the gradient is not well-de ned. After a su cient number of
iterations, the regions of constant brightness would get their ow from neighbor-
ing corner areas resulting in a dense optical ow. The amount of smoothness is
controlled by the parameter . Too high a value would compel the ow to be

too smooth near the motion boundaries to allow ay kind of motion segmentation.
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On the other hand, too small a weight would e ectively reduce the optimization

to Lukas-Kanade ow with the full-image as the support region.

3.2 Variants of Dense Optical Flow

Several improvements have been proposed to get more accurate ow by changing
the formulation of the regularization term. These strategies can be broadly classi-

ed in two types - image-driven regularization that assumes piecewise smoothness
in the image and adapts to the image discontinuities, and ow-driven regulariza-
tion that assumes piecewise smoothness in the ow eld and conforms to discon-
tinuities within it. An example of image-driven regularization is the one proposed
by Alvarez et al. [L 99] that relaxes the smoothness constraint near high image

gradients, thus, trying to preserve the motion boundaries:
z

E(u;v) = ((ulx+vly+1)%+ 1(Grij®)(ruj + jrvj?))dxdy (3.4)
|

where ! is a positive decreasing function, for example, as proposed by Charbon-

nier [CBA9%4]

1) = G (35)
1+%

S

Another variation was proposed by Nagel and Enkelmann [NE86] that considers
the image discontinuities by smoothing the ow only along its orthogonal direc-
tion. Among the class of ow-driven regularization techniques, Schnorr [C 94]

used the following formulation to get more accurate ow
z
E(u;v) = ((ulc+Vly+ 1>+ (iruj® +jirvj?))dxdy (3.6)
|

where ¢(s?) is again a positive increasing function, for example, of the form

()= 2 @.7)
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The error function in all the above methods is quadratic which has been shown
to be prone to noise. Besides, quadratic optimization penalizes the deviation
from the assumed model heavily resulting in inaccurate results. More advanced

ow techniques make use of robust statistics to devise non-linear error functions
that overcomes the shortcomings of quadratic optimization. In general, robust
statistics can be applied to only the data term, or the smoothness term (Eg. 3.8),
or both. Black and Anandan [BA96] showed that using these error formulations
in the optical ow calculation can signi cantly improve the accuracy, especially

near the motion boundaries.

z

E(uv) = (ulx+vly+ 1)+  (jruj® +jrvj?))dxdy (3.8)
I

where  (S) is robust statistics function with control parameter

X2
+ x?

(s) = (3.9)

Of all the above methods, robust optical ow gives the most accurate results,
however, it comes at a very high computational cost ruling out its usefulness in
real-time applications. The image-driven techniques are faster than their ow-
driven counterparts since the smoothness constraint is relaxed using a weighting
function that is only image dependent and hence, needs to be computed only once
in the beginning. However, none of them are reliable for real-time application in

their present form.

3.3 Real-time Dense Optical Flow

Recently, Bruhn et al proposed a new 2D-Combined Local Global Method, or 2D-

CLG, [A 05] to compute the ow eld in real-time using bidirectional multi-grid
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methods[A 06]. Assuming the terminology,

w = (v,
jrwi? = jrui +jrvi;
rsl = (Ll )7
J(rsl) = K (r3lrlh)

where K represents gaussian Iter in the local support region of size and

represents convolution, the Lukas-Kanade minimizes the local energy function
ELk(W) = w' (rsh)w; (3.10)

while the Horn-Schunck method minimizes the global energy functional
z

EnsW) = (W' (rogDw+ jrwj?)dxdy (3.11)
I

2D-CLG ow replaces the data term in the Horn-Schunck method with the

Lukas-Kanade structure tensor w' (r31)w, leading to a natural extension

z

EcieW) = (W' (rsDw+ jrwj?)dxdy (3.12)
|

One drawback of variational methods is that they are not robust to noise.
This approach combines the robustness of Lukas-Kanade ow but at the same
time, retains the advantage of being dense. Besides, the regularization term can
take any form - purely homogenous, image-driven or ow-driven depending on the
need. Even the quadratic minimization can be replaced by the robust non-linear
optimization.

The functional in the Eqg. 3.12 be solved in the similar way, as Horn-Schunck,

using the Euler-Lagrange equations followed by Gauss-Siedel iterative method.
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This is the conventional way to solve most of the variational methods. How-
ever, owing to the slow convergence rate of the Gauss-Siedel method, computing
dense ow eld is very slow. To speed-up this process, Bruhn et al proposed to
use bidirectional multi-grid methods which have must faster convergence. Pop-
ular iterative solvers like Gauss-Seidel manage to remove the higher frequency
components of the error within the rst few iterations and hence, show good
initial convergence rate. The low frequency parts, however, decay very slowly
owing to the smoothing properties of these solvers towards error. As a result,
after some iterations, the convergence rate is very sluggish (Fig. 3.1). Multi-grid
methods [BHMOO] circumvent this problem by using a sophisticated coarse-to- ne
hierarchy of system equations. These methods achieve excellent error reduction
properties by exploiting two facts. Firstly, the lower frequencies would show up
as higher frequencies on a coarser grid (Fig. 3.2). Secondly, the Gauss-Seidel
iterative solvers have good error convergence properties for higher frequencies.
Combining these two provides a hierarchal strategy to quickly solve for iterative
equation by projecting the system equations from ne to a coarser grid, solving
using Gauss-Seidel for a few iterations and projecting back to the ner grid to
re ne the solution. Since, in this process, the noise gets ampli ed too, the whole

procedure is repeated many times before stopping (Fig. 3.3).

Bruhn et al showed that, using the multi-grid method, it is possible to compute
dense optical ow for 200x200 resolution images at upto 40 frames per second
as compared to 0.164 fps for Gauss-Seidel iterative methods. Obviously, more
complicated models like using robust statistics don’t provide that high fps but

still computationally, multi-grid is much faster.
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Figure 3.1: Slow convergence rate of Gauss-Seidel iteratisolver. Note the fast

removal of high frequency components of error. (Source: A Miugrid Tutorial

[BHMOO]).

(a) Fine Grid (b) Coarser Grid

Figure 3.2: Low frequency component on a ne grid reappears aigh frequency

on a coarser grid. (Source: A Multi-grid Tutorial [BHMOO]).

3.4 Proposed Improvement

For the pedestrian detection application, 2D-CLG method wh image-driven
regularization term provides a good balance between speeddaaccuracy. As
mentioned before, such a formulation relaxes the ow smoatless constraint near
the image gradients (Eg. 3.4). Though at one hand, this helps computing
optical ow really fast, lack of any temporal knowledge in r&axing the constraint
limits it's accuracy. Thus, the actual weighting function enployed in the system

was modi ed to incorporate such information:
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