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ABSTRACT

As minimum feature sizes shrink into the deep-subwavelength range, manufacturing becomes in-

creasingly diJ~cult, and the costs and complexity of standard cell ASIC design become prohibitive for all

but the highest-volume products. Many manufacturing diJ3~culties owe to the irregularity of standard cell-

based design; therefore, design using more regular logic fabrics becomes an attractive alternative to the

standard cell paradigm. In this report, we outline an alternative CAD flow using a DFM-friendly regular

logic fabric based on heterogenous yet highly regular structures called "bricks." In particular, we describe

methods .for the automatic generation of brick layouts. We show that regularity requirements simplify

the problem of brick generation and can be exploited to yield layout methods which allow us to make

strong guarantees of completeness and optimality. Finally, we present experimental results and discuss

possibilities for future work.
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1 Introduction

Since its statement in 1965, Moore’s Law [3] has predicted (and driven) an exponential increase 

the number of transistors that can be packed onto an integrated circuit (IC). This increase in transistor

density implies an exponential decrease in the size of the features which compose those transistors. As

device sizes scale down into deep-subwavelength territory, the challenges of nanoscale manufacturing are

becoming increasingly difficult to overcome. Accordingly, the complexity and costs of Application-Specific

IC (ASIC) design as it is currently practiced are skyrocketing [14] (see Figure 1). In this section, 

discuss the manufacturing challenges of deep-submicron design, and we outline a design methodology for

coping with these challenges.

Figure 1. Exponential increase of ASIC design costs.

1.1 Manufacturing Challenges

Many of the challenges of nanoscale manufacturing axe related to optical lithography. For complex

physical reasons, the rate at which the illumination wavelength is decreasing is not keeping pace with

minimum feature size scaling. For example, a wavelength of 193nm was first widely used at the 130nm

node; however, according to the 2004 ITRS Roadma:p, 193nm lithography will remain in use all the way

down to the 32nm node [16]. As the minimum feature size scales deep below the illumination wavelength,

faithful reproduction of the smallest features becomes extremely difficult.



This difficulty manifests itself in systematic and parametric yield loss, which are now the dominant

yield loss mechanisms (see Figure 2). Resolution Enhancement Techniques (RETs), such as Optical

Proximity Correction (OPC) and Phase Shift Masks (PSM), have been developed to enhance pattern

fidelity, but these suffer from several limitations.. Rule-based OPC is computationally expensive and

time-consuming~ as it requires processing and modifying each of the billions of shapes that define an IC.

Moreover, the correcting capability of simple rule-based OPC is limited. Model-based OPC techniques

utilize lithography simulations to yield better corrections, but this simulation is time-consuming and

infeasible over large areas of irregular layouts [1]. Finally, Alternating Apertures (~A) PSM enhances

resolution via destructive interference; however, it is difficult to apply to arbitrary layouts due to phase

conflicts.

The usefulness of RETs is limited by the complexity and irregularity of standard cell-based layouts.

Consequently, more regular layout styles are needed if classical scaling is to continue apace.

Figure 2. Systematic vs. Defect-based yield loss.

1.2 The Regular Fabrics Approach

Over the years, several families of regular logic fabrics have been proposed. Field Programmable

Gate Arrays (FPGAs) are highly regular as well as reprogrammable. However, this flexibility comes 



a very high cost in terms of area, power, and performance when compared to ASIC designs. Pileggi et

al [13] proposed a Via Patterned Gate Array (VPGA) fabric which retained the regularity of FPGAs,

but with significantly improved performance, density, and power. More recently, the Regular Fabrics

Group at Carnegie Mellon University has proposed [2] a heterogeneous fabric composed of highly regular

structures referred to as "bricks."

The proposed brick design methodology is as follows. First, the RTL of the design being im-

plemented is analyzed, and a limited set of logic functions with which the design can be efficiently

implemented is constructed. These logic functions are typically of moderate complexity, usually having

around 6 to 10 inputs. This set of logic functions is then converted into a small set of roughly 20-30

logic-level netlists via BDD-based decomposition. Each netlist is composed of logic gates from a small

set of primitives (e.g., NAND2, NOR3, AOI21). The logic granularity of these netlists is roughly 2-3x

a single NAND gate. Finally, a layout is automatically generated for each netlist. These layouts are

referred to as "bricks," and the automatic generation of regular fabric brick layouts is the subject of this

report.

2 Regular Fabric Definition and Layout Methodology

2.1 Regular Fabric Definition

There are many possible ways in which one could define a regular fabric. Our regular fabric

is defined primarily by three characteristics. The first characteristic is that all layers are unidirec-

tional. The unidirectionality of all layers greatly improves printability and significantly reduces Across

Chip Linewidth Variation (ACLV). Reducing ACLV is particularly important for the poly layer, because

linewidth variation can cause severe deviation of transistor characteristics (due to gate length variation)

and can contribute to parametric yield loss. The second characteristic is that the pitch of each layer is a
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fixed, single value; all horizontal layers have a fixed pitch which is a multiple of some horizontal quantum,

and vertical layers have a pitch which is a multiple of a vertical quantum. Forcing each layer to have a

single, fixed pitch allows off-axis illumination schemes to be optimized for that pitch, thereby increasing

the process window and avoiding the problems associated with phenomena such as the "forbidden pitch"

[15]. The third characteristic is that metal lines are made thicker to avoid notches and landing pads.

Notches and landing pads are irregular, hard-to-print features which are easily removed by the thickening

of metal lines, and this thickening is easily accomplished given the fixed pitches at which all metal lines

are required to occur.

The fixed pitch requirement has a pleasant side effect: the conducting layers form a coarse grid, as

illustrated in Figure 3. This property is very important for our brick layout algorithms, as will become

clear in subsequent sections.

///////

/ ,/,,//!,,,/
///’///’,/

Figure 3. The routing grid.

2.2 Brick Layout Methodology: An Overview

Our brick layout is performed using a single-height one-row placement style (see Figure 4). Essen-

tially, this means that the pMOS transistors lie single file in a row at the top of the cell, and the nMOS

transistors are similarly arranged at the bottom of the cell. Brick layout is done in two phases: transistor

placement, and routing.



Optimal transistor placement for single-height one-row cells is a well-studied problem [5, 6, 7].

In this report, we extend the minimum-width branch-and-bound technique of [8] to exactly minimize

channel density and estimated wirelength as well .us area. Our new algorithm is described in detail in

Section 3.

As mentioned above, the fixed pitch requirement of our fabric implies that all routing must take

place on a coarse grid whose granularity is given by the vertical and horizontal grid quanta. The discrete

nature of this routing grid gives rise to an NP formulation of the brick routing problem. The solution

method which arises from this formulation allows us to make strong guarantees of completeness and

optimality that virtually no general-purpose routing algorithms (e.g., maze routing) can make. Our

routing method is discussed in more detail in Section 4.

p-row

n-row

Figure 4. Single-height one-row placement.



3 Transistor Placement

3.1 Problem Description

We begin our discussion of transistor placeznent by defining some notation. We represent a tran-

sistor as an ordered 4-tuple T = (g, s,d, t), where g, s, d are integer net indices (corresponding to the

gate, source, and drain nets, respectively), and t is a boolean indicating the type of T (either n-type 

p-type). The source s(T) and drain d(T) of transistor T are its diffusion nets. Transistors T1 and T2

are abuttable if they are of the same type (either p or n), and they share at least one diffusion net 

common.

Since bricks are layed out in a single-height, one-row style, the problem of transistor placement

reduces to the problem of finding a good ordering of the p transistors in the p-row, and of the n transistors

in the n-row. The choice of ordering is very important for two reasons. First, if two adjacent transistors

are abuttable, then the diffusion net that they have in common may be shared in diffusion between the

two transistors, thereby reducing the brick width by one poly pitch (see Figure 5). We refer to a sequence

of transistors TI~... ,Tn such that T~ shares diffusion with T~-I and T~+I as a transistor chain. A good

ordering will allow us to chain as many transistors together as possible using diffusion sharing, resulting

in a brick of minimum width. The second reason the choice of ordering is important is that some orderings

may correspond to placements which are much easier to route than other orderings. Thus, the transistor

ordering determines the width of the brick and its routing characteristics (e.g., best possible wirelength),

so it is crucial to find the best possible ordering.

Figure 5. Diffusion sharing.



3.2 Chaining Algorithm

Our method of transistor placement consists of two steps: pairing and chaining. First, we pair the

transistors into (p, n) transistor pairs. Then, we apply an extension of the branch-and-bound algorithm

of [8] to construct a placement of minimum width, channel density, and estimated wirelength.

3.2.1 Transistor Pairing

Rather than consider the n and p transistors separately, we group them into (p, n) pairs which are

vertically aligned in the final layout, and then find an ordering of the pairs. There are algorithmic

techniques for performing such a pairing [9]. However, because each brick is assembled from a logic-level

netlist, and since the netlist is composed of gates from a small set of logic primitives, we can take a

simpler approach. Namely, we maintain a lookup table from each primitive to an optimal pairing for that

primitive. For example, wherever a NAND2 appears in the netlist, we replace it with two (p, n) pairs;

the transistors that are paired together are those which share the same gate signal. It is experimentally

observed that this pairing heuristic works quite well in conjunction with the chaining algorithm to be

described.

3.2.2 Extended Branch-and-Bound Algorithm

The chaining algorithm of [8] uses branch-and-bound search to find a transistor ordering with the mini-

mum number of chains (and thus the minimum number of diffusion breaks, and hence minimum width).

However, the algorithm as originally stated makes no consideration of routability. As previously men-

tioned, different orderings can lead to placements with vastly different routability. Therefore, it is im-

portant to consider routing metrics during transistor placement.

We have extended the branch-and-bound algorithm of [8] to minimize two routing metrics: channel
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density and estimated wirelength1. The routing problem for bricks, given the single-height one-row layout

style, somewhat resembles the classic channel routing problem [10]. The correspondence between brick

layouts and channel routing instances is illustrated in Figure 6 (in the brick layout, each terminal is

labeled with its net number). In fact, in the (rather unlikely) event that all p transistors have the same

width and all n transistors have the same width, the single-height one-row brick routing problem is a

channel routing problem. Given the similarity between brick routing and channel routing, one might

expect that for any given brick, transistor placements corresponding to orderings of low channel density

are easier to route than placements corresponding to orderings of higher channel density. This was in

fact confirmed experimentally, as is discussed shortly.

52045 056

12345 156

Figure 6. A candidate transistor placement and its associated channel routing problem.

Our chaining algorithm essentially works as follows. First, the branch-and-bound algorithm of [8]

is run to calculate the minimum possible number N of chains. Then, another branch-and-bound search

is performed, using the minimum number of chains N as the bound; however, by contrast with the first

branch-and-bound pass, all search paths which lead to solutions having N chains are explored (rather

than only the first such path). Each of these solutions corresponds to a minimum width placement; for

each such solution, we calculate its channel density and its wirelength. Among all candidate solutions

of minimum width, we consider only those of minimum channel density; of all such solutions, we choose

the one of minimum wirelength. Thus, our placement algorithm exactly minimizes width, then channel

density, then estimated wirelength, in that order.

1The estimated wirelength of each net is equal Co half the perimeter of the bounding box of that net.
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As mentioned above, the utility of channel density as a brick routing metric has been borne out by

routing comparisons between placements generated by our extended branch-and-bound algorithm (which

optimizes width, channel density, and estimated wirelength) and placements generated by a simulated

annealing program (which optimized width and estimated wirelength alone). Placements produced 

our algorithm had significantly lower wirelength than those produced by simulated annealing, and were

easier to route: the maze router which was used for routing comparison always converged to a solution

more quickly for our placements than for the simulated annealing-based placements. Moreover, for some

circuits, our placement led to a routing solution whereas the maze router failed to find a solution for the

simulated-annealing based placement.

Additionally, our transistor placement algorithm has been observed to be efficient. While the

branch-and-bound search may theoretically take exponential time to terminate, it has never taken more

than a few seconds to place the transistors of a bric:k.

4 Brick Routing: An NP Formulation

Before we can describe our brick routing methods in detail, we first outline some elementary

definitions and results from complexity theory [4]. A decision problem is a problem, generally stated as

a question, whose answer is either YEs or No. An instance of a problem is a specific input for that

problem. The class NP is the set of decision problems 7, with the following property: if I is a YEs

instance of 7, (that is, I is an instance of the problem 7, for which the solution is YES), then there is 

proof of this fact which is a polynomial in the size~ of I, and which can be checked in polynomial time.

There is a polynomial reduction from problem 7~1 to 7’2 if every instance 11 of 7"1 can be mapped to an

instance I2 of 7,~ in polynomial time such that the size of I2 is a polynomial in the size of I1, and I2 is a

2The size of an instance is the number of bits needed to encode I in some "reasonable" encoding scheme. For example,
if I were an integer, then a reasonable encoding scheme would be a binary representation of I; an unreasonable encoding
scheme would be a unary representation, because it would be exponentially longer than a binary encoding.



YES instance of 7~2 if and only if I1 is a YES instance of :Pl. An NP-complete problem is a problem 7~*

in NP such that every other problem T~ in NP has a polynomial reduction to :P*.

Given a transistor placement, there axe several questions one may ask: Does this placement have

a routing? Does it have a routing with wirelength at most W, using at most V vias? If, for a given

placement, the answer to either of these questions is "yes," then a proof may be given in the form of

a routing which satisfies the desired properties, and this routing can be verified to have the required

properties in polynomial time. Thus, many variants of the brick routing problem can be formulated as

NP decision problems.

Another example of an NP decision problem is the boolean satisfiability problem, often referred to

simply as "SAT." An instance of SAT is a boolean formula F in product-of-sums form3, together with

the question, "is there an assignment to the variables in the support of F that makes F evaluate to 1?"

Such an assignment is called a "satisfying assignment." Equivalent questions are, "Does the truth table

of F contain any l’s?" or "Is F identically zero?" In 1971, Cook showed [12] that SAT is NP-complete.

SAT was the first problem shown to have this property; thousands of problems since have been shown to

be NP-complete. No worst-case polynomial-time algorithm is known for any NP-complete problem, but

many NP-complete problems are solved efficiently irk practice for large classes of inputs.

In this work, we formulate the brick routing problem as an NP decision problem whose instances

axe transistor placements obtained using our extended branch-and-bound algorithm, and whose question

is "For this placement, is there a routing on the grid shown in Figure 3?" We then (polynomially)

reduce the brick routing problem to the satisfiability problem. Although it is possible to reduce the brick

routing problem to any NP-complete problem, SAT is a natural choice for two reasons. First, boolean

formulae are familiar, and easy to manipulate and reason about. Second, SAT solvers have become very

sophisticated, and are frequently able to solve huge instances involving hundreds of thousands of variables

aThe term "conjunctive normal form" (CNF) is used more frequently in the literature. The term derives from the fact
that CNF formulae are conjunctions (ANDs) of sum terms (called ’clauses’, or ’disjunctions’).


