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Abstract

Embedded computer systems have traditionally been designed primarily as systems that maintain a
persistent relationship with another system. This assumption has allowed embedded system designers to
partition systems into a set of applications, and tune each part to execute each application so that it meets a
specification for the system. Optimal embedded systems satisfied the execution requirements of each
application, and did so using the smallest amount of silicon and power possible. But today, some categories
of so-called embedded systems look more and more like personal computers. These execute many
applications that do not exhibit a persistent relationship: web browsers, email clients, etc.. Today,
embedded system designers must balance far more than just the latency of a set of applications and the
power they consume. Designers of these new, programmable embedded systems, must somehow evaluate
the execution of a changing set of concurrent applications, the power consumed in the system, and the
performance of resources that are unreserved and may be used to execute still other applications not known
at design time. Currently, designers do not have a way to approach the problem of determining an optimal
programmable embedded system. We propose i) an application classification methodology and ii) several

novel approaches to system evaluation and balancing, which represent steps in the direction of a solution.



1 The Changing Face of Embedded System Design

Embedded systems haven traditionally been designed as systems that maintain a persistent relationship
with another system, most typically a physical, non-computer system. This assumption of persistence has
allowed designers to think of embedded systems as having a specification that the system must constantly
and periodically be able to meet. This specification included expectations of application performance,
latency, throughput, slack, and restrictions on system silicon area and power consumption. Given these
constraints, it is conceivable that the “best” system is one that meets application performance
requirements, and consumes as little area and power as possible.

Today, some systems traditionally thought of as embedded systems are changing, however: cell
phones, personal digital assistants, MP3 players, set top boxes, and even automobiles, are examples. While
these devices are still used to execute some applications continuously for long periods of time, e.g. media
processing, telecommunications, encryption, compression, they are also capable of executing programs in
the same class as databases, word processors, chat and email clients, etc.. These applications are used on
demand, requested by human or even other computer systems, and do not have persistent computational
requirements, but are no less important to the user than the applications that do have persistent
requirements. Indeed, this set of applications may be more computationally demanding. The relationship
that these devices have with their environment now changes as a function of time.

Quantifying this relationship is complicated by the fact that designers cannot know at design time the
complete set of applications that will be executed on these systems. Users are able to install and execute
arbitrary applications on many of these devices today, and this trend is bound to only grow. The
implication is that designers must be able to tune a system for the execution of applications that either i)
exist but may or may not be used by a given user or ii) do not yet exist. Designers then must have a method
for accommodating applications that are not only not persistent, but for which they also cannot directly test
the performance of a system.

This is further complicated by the fact that these systems execute several applications concurrently. A
changing set of applications (because not all applications are persistent) implies that the computational
requirements of the system change over time. The applications these systems execute then cannot be
considered in isolation; the ways that they interact in a system is important because these applications
execute at the same time, which requires that designers consider trading off the performance of one or

more applications when it is too costly to execute all at peak performance.
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These systems cannot be designed as if applications that are not persistent or not known at design time
do not exist or are not important, nor can these systems be designed as if these applications were persistent.
The former results in systems that are under designed, the latter in systems that are over designed. Clearly,
a middle ground must be struck that balances the requirements of persistent applications and those
applications that are not persistent, and not even specified at design time, all in a context where power and
area constraints must be respected.

However, at present designers have no other methods for finding optimal system designs in these
circumstances. We propose i) an application classification methodology, ii) several novel approaches to

system evaluation and balancing, and iii) we show how these represent steps in the direction of a solution.

2 Design Approaches

In order to distinguish between traditional embedded systems and the systems we are targeting, we
will refer to our targeted systems as programmable embedded systems (PESs).

Programmable embedded systems must be designed in such a way that balances both the performance
and power consumption of applications known at design time and applications not known at design time.
This way of thinking about applications is similar to the way computer architects have always approached
computer system design: by designing for a set of applications under the presumption that together they
represent the applications the system will eventually execute, though these real applications are not known.
Successful programmable embedded system design begins with the applications, and applications are the
focus of a computer architect’s approach to system design. However, these approaches have traditionally

been quite different [1]; we therefore propose a new kind of system balancing.

2.1 Balancing Performance: The Computer Architecture Approach

The computer architecture approach to design is focused on ensuring the performance of all
applications that may be anticipated to someday execute on the system; designs are selected only if they
exhibit good performance executing as wide a variety of applications as possible. The reason for this is that
the system is intended for general use, i.e., for executing arbitrary user code—even if the “user” is a
post-manufacture software designer. Arbitrary user code is by definition undefined, and therefore
unavailable for testing the performance of a system. Computer architects, therefore, resort to evaluating
system performance by executing sets of applications meant to represent arbitrary user code. In the

uniprocessor world, SPEC CPU2000 [2] is a popular set of benchmark applications; SPLASH-2 |3] is the
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Fig. 1 Computer architecture system evaluation approach.

analog in the multiprocessor world. To the computer architect, each application in these sets of
applicattons is important.

The computer architecture design flow is illustrated in Fig. 1. A set of applications § = {Al’ ooy An}
is chosen to approximate the set of real, but unknown system applications, R. Each application 4; is
selected because it represents a different kind of computation task the system may be required to execute,
to goal being to approximate as much of the set R with the set S.

The system executes each application in the set S. These applications are executed individually (with
fixed, predetermined input data sets F' = {Dl, e Dn} , which approximate the real input data sets /), the
assumption being that each application in the real set of applications will, by approximation at least,
execute in isolation—sets of applications do not compete for resources. In some cases, an application may
have several different input data sets to capture the execution behavior of an application processing
different input data, though each application still executes only one at a time.

The general-purpose processor can be thought of as a function G with an input A(D) where D is in the
input data for the application A, and producing as output V, the performance of A executing on G with input
data D. Evaluating G(Ai(Di)) = Vi for all i yields a set of performance values P = {VI’ cers Vn} ,
where V; is typically a latency value; only recently have power consumption and heat dissipation become
issues, and hence a performance metric, in general-purpose system design [4]. The system is then
evaluated by evaluating P. Though there are several ways of doing this, the desired result is not a design
that performs well for only a subset of S; a good design strikes a balance between all benchmark
applications, because there is no way to discern the computational behavior of the real application set R.

This goal of performance balance across a set of applications is illustrated in Fig. 2. The performance



of two systems is plotted for a set of applications. In the figure, system 2 has clearly been designed to
execute application 4 well; this improved performance is also clearly at the expense of the performance of
all the other applications. System 1, on the other hand, though it doesn’t perform as well as system 2
executing application 4, performs better than system 2 for all other applications, and the performance of
the system across all applications is relatively uniform.

Fig. 2 is useful in illustrating the competing goals of traditional embedded system design and
computer architecture. System 2 is optimal for a specific application, as would be useful in traditional
embedded system design, where applications are designed for in isolation. System 1 is the goal of
programmable system design, a traditionally computer architecture design. Neither of these approaches,

however, are useful to find optimal PES designs.

2.2 The New Optimality

Programmable embedded system designers must balance more than just the latency or throughput of a
set of applications assumed to execute in isolation. Traditional embedded systems have traditionally been
designed as devices with persistent relationships with their environment. Under this assumption, system 2
is far superior to system 1. After all, system 2 will, presumable, constantly and persistently execute
application 4 of Fig. 2. PESs now execute a changing set of concurrent applications, some persistent and
some not, some known at design time and some not. Any of these applications may be important, and the

performance of all must be considered. What is critical however is the observation that time is variable
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Fig. 2 The performance of a general-purpose system in comparison
with that of an embedded system.
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Fig. 3 Our proposed PES evaluation approach.
when evaluating system performance, because the requirements of a system now change with time. Of
course, the energy consumed by this set of applications must also be evaluated. Designers must balance all
of these concerns in the search for an optimal design.

Our proposed evaluation scheme for PESs is illustrated in Fig. 3. Embedded system design, like
computer architecture, starts with the applications. However unlike computer architecture, programmable
embedded system designers do not design for a known, fixed, set of applications that may be assumed to
execute in isolation. For a given programmable embedded system there are k sets of up to m applications,
S, through S;. Each application in a set S; executes concurrently (though the sets themselves may not
execute concurrently); there are k sets of applications to represent the order in which different sets of
applications concurrently execute. Each set may have a different amount of applications; set S; has n,
applications, S, has n, applications, and so on, n.<m. Some of the applications executing in the system
are always executing, i.e., represented by the set § p= . Sj' At any given time, the system is executing
some set S; ; when an application A & S p terminates, then the set of applications executing in the system
becomes §;, i =/ . This contributes to making time, a variable missing from the computer architecture
approach to system evaluation, an important aspect of system evaluation, since different sets of
applications execute at different points in time.

When executed, each application in an application set S; processes associated input data from the set
F = {Dl(t), - Dm(t)}. This set contains the input data for all application sets; input data D; is only
relevant when application A; is in the application set currently executing. Unlike the input data sets
considered by computer architects, these data sets change with time. This impacts system evaluation,

because Ai(Di) is no longer invariant, as was the case in the computer architecture approach to evaluation.
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This also contributes to making time an important element of system evaluation, because applications may
behave in different ways at different points in time.

Unlike a general-purpose system, an embedded system cannot be thought of as a function transforming
system inputs into performance; the performance of an embedded system does not distill to a single value.
The inputs to the system are sets of concurrently executing applications S = {Sl’ vy S k} , and the
time-dependent input data each application in each set processes, F = {F IR F m} The result of
executing S with input data F is a set of performance values, P = {{Vl’ Vo } E, U}, composed of a
set of application performance values (one for each application) V (latency, throughput, slack), system
energy consumed E and system utilization U while executing S with F.

Evaluating P for future embedded systems is hence much more difficult than for general-purpose
processors. Not only is performance a combination of application execution (latency, throughput, slack,
etc.), system energy consumption, and system utilization, but architects must decide which of these factors
are more important. This is not a problem general-purpose processor architects face: only application
performance matters, and all applications are important. In the context of embedded systems, different
applications may matter more than others, and system utilization may matter more than energy, for
example. Further, the importance of system energy consumption may even be dependent on which
applications are executing; in some circumstances, under high load, for instance, it may be acceptable for
the system to consume more energy than usual.

Clearly designers need a framework with which to approach the new system design balancing act, or
risk not finding the best architecture, or even being able to reason about what “best” may mean. Best is
certainly not simply application performance; best must include system energy dissipation, and system
utilization as well. Because the applications a system executes, and the pattern of their execution, has such
a significant impact on power consumption and system utilization, it is natural that any such framework
begin by considering applications.

3 Application Performance Classification

The optimality of system-level power and performance for these new designs requires a new method of
classifying or characterizing application behavior. Characterizing application behavior is critical in the
design of PESs because these systems execute a changing set of concurrent applications with different

activation and performance classes; the behavior of applications with respect to time is important because
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the applications do no execute in isolation. The different ways that applications behave may impact how a
system is developed so that situations where applications interact and impact performance in a negative
fashion can be avoided, or situations where applications could interact in a beneficial matter may be taken
advantage of.

We propose classifying applications in each of three orthogonal ways: arrival characteristics and
timing, input data content dependence, and input data size variation. Arrival characteristics and timing
describes the regularity of request arrival, and whether or not the task must be completed before a deadline;
the arrival and timing classes are periodic, sporadic, timed and streaming. Input data content dependence
indicates whether or not a relationship exists between the value of the inputs to the application and the
application execution time; applications are either content independent or content dependent. Input data
size variation captures whether an application operates on fixed-size input data or input data may be of
different size, application instance to application instance; applications are either size-consiant or
size-variable.

These three categories and their corresponding classes more completely capture application behavior
as it impacts performance, and hence power, than any previous work on the subject. This is accomplished
in two ways.

First, our arrival and timing characteristics exposes more differences between applications than
traditional classifications. Historically, embedded systems have been designed by dividing applications
into only two classes: periodic tasks that have both a predictable arrival behavior and a predictable
deadline, and everything else. This simple classification, illustrated in Fig. 4, fails to capture the variety of
tasks that are not periodic, and in particular neglects those tasks that do not have both a predictable arrival

behavior and a predictable deadline. For instance, there are tasks that may not have a predictable arrival
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behavior, but do have a deadline. These tasks must be handled differently from tasks that have neither
predictable arrival behavior nor a deadline, otherwise deadlines may be missed.

Second, input data size and input data content are considered an important factor in determining
application behavior. In previous application classifications, input data effects are entirely captured in the
worst-case execution time (WCET) of an application. If there is variation in the amount of processing an
application does from data set to data set, the WCET is based on the pathological input data set that results
in the largest amount of required computation. This approach is pessimistic, conservative, and does not
take advantage of the fact that input data often impacts application execution and that this information can

be leveraged for better design and better WCET calculations.

3.1 Arrival Characteristics and Timing

We divide applications into four arrival and timing classes, periodic, sporadic, timed, and streaming,
illustrated in Fig. 5.

Applications are first distinguished from one another by considering whether or not they must be
executed persistently and at regular intervals. These tasks are denoted periodic tasks. Periodic tasks are
assumed to have real-time deadlines, and include such tasks as control updates or sensor monitoring.
Periodic tasks are among the easiest to handle, because their regular arrival pattern allows designers to
reserve resources in advance for their execution.

Those tasks that remain to be classified (those that do not need to be executed periodically) are next
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Fig. 5 Arrival characteristics and timing requirements classification flow chart.
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distinguished by whether or not they have real-time deadlines. Examples of applications that do not need to
be executed periodically and also don’t have real-time deadlines include web browsers, email clients.
These programs may be requested by a user at any time, and their execution is not at all constrained by a
deadline or deadlines. These sorts of tasks we will denote sporadic. Sporadic tasks are also easily to
handle, but for the completely opposite reason that periodic tasks are easy to handle: sporadic tasks are
completely irregular in their arrival, but have no associated requirements, and may therefore be executed
whenever the system is not doing anything more important.

None of the remaining tasks arrive periodically, but all of them have real-time deadlines. These
deadlines can take two forms: there may be a single, end-to-end deadline for the whole application, or
there may be a series of deadlines that an application must satisfy each time that it is executed. We’ll refer
to the applications with the first kind of deadline as timed, and to applications with the second kind as
streaming.

Timed applications are applications that must be completed as a whole within a certain time frame for
correctness or user satisfaction. Examples of this include human-computer interface processing such as
handwritten character recognition or voice-activated command recognition. In both of these cases,
performance is simply measured as a timely response, start to finish; there are no intermediate conditions
or time-based checkpoints that must be satisfied for correctness.

Streaming applications are applications that must satisfy recurring, intermediate deadlines for
correctness or user satisfaction. Examples of this include making a cell phone call and MPEG encoding
and decoding. In each case, the application must sequentially process a number of frames (voice or video),
and each frame must be individually, completely processed before a deadline to ensure that data is not lost
or the user’s experience degraded.

It is noteworthy that timed tasks could be broken into a series of subtasks, each with a deadline,
making the task appear to be behave like a streaming task. On the other hand, streaming tasks may be
likewise decomposed into a sequence of timed tasks. Both of these transformations are useful because they
allow a wider range of applications to take advantage of the different scheduling advantages that timed and
streaming applications have.

Timed tasks have a temporal scheduling flexibility that streaming tasks do not. Timed tasks, since the
deadline is known and there is no further work required by the application when the deadline is met, may

be scheduled on resources that are only temporarily available—for instance, resources that will soon be
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