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Abstract

This paper demonstrates how ClusterSim can be used for e-commerce cluster performance

analysis. The simulation tool models a three-tier e-commerce cluster and supports boot-time

adjustment of many relevant parameters. The different elements of the system are modeled

statistically.

Three cluster architectures are analyzed: rigid, in which no machines are shared between

tasks; flexible, in which all machines are shared; and hybrid, in which some machines are shared.

Each architecture’s performance space is mapped and trade-offs are discussed. Steady-state and

temporary transient overload conditions are simulated. Simulation indicates that the hybrid

architecture’s steady-state performance is better than the rigid architecture and within three

percent of the flexible architecture in the likely operating region, and that during transient

overload the hybrid architecture drops fewer order messages than the flexible architecture.



1 Introduction

Since its introduction in April 1993, the World Wide Web has grown from a system used primarily

by academics and hobbyists to a platform hosting billions of dollars in economic activity every

year. As the popularity of e-commerce web sites like Amazon.corn and eBay.com has exploded, the

feasibility of hosting such large-scale operations on monolithic computer systems has evaporated.

Instead, groups of smaller PC-class machines are networked[ together to present remote users with

the appearance of a single system; this is known as a cluster. For certain applications, the clustered

machines are organized into tiers which share a software installation and a designated workload.

The configuration of a cluster is defined as a description of each machine’s assigned tier and assigned

task.

One architecture commonly used to support internet services uses three tiers. This three-tier

cluster model is described in [33] and [8] and specialized for e-commerce in [36]. Vendors like

and BEA Systems[8] provide commercial systems based on three-tier clusters. In the model, all

input traffic to the cluster arrives at one or more front-end load balancers. The load balancer is

then responsible for directing the request stream to the machines in the cluster. A first tier of

machines, the web servers, are responsible for servicing the HTTP connections and returning static

content. They run standard web servers like Apache and Microsoft IIS. Unlike standard web traffic,

however, a very large percentage of the requests in an e-COlnmerce cluster are for dynamic content,

so almost all requests get forwarded by the first-tier web servers to the middle-tier application

servers. The application servers are typically responsible for the order entry, catalog search, and

financial transaction functions; JBoss is one example of an Enterprise JavaBeans application server

that may be used in the application tier. To generate this dynamic content, the application servers

rely on a third tier of back-end databases such as PostgreSQL, Oracle, or IBM DB2. Depending

on the performance requirements of the system, there may be multiple database machines hosting

different data sets.

This architecture has several advantages over a simple single-tier cluster[8]. Like the flat cluster,

it uses load balancing to distribute incoming requests among multiple machines. With three tiers,

however, the load balancing also benefits the application servers. If the web servers and application
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servers were colocated on t]Se same machines, each web server would only be able to contact

the local application server, potentially causing a bottleneck. Additionally, partitioning the web

and application servers allows for finer tuning of the cluster configuration to match the expected

operating environment. Finally, providing a distinct .application tier can facilitate enhanced security

measures. If the network is partitioned between each tier, the application tier can be placed behind

a firewall, leaving only the web servers exposed to external traffc. This simplifies the task of

securing and auditing the system to prevent unwanted intrusions.

Like any system involving personal data, user privacy an.d security are critical in an e-commerce

environment. In a Business to Consumer (B2C) web site, financial transactions are encrypted using

the Secure Socket Layer (SSL)[18]. In contrast, a Business to Business (B2B) web site typically

encrypts all of its customer traffic. Using SSL unavoidably increases the computational overhead

of these transactions and reduces the overall system throughput.

Dependability is also an essential consideration in e-commerce since prolonged system outages

can be financially devastating. One forty minute outage during the holiday shopping season in

2000 cost Amazon.corn an estimated $500,000 i[n lost sales[30]. As these operations grow in size,

the costs of downtime spiral upwards; conversely, a small operation may lack the financial resources

to overcome even a temporary system outage. Dependability is therefore a critical requirement for

all e-com~nerce systems. Clustering is ideally suited to help fulfill this requirement because of its

built-in redundancy.

However, the cost, scalability, and dependability advantages of clusters have come with new

challenges in system design, modeling, and management. One approach to easing the burden on

cluster system designers is to create off-line simulation tools. This allows the designer to experiment

with different machine configurations, network topologies, .and performance requirements without

costly equipment purchases or repetitive system configuration tasks.

ClusterSim is an e-commerce cluster simulation tool targeted at aiding analysis and automated

design synthesis. It forms a toolchain with TrafJ~cGen, ClusterTirne, and ClusterStat to allow rapid

analysis and run-time modification of any B2C three-tier cluster configuration. While CIusterSirn

implements the B2C model of SSL security, it could be easily reconfigured to resemble a B2B


