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Abstract

In an efl~ort to control the parameter variations, rising mask costs and siicstematic yield problems

that are lhreatening the affordability of application-specific ICs, new form’.~ of design regularity and

structure have been proposed. For example, there has been speculation [101 that regular logic fabrics

[191 based on regular geometry patterns [3] can offer an economic solution [8] to provide, tighter

control of variations and greater control of systematic manufacturing failures. An emphasis :is being

placed on developing new, regular logic fabrics that leverage the regularib, and programmability of

FPGAs, yel deliver a level of performance and density close to ASICs. We present a complete CAD-

flow thai: uses a combination of commercial and developed tools to provide regular implementations

of designs (RTLs). These: implementations exhibit high physical regularity in the silicon as well 

the interconnect layers. The developed tools include a tech-mapper whicl-~ exploits regularily in the

design, a packing tool and a regular-router. We further propose new regular routing architectures and

explore the various performance vs. manufacturability trade-offs. Result:~ demonstrate that a more

regular, restricted architecture can provide a substantial advantage in terms of manufacturability and

predictability while incurring a modest performance penalty.



1 Introduction

As integrated circuit (IC) technologies continue forward into aanoscale, the traditional approaches 

application specific IC (ASIC) design are becoming ineffective. Most prominently, the cost of ASIC

design and manufacturing, including the increasing costs of masks, are too large to amortize over the

total volume of a low ~o medium volume product. Standard programmable IC products, such as FP-

GAs [5], ofler a solution to rising design and mask costs by amortizing cost over multiple products

and applications. Furthermore, FPGAs are based on regular logic structures that are small enough to

tune and optimize for manufacturability and control of variations, then repeat many times to lbrm a

complete array. But while FPGAs, as well as other programmable iCs, offer much simpler and more

affordable implementation, it is at a high cost in terms of performance and power. For example, an

FPGA can be three times slower and can require ten times the area of a standard cell ASIC~

This nanoscale IC landscape requires new design styles and circuit fi~brics which can leverage

the advantages of new’ technology nodes and provide ASIC performance at an affordable cost. One

proposed fabric is a Via Patterned Gate Array (VPGA) [19] :81, which is similar to an FPGA since 

is comprised of an array of programmable logic blocks (PLB), but is distinctly different in two ways.

First, the logic configuration is performed by an application.-specific via layer, rather than field pro-

grammed with SRAM switches. Secondly, using metal mask configuration of"switches," the: routing

is done on top of the PLBs, rather than beside the PLBs using active tra~sistors. This significantly

reduces the die-area overhead in contrast to dedicated routing channels in FPGAs. Program~ning the

vias requires a small set of application specitic via masks.

The choice of PLB architecture for the logic array is crucial. This problem has been well studied

for FPGAs in [12] and [2]. A heterogeneous PLB architecture for an FPGA is generally preferred

over a homogeneous one and has been shown to provide superior performance. Due to high area

and performance cost of SRAM switches, the granularity o1: PLB components needs to be low. For

Via conligurable fabrics, the area and perfor~nance cost of Via switches is low, which permits a more



granular PLB architecture. We present VPGA trade-off results for a heterogeneous PLB based on

a CAD-fl,~w that uses a combination of comraercial and devek~ped tools. The results are compared

in terms of gds-II clean implementations of RTL netfists fi~r a sea-of-PLBs with a specific PLB

architecture. We explore the cost of regularity with a sea-ot-PLB style physical impleme, ntation

using a fabric specific tech-mapper and a packing algorithm.

Due to the challenges posed by chemical-mechanical polishing (CMP) of nanoscale copper inter-

connects, there is evidence that more regular l:orms of routing may be required [111 [ 10] to produce

reliable, predictable back-end of line (BEOL) metal patterns. There are an increasing number of com-

mercial regular fabrics [7], including the eASIC architecture [6] which u.,~;es SRAM programmable

PLBs with ASIC style-routing or via-configurable :routing over the logic fabrics. Like FPGAs, these

regular logic fabrics can be tuned and optimized for manufacturability and control of variations.

Since the interconnect routing, area and performance can have a dominant impact on that of the IC,

the regularity trade-offs for the back-end-of-line (BEOL) metal routing must be explored as well.

Numerous research studies have explored the performance trade-offs of FPGAs routing architectures

that employ a regular routing structure programmable via SRAM cells [12]. The major distinction

from a regular logic fabric such as a VPGA is that FPGAs employ SRAM programmable switches

and the lotal die-area is limited by the configurable interconr~ect area. In contrast, circuit fabrics that

employ via-configurable interconnect do no! suffer from this problem, since the overhead of extra

switches (potential vias) is substantially less. For example, a VPGA can afford a much higher switch

density per switch box, which translates to a much higher flexibility in rc, uting. Furthermore, in an

FPGA the number of switches used while rc, uting a net is very critical due to the switch delay. For

via configurable switches this delay impact is substantially less.

As the next step in assessing regularity trade-offs, we describe a routi~ag framework that accom-

modates regular and structured routing architectures. This fcamework allows us to explore the cost-

performance trade-off’s associated with regularity in the BEOL metal architecture. In particular, we

propose two regular routing models and compare Ihem with traditional ASIC routing. We will refer

to the first regular routing style as structured routir~g, whereby all of the metal masks are apl?lication



specific, but the routing is highly restricted, arid fully populates the layers. For our second model

we proposed a structured routing that is based on via configurability, whereby only the via masks are

application specific, and the metal masks are common for all applications. The metal routing is cus-

tomized for a particular application by selecting via locations from among the numerous "potential

via" options. Using the developed router, we explore a sea-of-PLBs style array routed using vari-

ous routing styles. The routing styles explored include the standard ASIC style routing, a Structured

ASIC routing and Via configurable routing. Results show a modest performance penalty is incurred

for a substantial improvement in the ability to predict the silicon and manufacturing realities. We fur-

ther explore the impact of redundant vias, as well as. the cost vs. advantage of other manufacturability

enhancements.

The remainder of this thesis is organized in the ~bllowing way. Section 2 describes the design flow

for a sea-of-PLBs style regular placement with ASIC style routing along with the results. In Section

3, we outline the aforementioned routing models followed by the proposed routing framework and

results in Section 4. Section 5 presents some of our conclusions.



2 Regular Placement

Recently proposed fabrics such as the Via Patterned Gate Array (VPGA) [191 [81, lightspeed 171,

eASIC [6], etc., represent a compromise between FPGAs and standard cells by employing regular

logic fabrics and interconnect structures, but customize the routing and logic function using via mask

patterns instead of field-programmable CMOS switches and SRAM storage bits. References 1191

and [8] showed that a simple replacement ef the FPGA LUT (lookup table) would be the VPGA

LUT which is significantly faster than that for the FPGA, since there is one Iless level in the LUT tree,

and there is a via connection to one of the supplie:~, rather than a connection through a much more

resistive SRAM cell. Further, [191 [81 developed a heterogeneous PLB ,consisting of two 3-input

NANDs, (me via configurable 3-LU’f, a flip flop and a couple of buffers. Figure I shows ~:his LUT

based PLB.

Figure 1: LUT based PLB for VPGA Fabric



2.1 CAD Flow

For a given PLB architecture, Figure 2 outlines the flow that we use to map an RTL-level description

of a design onto a regular array of PLBs. First we use a restricted library of standard cells to obtain an

ASIC-style detailed placetnent of the design. This part of the flow uses commercial CAD tools with

the exception of a logic-compaction step. Next we legalize this placement by ’packing’ the standard-

cells into an array of PLBs. Our legalization algorithm works with a cost function that minimizes

perturbation of the AS[C-stye placement, and thus minimizes any loss of performance or increase in

area at this stage. Finally we perform ASIC-style global and detailed routing on this regular array of

PLBs. In the rest of this section, we describe ,each stage of this flow in greater detail.

The restricted library of standard-cells used in~ this flow consists of the component cells of the

given PLB architecture - for example NAND3, 3-LUT, bufli~rs and inverters. The library is further

restricted in that each componen! cell has a fixed :dze which is chosen to give a good power-delay

tradeoff. This corresponds to the size of that component cell in the PLB. The timing information

for this library is generated by characterizing these cells using a commercial tool called CellRater

from Silicon Metrics [14]. We use Design Compiler from Synopsys to do logic optimization and

technology-mapping to this restricted library.

Technology-mapping is followed by a compaction algorithm that reduces the area of the netlist

by better utilizing the given PLB architecture. Our algorithm first finds clusters of logic or "supern-

odes’ corresponding to functions with 3 or less than 3 inputs. This is done using a maxflow-mincut

algorithm similar to Flowmap [9]. It then ~natches these computed supernodes to the appropriate

combination of PLB components. This allows more logic to be collapsed into PLBs. For both the

PLB architectures tha~: we considered, this compaction step resulted in a significant reduction in total

gate area of about 15% on the average.

We then use a commercial tool called Dolphin from Monterey Design Systems [15] to perform

physical synthesis and placement. The result of this stage is a detailed ASIC-style placement that has

been optimized for performance, area and routability based on physical information. The resulting

netlist includes logic changes and buffer insertion to meet timing constraints and area specifications.
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Figure 2: CAD-flow for an ASiC-routed regular PLB.-array



After obtaining this ASIC-style detailed placements, our next step is to ’legalize’ this by packing

the component cells itnto a regular array of PLB~;. Our packing algorithm does this by recursive

quadrisection. At each quadrisection level, the component cells are relocated to other regions of the

chip depending on the availability of the corresponding resource. For example, if there are more

3-LUTs in a region of the chip compared to ~:he resources available in the PLBs in that region, some

3-LUTs will be moved to the nearest region of the chip that has unused 3-.LUTs available. The cost

function used in this algorithm takes into consideration the criticality of lhe cells being moved and

also tries to minimize perturbation of the ASIC-style placement.

In order to further minimize the loss in performance due to the moticm of the component cells,

we use the packing algorithm in an iterative loop with the physical synthesis tool Dolphin. In each

iteration,, the packing algorithm restricts the locatiions of some of the components to regions of the

chip thai: have unused resources available. Physical synthesis is repeated with these restrictions to

produce new locations for the remaining components, and tc. also redo the buffer insertion and logic

restructuring where necessary. This iteration loop is re, peated until all the .components have been al-

lotted legal locations in the PLB array, and ensures that the pe, rformance de:!;radation due to ~egalizing

the ASIC-style placement is minimal.

After legalization, we use Dolphin to perform ASIC-style custom global and detailed routing on

the regular array of PLBs. We measure the final performance of the design by running static timing

analysis in Dolphin with data from post-layout ext:taction.

2.2 Results

We usedi the flow described in Section 2. i to implement diffet’ent designs onto an gate-array of regular

PLBs. In this section we compare the area and performance, of gate-arrays using the heterogeneous

LUT-based architecture shown in Figure 1. We present cornparisons for four different designs. The

designs ALU, FPU, and Network switch are dominated by datapath, while the design Firewire is a

small controller that is dominated by control logic.

Table 1 shows the’, comparison of the final die--area and timing respectively, lbr each of the fol-

lowing design flows:



Design

1

Area

I Av. Slack(ns)(sq microns) (Top 10)
Arithmetic Logic Unit (651 Gates)

ASIC 5600 -0.45
ASIC (PLB Components Lib) 7800 -0.302
PLB Array 18225 -0.308

Firewire Controller(4247 Gates)
ASIC 27027 I - 1.31
ASIC (PLB Components Lib) 40944

]

-1.44

PLB Array 56250 - 1.45

Floating Point Unit (24k Gates)
ASIC 409600 I -7.680
ASIC (PLB Components Lib) 423444

I

-8.794

PLB Array 784995 -9.08

Network switch (80k Gates)

Av. Slack (ns)
(All)

-0.431
-0.266 l
-0.2794

-1.27285
-1.35654

-1.67535

-3.90513
-3.92062

-4.78379

ASIC

ASIC (PLB Components Lib)

PLB Array
PLB Array (2 Lut’s per PLB)

1752048

2088025

3294:225
2863:500

-2.521
-2.671

-3.09
-3.181

-1.9373
-2.2288

-2.4916
-2.6434

Table 1: Standard Cell vs. PLB-Array

ASIC is the Standard Cell ASIC flow using a commercial. 13u Library from ST Microelectronics.

ASIC (PLB Components Lib.) is obtained it we skip ~he Packing step lbr the design flow described

in Section 2.1. Essentially, it is the standarcl cell ASIC flow using a library which comprises

of cells that make up each PLB.

PLB Array is the design flow described in Section 2. l.This produces a regular PLB ancay with

ASlC-style custom routing.

We show the final Die area, and the worst slack averaged over the top-lO and all the paths in

the desi.gns. The gate count for each design is given in units of equivalent 2-input Nand gates. The

ASIC (PLB Components Lib) and PLB Array implementations have an area overhead compared to

ASIC because the PLB-library elements (LUTs) are larger than the corresponding standard cells.

Furthermore, for the PLB Array, all the elements ,of a PLB are not fully ~atilized. For example, the

ALU does not use any Flip-Flops. The AS1C (PLB Components Lib) and ASIC implementations have

very comparable performance, demonstrating that the PLB-library is competitive in terms of delay.
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The PLB Array has degraded performance dne to cell movement during packing as well as increased

chip area.

Results indicate that the components to be chosen for the PLI3 are dependent on the applicalion being

mapped. For example, we mapped the Net~vork Swilch to a PLB-array where each PLB .contains

2 LUTs. This design had substantially less die-area., indicating the need for a higher number of

combinational elementts per PLB.
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