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Abstract

Many important applications of sensor networks assume a precise knowledge of the sensors’ posi-

tions, prepositioning them on known locations or using GPS. But for some applications reference

positions and a GPS are not available to all the sensors (e.g., no GPS on indoor applications). 

suppose that each sensor can measure the distances between itself and each of its neighbors, up to

a determined communication range, and seek to improve the current localization algorithms that

use this information.

This report reviews an existing localization algorithm given a percentage of GPS-enabled nodes,

and experiments with techniques for calculating positions from distances when there is no GPS

available.

Additionally, if a mobile node with similar measurements capabilities is available, the current

SLAM (Simultaneous Localization And Mapping) algorithms allow it to move among the static

sensors localizing the fixed sensors with respect to itself, given good a priori estimates for the fixed

sensors’s positons and the mobile node’s initial position. This report introduces two metrics that

could be used to guide a mobile node to maximize information gain and to avoid badly covered

regions, aiming to allow localization with less a priori information.



Chapter 1

Introduction

In sensor networks, many important applications and algorithms assume a reasonably precise knowl-

edge of the positions of each sensor. The current algorithms for geographically informed routing,

power saving, location specific querying, or guidance [16] suppose that the nodes are prepositioned

on well determined positions (e.g., on a grid) or that the sensors have a GPS or other similar lo-

calization system. But, for some applications, GPS may be too expensive, have elevated power

consumption, or not be available (e.g., on indoor applications). We suppose that each sensor can

measure the distances between itself and each of its neighbors, up to a determined communication

range. Localization algorithms can suppose that a small percentage of the sensors have a GPS, and

aim to calculate the absolute coordinates of each sensor (section 4.4), or suppose that no absolute

coordinates are available and aim to build just a relative coordinate system. A mobile node may be

available, allowing us to gather more mea~aurern.ents to improve the localization, although it needs

to localize itself as it moves. This report reviews existing techniques for localization for all cases,

examines the applicability of some of them that were used in other contexts and, in the case that a

mobile node is present, proposes two metrics to guide the mobile node among the fixed nodes.

The next chapter reviews the literature about real world distance and angular measurements

in a sensor network context. The rest of the report supposes distance measurements with gaussian

error.

Chapter 3 reviews that theoretically it is possible to determine whether the available distance

measurements allow us to uniquely determine the positions of the sensors, and shows experiments



to determine that in practice this is useful only for very dense networks.

A review about trilateration procedures to determine positions from ranges from known beacons

and an algorithm that uses trilateration on the presence of some percentage of GPS-enabled nodes

are discussed in chapter 4.

Chapter 5 discusses how a mobile node able to communicate with the fixed nodes can improve

the position estimates of the fixed nodes while using them to localize itself. It extends the results

of a previous paper under new conditions and proposes two metrics for guidance. Finally, the

conclusions are presented in chapter 6.

A note on terminology: In this document "trilateration" is defined as the process of determining

one position given distances from it to a set of’ beacons fixed on known positions. (Usually this

process is called triangulation).

"Triangulation" is defined as the process of determining one position given the positions of a

set of fixed beacons and the angles between the beacons as seen from the position that we want to

estimate. This terminology is used in [20, 21], and it is usefi~l to easily differentiate between the

two processes.



Chapter 2

Measurements

This chapter reviews the literature on how to obtain actual distance and angular (bearing) mea-

surements among a set of nodes, citing different measurement devices, among them one device that

we calibrated in our lab.

The most often cited method of distance measurement is radio strength. The strength of the

radio signal that the nodes use to communicate should decay with the increase of the distance, and

most network devices can supply this information directly to the programmer.

In [14, 15], radio-strength based localization is shown to achieve an accuracy of a few meters

at a building scale, using only four fixed beacons on precise locations and laptop network cards.

The drawback is that it involves a pre-mapping of the radio-strength over the whole environment,

and the approach uses Bayesian techniques to compare the current readings with the a priori map.

Interestingly, those references indicate that it: is necessary to consider also the orientation of the

device, because the radio strength can change with orientation. In their case they measured and

mapped two radio-strengths in opposite orientations for each position.

The difficulty with radio strength is that there is not a good correlation between it and distance.

An attempt to process a series of distance measurements and generate a better estimate of the

distance was made in [13]. The authors gathered experimental data with actual small scale sensor

node hardware to characterize the radio strength as a function of distance. They adopted a series

of piece-wise linear regressions to approximate that relation, and used a corresponding series of

Kalman Filters to estimate the distance as a series of measurements are collected (supposing that



both ends do not move/. The results show distance estimates up to 5 meters, accurate within a

factor of two, which is reasonable given the great variance of their initial data.

Besides radio-strength, it is also possible to measure distances using radio propagation time. A

commercial system, the Pinpoint [22] radio tags, measures the distance between a central station

and a series of small radio tags. The central station, is too big at the sensor network scale but it

shows the feasibility of using radio propagation time. As the central station can be mounted in a

mobile robot, Pinpoint tags were utilized in [12], whose results will be discussed in the section 5.1.

Experiments to calibrate the Pinpoint radio tags were condueted in our lab. The radio tags are able

to measure distances to the central station from approximately 6 up to 20 meters, with a Gaussian

error with standard deviation (fixed, not proportional to distance} of 2 meters. One characteristic

of the radio tags is that, once they send a reading to the user, its reading does not change until

the tags are moved. Therefore it does not help to wait for more readings (that are fairly Gaussian)

hoping to get a better estimate. The developers of the Pinpoint system promise to improve it in

the future: they claim that it will be possible t.o achieve better precision and larger range, which

would greatly help any localization algorithm, espeeially over large areas where the measurement

variance independent of distance becomes less significant.

An accurate way to measure distances with a small scale demostrated implementation is acous-

tic time-of-arrival. The Cricket System [23] achieves centimeter-level accuracy with four beacons

installed in the ceiling of a room. The passive receiver measures the difference between the time-

of-arrival between a radio signal and an ultra-sound signal emitted by the beacons. A passive

receiver is used for privacy: only the receiver should be able to calculate its own position, not the

infrastructure.

Acoustic signals can also be used to measure bearings, as in the Cricket System [23], using the

difference in time-of-arrival between various microphones carefully mounted - the spacing depends

on the signal frequency - in order to be able to calculate the bearing of a sound signal.

Angular measurements are not considered in detail in this report. They have not been studied

as much as distance measurements in this context, although recently some papers [20, 21] proposed

to utilize them in localization in a similar way tha~ distance measurements are utilized. Basically

the references show how to solve the triangulation problem by reduction to trilateration, and how



to match the coordinate systems between neighboring nodes to localize all the nodes in the same

relative coordinate system, as it is usually done with distance measurements. They do not show

a method to estimate the error on the calculated position estimate in their algorithm (like in the

trilateration, on section 4.1), but they show simulated results with succesive triangulations. It is

not possible to measure angles in 360 degrees, and it is necessary to avoid degenerate angles, making

the algorithm depend on the actual angle values rather than just on the connectivity graph.

The authors also cover the case when there are different types of measurement available: an-

gles, and signals from accelerometers and compasses.. Compasses give the orientation of the node

with respect to the earth, and accelerometers can tell if the node is upside down by pointing the

direction of the gravity vector. While this infl~rmation does not relate directly to the position of

two neighboring nodes, it makes the calculations more precise, because both nodes can initialize

their coordinate systems aligned with the absolute earth axis, making the matching of the coor-

dinate systems between them easier. This is a relevant consideration, because accelerometers and

compasses can be constructed in a sensor network scale and integrated in a node. By improving

the precision of the system, they may improve the applicability of the localization algorithms that

are hampered by the quality of the distance measurements. The integration of both distance and

angular measurements also can be an interesting new topic for research.

Bearing measurements have a inherent limitation: it is impossible to recover the scale if they

are the only source of information. That means, even if you have perfect measurements, it is only

possible to calculate the coordinates of the nodes in. a coordinate system of arbitrary scale, whose

coordinates can be multiplied by a constant. Usually one arbitrary distance is assumed to have the

unit value, and all the other ones are calculated based on this reference.

In summary, radio strength was shown to be not enough accurate for precise localization. Ac-

custic measures are very precise but have been used only in indoor systems, and have limitations

on range, noise and refration errors. Radio time-of-flight looks promising especially for longer dis-

tances, due to its fixed variance. Bearing and other measurements probably will be incorporated in

fl~ture works to improve the applicability of localization that nowadays is very limited.



Chapter 3

Algorithms: From Distances to Positions.

This chapter reviews current techniques to calculate the positions of a set of points given only

distance information between pairs of these points, and shows experiments to test their applicability

in the context of sensor networks.

It is worth to note that, even if all distances are known exactly, it is only possible to determine

the relative coordinates of the points, i.e., to calculate the point coordinates in some arbitrary

coordinate system. To place the points in an absolute coordinate system, it is necessary to know

the positions of at lea~st d+l points (3 in the case of the plane).

The next sections 3.1 and 3.2 review algorithms previously used in other contexts; the following

sections 3.3 and 3.4 show our experiments to determine the aplicability of these algorithms.

The following definition will be used in this chapter: given a set of points in a d-dimensional

space (in this document it will almost always be the 2-dimensional plane), and a set of pair-wise

distances between these points, it is possible to fill a distance matrix, i.e., a matrix D where the Dij

element corresponds to the distance between the ith and the jth points. The matrix D is said to

be a complete distance matrix if all the distances between all pairs of points are known, otherwise

some of its elements will be marked as unknown, and the matrix is said to be a partial distance

matrix.
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3.1 Multidimensional Scaling

Given a complete distance matrix (i.e. all the distances are known), an algebraic technique called

Multidimensional Scaling (MDS) [24, 2] can calculate the point coordinates. These coordinates will

be given in an arbitrary coordinate system with the origin at the mass center of the set of points,

and they will be exact if the distance measurements are exact. This technique has been used in

psychology, where often the measurement error can’t be precisely estimated (e.g., the "distance"

measurement is, given a set of colors or countries, to ask a subject how different he or she thinks

each pair of colors or countries are, on a scale of one to ten). In these conditions of significant and

unknown error it is possible to recover the general pattern of the disposition of the points, and make

considerations about the meaning of their principal axes, but there can be local minima like the

inversion of a particular pair of points.

The fact that the results are given in an arbitrary coordinate system implies that it is necessary

to transform them to match an absolute coordinate system if we know the absolute position of some

of the nodes. The problem reduces to: given a set of points, and two sets of coordinates for these

points given in two different coordinate systems (note that there is not a registration problem: it

is known which coordinates correspond to whi&t points, which means that the nodes should have

a unique identification number), find the best transformation involving translation, rotation and

reflection that minimizes the difference between one set of coordinates and the transformation of

the other. There is an algebraic solution to this problem tha~ is thoroughly demonstrated in [2],

under the name of "the procustus problem". I~ is also possible to find the best transformation

involving a change in the scale, altough this is not necessary in the case of distance measurements.

3.2 Graph algorithms

Given a set of points and distances between pairs of these points, our problem is to determine the

relative coordinates of the points. Define the connectivity 9raph as a graph where the vertices repre-

sent the nodes and there is an edge if there is a distance measurement. The first question is whether

there are enough distance measurements to uniquely determine the reIative positions, independently

of the actual values of the distances. If there are enough measurements, the connectivity graph is



said to be ~niqueI~1 realizable. Note that this property does not depend on the actual value of the

distances, it just takes in account the connectivity graph.

This problem is NP-complete even in a one-dimensional space. Nevertheless, there are necessary

conditions for a graph to be uniquely realizable [6, 7, 8]. Although they are not sufficient, in 2

dimensional space there is not a known counterexample, i.e., nobody has so far discovered a graph

that satisfies the necessary conditions but is not uniquely realizable. In 3 dimensional space, counter

examples exist but are limited.

These conditions assume that the graph is 9eneric, i.e., that there are not 3 aligned points (in

the 2-D case) or 4 co-planar points (in the 3-D case). This type of restriction is common in areas

such as computer graphics. Figure 3.1 illustrates the problem of generic non-graphs: just with the

distance information, it is impossible to decide between the two configurations shown in the figure

if the three vertical vertices are aligned, as the two configurations would have the same distance

measurements. In section 5.4, it is shown that with errors in measurement it may be difficult to

guarantee that the graph does not behave as if it were generic, even if it is not generic in a strict

sense.

Figure 3.1: A non-generic graph. It is impossible to decide between these two configurations only
from distance information.

Therefore, in the plane, if there are no three or more aligned vertices, it is possible in practice

to test the unique realizability of a graph by testing two conditions on the connectivity graph:

redundant rigidity and 3-connectivity.

3.2.1 3-connectivity

A graph is 3-connected if and only if it remains connected after any 2 vertices are removed. Al-

ternatively, a graph is 3-connected if and only if every pair of vertices is connected by at least 3



disjoint paths (except, of course, by the starting and ending vertices that should be the same). 

the 3D case, the condition is 4-connectivity, that means that the graph should remain connected

after any 3 vertices are removed.

3-connectivity implies that the minimum degree of the graph is 3, because, if one vertex has

degree 2, it can be disconnected from the rest of the graph by removing its 2 neighbors.

If the graph is not 3-connected, it has a splitting pair, i.e., a pair of vertices whose removal

divides the graph in two disconnected components. With respect to the graph on the left side of

figure 3.2, the top and bottom vertices are a splitting pair. Their removal would disconnect the

right and left vertices, so that they would be two disconnected components. It is possible to flip

one of these c.omponents over the splitting pair to reach another configuration consistent with the

edge lengths, as shown on the right side of the figure. Therefore a non-3-connected graph is not

uniquely realizable. There is a linear algorithm to check 3-connectivity, originally described in [9],

and implemented in commonly available graph libraries such as LEDA~ [17].

Figure 3.2: An example of a graph that is not 3-connected.

About the density necessary to guarantee 3-connectivity: It is possible to build a graph composed

of two complete graphs that share two vertices. The shared pair of vertices is a splitting pair and

therefore the graph is not 3-connected. In other’ words, the splitting pair divides the graph in two

halves such that one vertex in one half is connected only with the vertices on its own half. Call

6 the minimum degree of the graph (i.e., the degree of ~he vertex that has the smallest possible

number of neighbors), and n the number of vertices on the graph. 3-connectivity is guaranteed if

~ _> [(’r~/2) + l J, because it would be impossible to have a splitting pair: any node of the graph

m~lst have neighbors in both sides of the potential splitting pair.

~the older versions are still freely available.
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3.2.2 Redundant Rigidity

Suppose that the edges of a graph are undeformable bars, and the vertices are free joints. If you

can deform the graph without breaking the edges, it is not rigid. Figure 3.3 shows a flexible (i.e.,

non-rigid) graph: it is possible to rotate the 1-degree vertex around its neighbor, and it is possible

to twist the square 4-cycle into a parallelogram. This property depends only on the graph, not on

the edge lengths. It is concerned with continuous deformations that produce an infinite number of

configurations that are consistent with the edge lengths. Therefore a non-rigid graph is not uniquely

realizable.

There is a characterization of rigid graphs in 2D. See [5] for an extensive coverage of rigidity in

graphs, inclusive a good intuitive introduction.

Figure 3.3: Example of a flexible graph.

Rigidity is not enough. Look at the graph in figure 3.4. This graph is composed of 2 triangles

connected by its vertices. It is rigid and it is 3-connected. But sub-figure (a) shows that there are

two possible configurations for the vertices on the plane that respect the edge lengths. Sub-figure

(b) shows that if the edge (a,f) is removed, the graph becomes non-rigid, and it is possible to rotate

the triangles until another position is reached where the distance (a,f) is the same as the previous

one. In this way it is possible to find 2 configurations for the graph that are consistent with the

edge lengths, and the graph therefore is not uniquely realizable.

This leads to the definition of Redundant Rigidity, defined in [8, 7], also the source for the figure.

A graph is redundantly rigid if it is rigid after one (any one) of its edges is removed.

There are various quadratic algorithms for checking redundant rigidity (or just rigidity) cited 

described in [6, 8]. A new algorithm also quadratic but easier to implement is described in [111.
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Figure 3.4: An example of a rigid but: non-redundantly rigid graph.

The likeliness of unique realizability

To determine how likely it is for a random graph to be uniquely realizable, we executed the algo-

rithms over a series of random graphs and the results are shown in the figure 3.5. The vertices are

always placed randomly into a 100 x 100 area, and there are edges between all pairs of vertices closer

than a visibility range of 15. The horizontal axis represents the average degree of the vertices in a

graph. To change the average degree, or average connectivity, the number of vertices is changed.

More vertices randomly placed in the same area with the same visibility range means more edges

and bigger average connectivity. For each integer value of average connectivity, we tested 500 ran-

domly generated graphs and plotted in the y axis the probability that they are uniquely realizable

and just redundantly rigid but not 3-connected.

Note that we have never found a graph that is 3-connected but not redundantly rigid. This

effect may not happen in specific topologies (here all vertices are randomly placed on the plane).

It is also noticeable that as more vertices and edges are added, most of the graph becomes quickly

well connected (i.e., there are large uniquely realizable components). Bottlenecks between large

components or small appendices of the graph badly’ connected with the main body prevent it of

becoming uniquely realizable, and each component tends to become reduntantly rigid before it is

connected with the main body through 3 different paths, what is necessary to achieve global 3-

connectivity. Thus if it is sufficient to locate just a high percentage of the nodes, the connectivity

requirements may be much less harsh than in these results.
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