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CHAPTER I

INTRODUCTION

The use of distributed file systems such as NFS, AFS and CIFS is deeply entrenched in the com-

puting world of today. They have been widely deployed on various educational and commercial

campuses around the world. Based on a client-server model, the file servers also provide a cen-

tral point for control and administration. While these systems have been deployed on Wide Area

Networks (WANs) [35], there has always been a significant gap between the user experience on 

WAN versus a much faster Local Area Network. As WAN links are usually characterized by low

bandwidth and high latency, one of the main performance bottlenecks is the cost of fetching large

amounts of data over a WAN link. While caching and hoarding alleviate this problem to some

extent, these techniques do not help in retrieving updates or new data.

However, at the same time, there has been an explosion in the usage of distributed hash tables

(DHTs) [6, 26, 28, 37] in the decentralized Peer-to-Peer space. I propose to use the Content Ad-

dressable Storage (CAS) that has been used for DHTs to improve the performance of a conventional

client-server distributed file system. The use of Content Addressable Storage in this scenario is

totally opportunistic. The system does not depend on CAS providers for correct working behavior

and does not change the naming, consistency, and write-sharing semantics associated with the file

system. CAS providers are only used to accelerate read performance and the central file server is

the sole authority with respect to file content, access control, naming, etc. In fact, the use of CAS

is completely transparent to both users and applications. If only parts of files are found on a CAS

provider, the rest can be fetched across the WAN. Even the failure or absence of CAS providers

affects only performance with files having to be fetched across the WAN.

Central to this integration of distributed file systems and Content Addressable Storage is the

concept of a recipe. A recipe for a file is a synopsis of the data in terms of discrete blocks with each

block being identified by a cryptographic hash of the contents in the block. Thus, given the data

blocks from a CAS provider, one can reconstruct the file corresponding to the recipe description.



In this way, recipes would be very useful for low-bandwidth networks as a client might be able to

only fetch the recipe across the WAN and use available CAS providers on a LAN to reconstruct the

file. While not explored in this work, the recipe, a first class object, can also be used for various

other tasks. For example, in case of cache pressure, a file could be replaced by its recipe. If recipes

are cached, they could also potentially allow for mitigating unservicable cache misses by allowing

reconstruction of files when the client is disconnected from the server.

There are a number of different entities that can serve as CAS providers. CAS providers can be

organized peer-to-peer networks, such as Chord [37] and Pastry [28], but may also be impromptu

systems. For example, each desktop on a LAN could be enhanced with a daemon that provides

a CAS interface to its local disk. The CAS interface can be extremely simple; just two calls, ex-

plained in more detail in Section 3.2.3, (Multi)Query and (MultJ.)Fetch are used. With 

an arrangement, system administrators can offer CAS access without being forced to abide by any

peer-to-peer protocol or provide additional storage space. In particular, CAS providers need not

make any guarantees regarding content persistence or availability. In some environments, a system

administrator may prefer to dedicate one or more machines as CAS providers. Such a dedicated

CAS provider is referred to in this work as a jukebox. Portable storage devices could also be used as

CAS providers. This would allow the distributed file system to get data from it instead of over the

network even though some of the data on the device might be stale. However, given that the master

copies of files reside on the file server, loss of the portable device in this case would not lead to a

loss of data.

The prototype distributed file system that has been implemented using the recipe paradigm is

called Content Addressable Storage Performance Enhancement by Recipes or CASPER. The func-

tionality of the system has been tested by evaluating it on a set of standard benchmarks at different

bandwidths and latencies. The results from these experiments show that substantial performance

improvement is possible by using recipes in low-bandwidth and high latency scenarios.

A detailed explanation of recipes and their utility is presented in Chapter 2. The CASPER

architecture, design principles and implementation is then described in Chapter 3 followed by its

performance evaluation in Chapter 4. Related work is discussed in Chapter 5 and is followed by a

discussion of Future Work in Chapter 6. Chapter 7 concludes with a summary of the findings.



CHAPTER II

RECIPES

Recipes form the central core of the CASPER file system. A recipe for a file is a description of

each constituent content addressable block belonging to the file. Examples of these descriptions

include breaking up a file into fixed size 4 KB blocks or into variable sized chunks based on some

deterministic algorithm. Each component of these descriptions of the file is identified in the recipe

by a cryptographic hash such as SHA-1 [22], MD5 [27], etc. Thus, given a file’s recipe, the file can

be reconstructed by fetching the data with the same hash signature and combining the individual

components in the order specified by the recipe.

It should be noted that recipes allow for multiple descriptions of a file to be present in the same

recipe. This allows the users of the recipe to pick whatever representation is best suited or chose a

combination of them to get the best possible performance. An example of such a recipe is given in

Figure 1. As can be seen, for portability reasons, recipes are described in XML (Extended Markup

Language) [4].

The recipe shown in Figure 1 is representative of a file named casper .p3_ that is 125637 bytes

long. Apart from the hashes, additional metadata such as the last modified time and other file

system specific information has been inserted at the beginning of the recipe. This inserted metadata

is specific to CASPER and allows it to maintain recipe consistency and detect errors. Naturally, this

section would be tailored to the needs of other applications that might choose to use recipes.

The metadata section is followed by three different descriptions, or rec±pe choJ.ces, that

represent the contents of the file. The first choice (lines 12-20) displays a list of SHA-1 hashes

describing fixed size blocks with each block begin 4 KB in size. In fact, as the 31 4 KB blocks

describe an object slightly greater than the length defined in the metadata section, the reconstructed

object will have to be truncated to the correct length.

The next description (lines 22-29) is a list of SHA-1 hashes of variable-length blocks. Such

variable sized blocks could be generated, for example, by employing Rabin fingerprints [19, 25, 36]

3
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0 <?xml version="l.O"?>

i <recipe type="file">
2 <metadata>

3 <length>12563Z</length>

4 <last_modified>ll/12/2002 16:24:3Z</last_modified>

5 <file_system type="Coda">
6 <name>/coda/projects/shared/casper.pl</name>

<fid>312567 0 6Z8</fid>

<version>6 7 3 4 9</version>
<~file_system>

</metadata>

<recipe_choice>

<hash_list hash_type="SHA-l" block_type="fixed" fixed_size="4096"
number=,’31,,>

<hash>O9d2afSdd22...</hash>

<hash>eSfa44f2631...</hash>

</hash_list>
</recipe_choice>

<recipe_choice>

<hash_list hash_type="SHA-i" block_type="variable" number="36">
<hash size="35Z6">Z448d8798a4...</hash>
<hash size="1278">a3db5ci3ffg...</hash>

</hash_list>
</recipe_choice>

<recipe_choice>

<hash_list hash_type="MD5" block_type="fixed" fixed_size="125637"
number=" 1 ">

<hash>gc6bOSZa2bg...</hash>

</hash_list>
</recipe_choice>

</recipe>

Figure 1: Example of a File Recipe

to find block boundaries. This description again describes the entire file.

The third and final example (lines 31-36) of a description is a single MD5 hash of the entire file.

As this is a special case of variable sized blocks, the hash could be used to request the entire file as a

single block of data. If any of the previous choices were used to reconstruct the file, the single hash

can also be used to ensure integrity.

The different choices described above allow the user some flexibility in selecting between one

or more CAS providers. For example, if the only available CAS provider exports fixed-sized 4 KB



blocks, the user could select the first choice. On the other hand if different CAS providers are

available that provide both fixed as well as variable sized blocks, a user could potentially use one of

them for the majority of the requests and use the others to satisfy requests for data that wasn’t found

in the first.



CHAPTER III

CASPER DESIGN AND IMPLEMENTATION

3.1 Architecture

CASPER is a distributed file system that employs file recipes to reduce the volume of data trans-

mitted from a file server to its clients. CASPER clients cache files with whole-file granularity, and

rely on the centralized file servers to guarantee data persistence and file consistency. The novel

aspect of CASPER is that clients make opportunistic use of nearby CAS providers to improve per-

formance and scalability.

If the available client-server bandwidth is low during a file fetch operation, the client requests

a recipe rather than the contents of the file. Using the hashes contained in the recipe, CASPER at-

tempts to reconstruct the file by fetching components from nearby CAS providers. Any components

not found near the client are fetched from the CASPER server, which is responsible for maintaining

a master copy of every file it serves.

Small files (the implementation classifies files smaller than 4 KB as "small files") often do not

enjoy the benefits of CAS acceleration due to recipe metadata and network overhead costs. Conse-

quently, CASPER does not employ the recipe mechanism when transferring small files. Instead, the

data composing a small file is transferred directly.

CASPER caches data at a whole-file granularity to provide the file-session oriented, open-close

consistency model of AFS [12] and Coda [32, 33]. Consequently, once the file is reconstructed,

it is placed in the client cache. For efficiency, CASPER clients treat their own caches as CAS

providers. Before requesting a component from nearby, external CAS providers, clients inspect

their own caches to determine if the component is also part of a previously cached file. In this way,

CASPER mimics the fetch behavior of the Low Bandwidth File System (LBFS) [ 19].

The CASPER file system is primarily concerned with client reads. However, the current imple-

mentation could easily be extended to accommodate client write operations by adopting a similar
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Figure 2: CASPER System Diagram

local cache lookup mechanism on the server-side. To leverage the recipe-based mechanism, client

writes can be viewed as server reads of the modified file. When sending file modifications to the

server, a client sends a recipe of the modified file rather than the file contents. The server will then

peruse its own data for instances of the components, then request components that are not found

locally from nearby CAS providers, and finally retrieve any remaining components from the client

directly.

As recipes in CASPER store version information, the consistency between files and their recipes

is managed in a lazy fashion. The file system maintains a version number for each file. When a

recipe is generated, the recipe includes the version of the file from which it was derived. Because

CASPER clients always check the expected version of the file against the version stored in the recipe

metadata, a cached stale recipe will never be used to reconstruct a file. When a recipe is determined

to be stale, CASPER triggers the creation of a new recipe by the server.

3.2 Implementation

The implementation of CASPER is derived from the Coda distributed file system, and has

adopted the modular, proxy-based layering approach [34] described in the Data Staging work [10].

Figure 2 depicts the organization of the system. The Coda Client and Coda File Server modules are

unmodified releases of the Coda client and server, respectively. The Proxy module is responsible

for intercepting communication between the client and server and determining whether or not to



activate CASPER’s CAS functionality. The Coda client and proxy together act as a CASPER client.

Likewise, the Coda file server and Recipe Server together act as the CASPER server. The recipe

server is the component responsible for forming responses to recipe requests.

The proxy-based design enabled the prototyping of new file-system features such as the CAS-

based performance enhancements without modifying Coda. In this design, the proxy provides the

client with an interface identical to the Coda server interface. The proxy monitors network con-

ditions and determines when to use an available CAS provider. Under optimal conditions, the

CASPER system behaves identically to an unmodified Coda installation without the proxy. After

detecting low bandwidth network conditions, however, the proxy registers with the recipe server

and a CAS provider. The provider in this example is a jukebox. As explained earlier, a jukebox is a

dedicated server that acts as a CAS provider.

While low-bandwidth conditions persist, the proxy intercepts all file requests from the client

and asks for the corresponding recipe from the recipe server. The recipe server is responsible for

generating a recipe for the current version of the file and delivering it to the proxy. The proxy then

attempts to retrieve the data blocks named in the file from nearby CAS providers (including the

client’s own file cache). The proxy will request that the recipe server also deliver any blocks not

found on the CAS provider(s). Once reconstruction is complete, the file is passed back to the Coda

client, which places the file in its file cache. No other traffic, such as writes, is currently intercepted

by the proxy; other traffic is passed directly to the file server.

The next three sub-subsections describe the design and implementation of the recipe server,

proxy and jukebox in more detail.

3.2.1 Recipe Server

As the name indicates, the recipe server generates the recipe representations of flies. It is a

specialized user process that accesses file-system information through the standard file-system in-

terface. The implementation maintains generated recipes as files in the CASPER file system. For

user files in a directory, zeta, the recipe server stores the corresponding recipes in a sub-directory

of zeta (e.g., zeta/, shadow/).

In Figure 2, the recipe server is shown to be co-located with the Coda serven However, any



machine that is well-connected to the server may act as the recipe server. In fact, if a user has a

LAN-connected workstation, that workstation may make an excellent choice for the location of the

user’s primary recipe server, since it is the most likely machine to have a warm client cache.

When a recipe request arrives at the recipe server, the recipe server first determines if a recipe

file corresponding to the request exists in the file system. If so, the recipe is read, either from the

recipe server’s cache or from the Coda file server, and checked for consistency. That is, the version

information in the recipe is compared to the current version of the file. If the recipe is stale or does

not exist, the recipe server will generate a new one, send it to the proxy, and store it in the shadow

directory for potential reuse. Because CASPER is targeted towards use on a WAN, time is spent

compressing the verbose XML recipes before they are sent to the proxy. XML specific compressors

such as XMill [15] are not used because of licensing issues, even though they might provide a better

compression ratio. Instead, the bzip2 algorithm (based on the Burrows-Wheeler transform [5]) was

chosen over the faster gzip, since it achieved better compression for the recipes.

As mentioned earlier, the recipe server responds to requests for recipes of small files with the

file’s contents rather than the file’s recipe. The threshold in the current implementation is 4 KB.

The primary reason for this special handling is that each recipe has a fixed overhead due to the

metadata information stored in it. The penalty of transferring a recipe near the size of the file and

then encountering a miss on CAS providers can be very high on low bandwidth networks. This,

combined with the overhead of network transmissions, compression, consistency checks, etc. can

make the cost of sending recipes for small files prohibitive.

Data blocks that are not found on any of the queried CAS providers are referred to as missed

blocks. In the implementation, the proxy fetches missed blocks from the recipe server. The recipe

server supports requests for byte extents. That is, a missed block request is of the form £e~zch

o£fset, length). To reduce the number of transmitted requests, missed blocks that are adjacent

in the file are combined into a single extent request by the proxy, and multiple fetch requests are

combined into a single multi-fetch message. In alternative implementations, missed block requests

could be serviced by the file server. The recipe server was chosen instead to reduce the file server

load in installations where the recipe server is not co-located with the file server.

The recipe server also contributes to maintaining consistency by forwarding callbacks from the



file server to the proxy for files that the proxy has reconstructed via recipes. That is, if the recipe

server receives an invalidation callback for a file after sending a recipe for the file to a client, the

callback is forwarded to the requesting client via the proxy.

Because the recipe server is a user process and not a Coda client, the recipe server does not

receive the consistency callbacks directly. Instead, the recipe server communicates with the Coda

client module through codacon [31], Coda’s standard socket-based interface, which exports call-

back messages. Consequently, implementation of the callback-forwarding mechanism did not re-

quire modification of the client or server. Mechanisms that gather similar information, such as the

SysInternals Filemon tool [38], could potentially serve the same function should CASPER be ported

to network file systems that do not provide the necessary interface.

3.2.2 Proxy

The proxy is the entity that transparently adds recipe-based file reconstruction to distributed file

systems without modifying the file system code. This arrangement is not necessary for the operation

of CASPER but eased the implementation of the prototype. The two main tasks that it performs are

fetching recipes and reconstructing files.

All client cache misses induce fetch requests. Because, in this case, the proxy acts as the server

for the client, the proxy intercepts these requests. The fetch operation causes the proxy to send a

request for the file’s recipe to the recipe server; other file system operations are forwarded directly to

the Coda server. Assuming that a recipe fetch request is successful, the proxy compares the version

in the received recipe to the expected version of the file. If the recipe version is more up-to-date

than the proxy’s expected version number, the proxy contacts the Coda server to confirm the file’s

version number. If the recipe version is older, there might be a problem with the recipe server (e.g.,

the recipe server may have become disconnected from the Coda server), and therefore, the request is

redirected to the file server. The request is also redirected to the file server if any unexpected recipe

server errors occur.

If the version numbers match, the proxy selects one of the available recipe choices in the recipe

file, and then proceeds to reconstruct the file. After interpreting the XML data it received, the

proxy queries both the client’s local cache as well as any nearby jukeboxes for the hashes present in

10



Retval Query(in Hash h, out Bool b);
Retval MultiQuery(in Hash harray[], out
Retval Fetch(in/out Hash h, out Bool b,
Retval MultiFetch(in/out Hash harray[],

out Block blks[]);

Bool barray[]);
out Block blk);
out Bool barray[],

The Retval is an enumerated type indicating whether or not the operation succeeded.

Table 1: Summary of the CAS API

the recipe. Matching blocks, if any, are fetched from the jukeboxes, and the remaining blocks are

fetched from the recipe server. Finally, the proxy assembles all constituent pieces and returns the

resulting file to the client.

3.2.3 Content Addressable Storage API

The CAS API defines the interface between CAS consumers and CAS providers. Table 1 sum-

marizes its operations. The core operation is the retrieval of a CAS data block given the block’s hash

through the Fetch call. The consumer specifies the hash of the object to be retrieved (the hash data

structure includes the hash type, block size, and hash value). Fetch returns a boolean indicating if

the block was found on the specified channel and, if so, the block itself. A consumer may instead

make a single request for multiple blocks through the MultiFetch function, specifying an array

of hashes. This function returns an array of Booleans and a set of data blocks. The CAS API also

provides associated Query and MultiQuery operations for inquiring after the presence of a block

without allocating the buffer space or network bandwidth to have the block returned.

3.2.4 Jukebox

To evaluate the CASPER prototype, a jukebox CAS provider was implemented that conforms to

the API described in Table 1. The consumer-provider (proxy-jukebox) communication that supports

the Query and Fetch functions is currently implemented by using a lightweight RPC protocol. The

jukebox also creates an in-memory index of the data, keyed by hash, at startup to provide an efficient

lookup mechanism.

The jukebox, a Linux-based workstation, uses the native ext3fs file system to store the CAS

data blocks. Currently, the system administrator determines a set of files to be exported as CAS

objects. The jukebox uses recipes to track the location of content addressable data blocks within the

II


