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Abstract

As transistor feature sizes scale below 100nm, the costs of standard-cell-based application

specific integrated circuits (ASICs) are increasing so rapidly that fewer products have suf-

ficient volume to justify the high non-recurring engineering (NRE) costs. Consequently,

more designs are relying on fully programmable devices such as field programmable gate ar-

rays (FPGAs). Unfortunately, such fully programmable devices generally have much inferior

power-delay performance when compared with standard-cell-based ASICs. In this report,

we propose a new form of regular logic fabric that is customizable by just a few via masks

to provide implementation simplicity and NRE costs comparable to an FPGA, but with

power-delay performance closer to a standard-cell-based ASIC. We discuss the design and

analysis of a few lookup tables (LUTs) similar to those used in FPGAs, but restructured

for via-patternability and better power-delay performance. We also show that one of these

via-patterned LUTs could be used very efficiently in dual-Vdd designs for VPGAs. We

demonstrate that the most efficient configurable logic blocks (CLBs) for VPGAs would 

heterogeneous, containing LUTs and simple logic gates. Finally, we present a few implemen-

tation examples of VPGAs.



1 Introduction

Since the invention of integrated circuits (ICs) in 1958 [1], IC production technologies have

consistently undergone impressive advancements, while the IC products are revolutionizing

our lifestyles. In 1965, Gordon Moore made the audacious prediction that the number of

transistors on an IC will double in every year [2]. Since then, engineers and scientists have

been working hard to keep up with this prediction, which comes to be known as the Moore’s

Law. At the same time, IC production has grown into a multi-billion-dollar industry.

The advancements in IC industry do not come without a high price. Exponential increases

in transistor density and IC speed are achieved by continually scaling down the minimum

feature sizes of transistors on ICs. However, with each generation of finer feature sizes

ICs, the design and physical complexity grows dramatically. This growth in complexity has

both economical and technological implications. At the current technology nodes (130nm

and below), a set of photolithography masks costs almost a million dollars, while billions

of dollars are needed to maintain a fabrication facility. In the meantime, process variations

have become so severe that it is increasingly difficult to achieve timing closure, and multiple

design spins are required to produce a functional product. In addition, process variations are

beginning to plague the yield of IC manufacturing.

In order to combat the unacceptably high process variations, sophisticated resolution

enhancement techniques (RET) such as optical proximity correction (OPC) and attenuated

phase shifted mask lithography (attPSM) have been employed to ensure sufficient pattern

transfer fidelity of IC layout shapes [3]. However, performing such RET could be computa-

tionally difficult due to the large amount of information that RET must handle in order to

accurately capture the influence of layout neighborhood [4].

Many of the problems associated with the scaling of IC feature sizes could be alleviated if

we restrict the IC designs to highly regular geometrical structures that are created from a very

small set of unique geometrical patterns [5]. Unfortunately, the standard-cell-based design

flow, which is the dominant flow of current days, does not produce designs with adequate



regularity, while extremely regular design fabrics such as FPGAs (field programmable gate

arrays) have significantly inferior power-delay performance [6]. Apparently, we are at a point

in time where new forms of regularity are needed to produce affordable ICs. In this report,

a Via Patterned Gate Array (VPGA) is proposed as a novel design regularity that enables

lower design costs and increases the chance for first-pass silicon success, while providing

power-delay performance that is close to standard-cell-based designs.

The main focus of this report is on the design of regular logic fabrics for VPGAs. In the

remainder of this report, Section 2 briefly traces the evolution of IC production, and motivates

why new forms of regularity are timely. Section 3 gives an overview of VPGA, while Section 4

details the design and analysis of three VPGA lookup tables. The application of one of these

lookup tables in dual-Vdd designs is described in Section 5. Section 6 discusses heterogeneous

logic block architectures that are suitable for VPGAs, and presents a few implementation

examples. Finally, Section 7 outlines some future work and draws some conclusions.

2 The Evolution of Integrated Circuits

The history of integrated circuits is a short but eventful one. In a span of about four decades,

numerous innovations have been introduced to greatly improve the economic efficiency in IC

design and production. Section2.1 through Section 2.3 briefly survey the evolution of ICs

[7] to extract some prominent trends. The main trends to be observed axe the increasing

scope of integration, and that each quantum leap in productivity is resulted from increased

regularity. Based on these trends, Section 2.4 motivates that various factors in current IC

design and production technologies call for new forms of regularity. Via Patterned Gate

Arrays (VPGAs), which are the focus of this report, are given as an example of one such new

forms of regularity.



2.1 Custom Integrated Circuits

Shortly after the small-scale integration (SSI) era which is characterized by ICs containing

just a few logic gates, application-specific ICs (ASICs) for which entire application is built 

a die emerged. The migration from building a system with a collection of SSI standard logic

gates ICs to that with a small number of ASICs was driven by technological and economical

reasons such as improved performance, yield and reliability, and reduced system size and

costs.

The early ASICs were entirely custom-made - each logic gate is uniquely designed and

every mask layer for manufacturing is customized. As the number of transistors on an IC

continued to grow, it soon became apparent that the escalating complexity had rendered full

custom ICs economically infeasible for most applications. This trend ushered in the era of

semi-custom ICs.

2.2 Semi-Custom Integrated Circuits

Semi-custom ICs are characterized by the (re)use of predesigned components. The most

common semi-custom IC design flow is one that is based on standard cells. Another class

of semi-custom ICs is one that is based on gate arrays. In general, semi-custom IC design

flows impose constraints on what a designer can do. These constraints in turn introduces

regularity that facilitates the use of design automation tools to dramatically improve the

productivity.

2.2.1 Standard Cells

In a standard-cell-based design flow, logic elements and data registers are predesigned in the

form of standard cells. Standard cells are designed such that all cells have equal height. This

allows any cell to be abutted with any other cell in a regular fashion. Design automation

tools can be used to place standard cells that fit horizontally together to form rows, and stack

the rows vertically to form flexible rectangular blocks. These blocks can then be integrated

with each other or be integrated with large fixed functional blocks. With the advent of very



large-scale integration (VLSI), a complete electronic system can be built on a single die.

With standard cells, designers can save time and reduce risk by using predesigned,

pretested, and precharacterized components. Moreover, the effort and costs in custom de-

signing, testing, and characterizing the standard cells can be amortized over all designs that

use the standard cells. However, now the designers can only control the placement of the

standard cells and the routing on top of them, but not the sizing and placement of individual

transistors. This loss in flexibility is generally more than compensated for by the use of

design automation tools that leverage the imposed regularity in standard cells.

2.2.2 Gate Arrays

Although standard cells are predesigned, the fact that their placement is flexible means all

mask layers for a design have to be customized. This high degree of application-specific

customization translate to high non-recurring engineering (NRE) costs. As IC feature sizes

scale down, ever more complex processing steps are needed. This trend has driven the NRE

costs for standard-cell-based designs to be prohibitively expensive.

In order to share masks among different designs, the concept of gate arrays is conceived.

In a gate array, all transistors are predefined on the silicon wafer. Designers can only define

the interconnect among the transistors to customize the gate array into a specific application

by defining the top few metal layers. This additional regularity not only enables the sharing of

the lower-layer masks among all designs implemented with the gate arrays, but also allows the

prefabrication of gate arrays up till the customization metal layers. Therefore, an inventory

of half-completed wafers can be kept, and the final customization involving just a few metal

layers can be done relatively quickly, thereby reducing the turnaround time for designs.

2.3 Fully Programmable Devices

To further reduce the NRE costs of products by amortizing the costs over a broad range

of applications, fully programmable devices are employed. Fully programmable devices are

available as standard parts that are complete with packaging. There is no application-



specific customized mask layers. The application-specific customization of the ICs is done

by electrically configuring the devices, after the devices left the fabrication facility. The ease

of programming for such devices results in extremely short turnaround time. There is a

wide assortment of fully programmable devices available in the market [8]. Section 2.3.1 and

Section 2.3.2 briefly describe two classes of commonly used programmable devices.

2.3.1 Simple Programmable Devices

The earliest programmable devices that are developed specifically for implementing logic

circuits are composed of simple logic elements such as AND-plane and OR-plane with pro-

grammable interconnect. Such devices are known collectively as simple programmable de-

vices (SPDs). Some representatives from this class are programmable logic array (PLA) 

programmable array logic (PAL). SPDs provide the shortest pin-to-pin delays among all pro-

grammable devices, but are nevertheless slower than standard-cell-based ASIC. The inherent

simplicity of the logic elements used in SPDs limits the maximum complexity of the circuits

that can be implemented on them. Typical SPDs can only handle circuits with less than

1000 equivalent gates.

2.3.2 Field Programmable Gate Arrays

Compared to SPDs described in Section 2.3.1, FPGAs have higher logic complexity in each

programmable cell. A typical programmable cell for a FPGA comprises storage elements

such as flip-flops, and uncommitted logic elements known as lookup tables (LUTs) that can

be configured to perform various logic functions. Some commercial FPGAs also include

special logic elements to perform certain specific functions more efficiently. One of the most

common architectures for FPGAs is the island style structure (Figure 3). The extreme

regularity of FPGAs has enabled them to be the first products to migrate to a new, smaller

minimum feature size technology, while field programmability ensures low NRE costs and

fast turnaround time.



2.4 The Future Trends

For all the different forms of ICs described in Section 2.1 through Section 2.3, there is a

trend towards integrating more components on a single die. In fact, in recent years, there

has been a push for implementing complete electronic systems, which could contain digital,

analog, radio frequency (RF), and even microelectromechanical systems (MEMS) circuitry,

on a single chip. Such ICs are dubbed the System-On-Chip (SOC) designs. At the same time,

the continual scaling down of transistor feature sizes has introduced ever more severe process

variations. However, as we are trying to integrate more heterogeneous components on the

same die, it is becoming ever more imperative to be able to minimize process variations.

Unfortunately, the dominant design flow of current days, the standard-cell-based design,

is not robust with respect to process variations. As IC feature sizes scale below 100nm,

elaborate processing steps such as RET are needed to ensure acceptable level of process

variations [3][4]. Such additional steps could be very complicated, and the relatively little

regularity in standard-cell-based designs could produce complexity that is intractable. Even

if such additional steps could be carried out, the exorbitant NRE costs involved would render

the standard cells flow economically infeasible for most products.

In fact, even in the current technology node, there is an increasing trend to migrate to

fully programmable devices such as FPGAs which are highly regular and are able to amortize

NRE costs over a broad range of applications. Nevertheless, programmable devices often have

inferior power-delay performance when compared with standard cells. For example, a typical

FPGA is about 10 times slower than standard cells, while dissipating up to 100 times more

power [6]. In short~ standard-cell-based ASIC are becoming so prohibitively expensive that

few products have sufficient volumes to justify the costs, while fully programmable devices

that have low NRE costs often do not meet the power-delay requirements of the products.

Based on these trends, it seems like new forms of regularity axe needed in the near future

in order to continue to produce affordable ICs. Some efforts have been directed to explore

the whole spectrum of regularity between the two extremes of standard cells and FPGAs.



One example of such efforts is the commercial product from eASIC which is based on an

array of field programmable cells with via mask customizable routing fabric [9]. In a similar

attempt, we propose a regular fabric called Via Pattern Gate Array (VPGA) for which both

routing fabric and logic elements are one-time-configurable using a few via masks [10]. The

next section gives an overview of VPGAs, while the remaining of this report provides some

VPGA design and implementation details.

3 Via Patterned Gate Array

The philosophy of VPGA is to create a logic fabric with extreme regularity for improved

predictability and manufacturability, yet with power-delay performance close to standard-

cell-based designs. To this end, a VPGA mimics conventional FPGAs for their regular routing

structure and array of logic elements. However, identifying that the main cause for FPGAs’

inferior power-delay performance is the extra circuitry needed to enable field programmability,

a VPGA is made one-time-configurable only during manufacturing. The application-specific

configuration of VPGA is achieved by the placement pattern of vias unique to a particular

design. Consequently, the application-specific customization of VPGA is limited to just a

few via masks, and the design flow for VPGAs is of similar simplicity as that for FPGAs.

The main work presented in this report is for the design of the fundamental building blocks

for VPGAs. Before we discuss the regular logic elements for VPGAs, Section 3.1 introduces

the concept of via-patterning, while Section 3.2 explores some architectural issues.

3.1 Via Patterning

The fundamental concept of via-patterning is very simple - the presence or absence of a via

determines whether a connection is made or not. We call the site of such a configuring-via

a potential via site (Figure 1). After the subsequent layer of metallization, a "potential via"

that is filled is no different from a regular via, while a "potential via" that is not filled is

simply a small capacitance across the insulating layer.
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Figure 1: An illustration of a potential via site.
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Figure 2: Examples of applications of potential vias.
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Figure 2 illustrates how potential vias can be used to configure a circuit. The upper

figure shows a SRAM-controlled pass-transistor on the left. This is a very common structure

that is used in FPGAs for programmable connections. In the via-patterning approach, this

structure can be replaced by just one potential via - point A and point B are connected if

the via is filled; they are not connected if the via is not filled. Similarly, the lower figure

shows a SRAM-controlled multiplexer that can be implemented with two potential vias in

the via-patterning approach.

3.2 VPGA Architectures

Figure 3 shows a simplified view of an island style architecture that is most commonly

employed in FPGAs. The blocks labeled as CLB axe configurable logic blocks which axe

the logic elements in FPGAs. Typically, the logic blocks comprise storage elements such

as flip-flops, and lookup tables (LUTs) that can be programmed into performing different

logic functions. These logic blocks axe connected to the wires in the routing channel through

programmable switches which typically are SRAM-controlled pass-transistors. The diamonds

in the figure represent switch points at which a signal can change its direction. The schematic

of a typical switch point for FPGAs is shown in Figure 4. The six pass-transistors shown

are in fact SRAM-controlled. The configuration bits stored in these SRAMs determine the

signal flow directions.

Given the laxge amount of field programmability that is needed in the routing structure

of FPGAs, it is not surprising that a very high percentage of die area in FPGAs is taken up

by the routing structure. In VPGAs, since the configuring vias do not use up any silicon, the

entire routing structure could be placed on top of the CLBs. This would significantly reduce

the die size of VPGAs. A study had been conducted to investigate the routing structures for

VPGAs and the optimal size for VPGA LUTs [11]. The next section presents the detailed

design and analysis of three VPGA LUTs.
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Figure 3: An island style FPGA architecture.

Figure 4: A typical FPGA switch point.
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4 Via-Patterned Lookup Tables

We begin our exploration of LUTs with the well-studied n-input LUT implemented as an

n-level multiplexer tree [12]. In conventional FPGAs, the leaf nodes of the multiplexer tree

are connected to SRAM cells (Figure 5). During the programming of the LUT, digital l’s

and O’s are stored in these SRAM cells to realize an n-input logic function. With VPGA,

by virtue of the low overhead incurred on a configurable connection (i.e. just a potential

via site), we can afford to employ pass-transistor logic [13] in our LUT implementations.

In pass-transistor logic LUTs, the leaf nodes of an n-input LUT are connected to the nSh

input signal or its complement. We improvised upon this topology by making the leaf nodes

via-connectable to Vdd and Gnd as well (Figure 6).

The resulting structure has a number of advantages over conventional LUTs. Firstly, the

proposed n-input LUT requires a multiplexer tree of only (n-1)-level which is preferred 

an n-level tree because the depth of the pass-transistor chains is one less, and the number

of transistor gates that the bottom-most input has to drive is halved. Secondly, when a

(n-1)-input logic function is mapped to an n-input LUT by synthesis tools, which happens

rather frequently, the proposed structure allows direct connections to Vdd or Gnd, thereby

reducing the delays in the LUT. Our results show a 40% improvement in delays when direct

connections to Vdd and Gnd are allowed. The drawback of this topology is that the nth input

has to drive the leaf node diffusions. Nevertheless, our studies show that pass-transistor logic

implementations of LUTs provide better power-delay performance than conventional LUTs.

In the remainder of this section, we describe three 3-input LUT topologies based on our

proposed structure.

4.1 NMOS Tree with Weak-Keeper Lookup Table

One promising topology that is often employed for commercial FPGAs is to design the

multiplexer tree with NMOS only for reduced capacitance (Figure 7). Because a logical

1 passing through the NMOS tree will experience a threshold voltage (Vth) drop, a weak
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