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Abstract

This study investigates mobility patterns in micro-cellular wireless networks, based on
measurements from the 802.11-based system that blankets the Carnegie Mellon University
campus. We characterize the distribution of dwell time, which is the length of time that a mobile
device remains in a cell until the next handoff, and sign-on interarrival time, which is the length
of time between successive sign-ons from the same mobile device. Many researchers have
assumed that these distributions are exponential, but our results based on empirical analysis show
that dwell time and sign-on interarrival time can be accurately described using heavy-tailed
arithmetic distributions that have infinite mean and variance. One implication of this result is that
mobility may cause or exacerbate long-range dependence of traffic load in micro-cellular
networks. Anther implication is that the duration since the last handoff can be used to predict
when the next handoff will occur, which could improve admission control and other algorithms.
We also show that the number of handoffs per sign-on can be modeled accurately with a heavy-

tailed distribution.
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1. Introduction

A suitable mobility model is necessary for the study of micro-cellular wireless networks.
Researchers who do analysis or simulation of micro-cellular wireless networks, as is necessary
when determining how much capacity is needed or whether a given protocol is effective, must
make assumptions about what realistic mobility patterns are. As this thesis will show, these
assumptions have generally been incorrect. Realistic models can only be found by analyzing
measured data. In this study, we perform an empirical analysis on the data collected from the
Wireless Andrew network, the enterprise-wide broadband micro-cellular wireless network that
blankets the Carnegie Mellon University campus [1]. Carnegic Mellon University was a pioneer
of 802.11-based networks, which have recently become extremely popular, so it is likely that
many future enterprise networks will look like Wireless Andrew.

Mobile devices in the system we observed generate a sign-on message to establish a connection
with the micro-cellular wireless network, and a handoff message when they move from cell to
cell. Sign-on interarrival time, known in conventional cellular wireless networks as call
interarrival time, is the length of time between successive sign-ons from the same mobile device.
Dwell time, sometimes known as cell residence time, is the period that a mobile device maintains
a connection with a cell until the next handoff. Exponential distributions are often used to model
dwell time and sign-on interarrival time distributions [2,3,4].

Since few institutions have long experience with vast micro-cellular systems like Wireless
Andrew, there have been few attempts to accurately characterize mobility patterns in these
networks. In contrast, there have been attempts in cellular telephony systems [5,6,7]. An
empirical study of mobility in the commercial cellular of BC Tel Mobility Cellular [7] found that
dwell time could be well represented with a lognormal distribution. Other studies have made

assumptions about device movement and then derived dwell time from these assumptions [5,6].



This thesis is organized as follows. In Section 2, we give a brief description of the Wireless
Andrew network and our methods of collecting and processing the empirical data. Sections 3 and
4 contain our analysis of dwell time and sign-on interarrival time, respectively. At the end of
Section 4, we also include our analysis on the number of handoffs per sign-on, which is defined
as the number of times that a mobile performs handoffs before signing on to the network again.

Finally, Section 5 gives a conclusion and Section 6 show directions for future research.



2. Description of Wireless Andrew and the Data

2.1 Overview of Wireless Andrew

Wireless Andrew is an enterprise-wide broadband micro-cellular wireless network built to
provide a high-speed wireless service to Carnegie Mellon University campus. The Wireless
Andrew project began in 1993 and it was the world’s first large micro-cellular wireless network.
The structure of Wireless Andrew consists of a number of Access Points (AP). Each access point
supports a wireless link to mobile devices within range. It also serves as a bridge to the
university’s wired network [8]. The-access points themselves are connected to one another and
the rest of the campus’ wired network through an Ethernet [§].

The data examined in this study was measured from the Wireless Andrew network in 1997.
There were approximately 90 access points covering 6 buildings and approximately 100 users at
that time [9,10]. Wireless Andrew in 1997 was operated at 915MHz using a precursor to the IEEE
802.11 standard [10]. Most of the mobile devices used were laptop computers.

Wireless Andrew has grown since 1997. Currently [8], with 650 access points, it covers the
campus area of 3 million square feet, which includes 65 administrative, academic, and residential
buildings. It is available to faculty, staff and students across the campus. There are approximately
3000-4000 users. Still, most of the mobile devices they use are laptop computers. Using the IEEE
802.11b standard with 2.4 GHz direct-sequence spread spectrum (DSSS) [8,11], Wireless

Andrew today provides its users with a high-speed wireless data connection of up to 11 Mbps.



2.2 Mobility in Wireless Andrew

To establish a connection with Wireless Andrew, a mobile device sends a sign-on request packet
to the access point that offers the strongest signal. A connection is initiated when a mobile
successfully receives a sign-on response from the access point. A connection is maintained with
the current access point until the received signal level becomes sufficiently weak and there is
another access point that offers a stronger signal [12,13]. When the mobile device decides to
switch the connection to another access point, a handoff process is initiated.

The handoff process consists of a request and a response [13]. The mobile device sends a
handoff request packet to the target access point who forwards the request packet, through the
wired network, to the access point currently associated with the mobile device. The current access
point sends a handoff response packet to the mobile directly over the wireless link and the mobile

can switch to the target access point.

2.3 Collection of Empirical Data and Processing of the Data

From June 1997 to December 1997, the packets associated with each sign-on or handoff that was
observed at any access points were captured along with a timestamp that was accurate to the
second. In this thesis, we consider a handoff or sign-on to occur at the instant when an access
point informs the mobile device that the handoff or sign-on was successful (even if the
acknowledgement does not successfully reach the mobile for some reason). Sign-on interarrival
time is the time between a sign-on and the previous sign-on while dwell time is the time between
a handoff and the previous handoff or sign-on.

Each mobile device can be uniquely identified by its MAC address. These MAC addresses

were used to construct unique identifiers for the devices. To protect the users’ privacy, the



mapping between the identifiers and other information about the device and the user was
deliberately hidden from researchers.

Devices that did not perform handoffs were excluded from consideration. From their MAC
addresses, we were able to determine that 56 mobile devices performed handoffs during the
collection period. Therefore, at least 56% of the users were mobile. One mobile device performed
approximately 70% of all the handoffs during the collection period. Although we cannot know for
certain, we assume that this mobile device was used for testing purposes, so we also discarded

this mobile’s data.



3. Analysis of Dwell Times

3.1 Distribution of Dwell Times

We define a probability mass function p(i) from our data where p(i) is the fraction of dwell times
whose duration, rounded to the second, was i seconds. Figures 3.1a and 3.1b show the plots of

p(i) and Figure 3.2 shows the corresponding cumulative distribution function.

Table 3.1: Descriptive Statistics of Dwell data

Mean 3004.79 seconds (= 50 minutes)

Median 3 seconds

Variance 5,006,026,780.6 seconds® (= 386 hours?)
Standard Deviation 70,753.28 seconds (= 20 hours)

Max 5,115,456 seconds (= 1421 hours)

Min 0 seconds

Total number of samples

9105 samples
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Figure 3.1a: Distribution of Dwell Time on a linear-linear scale
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Figure 3.2: The Cumulative Distribution Function of Dwell Times



The graphs show that most dwell times are small: approximately 54.62% are three seconds or
less. We believe that many of these small dwell times occur when the mobile devices are
receiving signals of comparable strength from multiple access points. This causes the mobile
devices to frequently switch connection from one access point to another.

Despite the fact that 90% of all dwell times are less than two minutes, the mean dwell time we
observed was over fifty minutes. This shows that the tail of the dwell time distribution dominates
the mean. In order to represent the tail of the distribution more clearly, we define a new

probability mass function g(j), where ¢g(j) is the probability that the dwell time rounded up to the

60/
nearest minute equals j, i.e. g(j)= 2 p(i) . Figures 3.3a and 3.3b show the plots of g(j) .
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Figure 3.3a: Distribution of Dwell Time on a linear-linear scale
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Figure 3.3b: Distribution of Dwell Time on a log-log scale

3.2 Estimation of the Distribution of Dwell Times

In this section, we determine closed-form expressions of the distribution for dwell time, which is
denoted by f{z). In our analysis, f{#) is derived using the measured PMFs p(i), which describes the
probability that dwell time rounded to the second equals I, and ¢(j), which describes the
probability that dwell time is between j-1 and j minutes. We assume that g(j) corresponds to f{j-
0.5 minutes). We considered a number of possible shapes for the PDF. We show results with the
exponential distribution ae™, which many researchers have assumed to be representative of dwell
time, and the Pareto distribution ar”. In each case, the constants a and b are set to minimize least
mean squared (LMS) error. In order to determine how well our equations fit with the distribution,
in our plots. we also show high and low error bars around p(i) and g(j). Each point on an error bar

curve is twice the sample standard deviation above or below probabilities p(i) or q(j). The sample



standard deviation has a value of / p(i)/ N or \/5( Jj)!/' N where N = 9105 is the total number

of samples.

3.2.1 Estimation of the Distribution of Dwell Times in Seconds

We first estimate the PDF f{7) of dwell time for small values of . For the first three seconds, f{t)
increases with respect to ¢. The exponential and Pareto distribution with constants selected to
minimize LMS errors from p(i) between 4 seconds and 300 seconds are shown in Table 3.2.1 and
in Figure 3.4. The Pareto distribution yields a much lower error than the other distributions we
tried, including the exponential. In addition, it is clear from the figures that the distribution fits

the data well.

Table 3.2.1: the Equations that fit the Distribution of Dwell Times

Types of Estimated Equations Optimal Equations LMS Errors
Pareto 0.374t"% 3.247x10”
Exponential 0.009¢ % 5.131x10°

10
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Figure 3.4a: The Estimation of Dwells Distribution using Pareto and Exponential
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Figure 3.4c: The Estimation of Dwells Distribution using Pareto
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Figure 3.4d: The Estimation of Dwells Distribution using Pareto

12




3.2.2 Estimation of the Distribution of Dwell Times in Minutes

While the distribution in Section 3.2.1 accurately describes dwell time within the first five
minutes, which account for 93.34% of the dwells we observed, the mean is dominated by the
larger dwell times. To better describe the tail of the distribution, we determine the distributions
that minimize LMS error from ¢(j) for periods of two minutes to 1000 minutes. The results are
shown in Table 3.2.2 and in Figure 3.5. Once again, the Pareto distribution closely fits the

empirical data while the exponential and other distributions we have tried do not.

Table 3.2.2 the Equations that fit the Distribution of Dwell Times

Types of Estimated Equations Optimal Equations LMS Errors
Pareto 0.065¢"* 1.749%x10”
Exponential 0.004¢ 0% 1.468x107
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Figure 3.5a: The Estimation of Dwells Distribution using Pareto and Exponential
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Figure 3.5d: The Estimation of Dwells Distribution using Pareto

As j increases, the probability that dwell time will be between j-1 and j minutes decreases, and
so does the accuracy of g(j). In order to reduce the noise, we average empirical data over periods
even greater than one minute. More specifically, we determine the fraction r of dwell durations
that were between X and X+/ where the averaging period / is greater than one minute, and we set
the probability that dwell time will be within a half minute of X+1/2 to be #/I. Figures 3.6a, 3.60b,
3.6c, and 3.6d show the plot of the measured distribution with averaging and the Pareto equation
0.065t"**. The averaging periods that are used with the dwell times in the Figures are shown in
Table 3.2.3 below. We have minimized LMS error over many other intervals and always find that

a similar Pareto distribution fits.

Table 3.2.3: The Averaging Intervals used in Figures 3.6a-d

Dwell Times (X) Averaging Periods (I)

Less than10 minutes 1 minute
Between 10 minutes and 100 minutes 10 minutes
Between 100 minutes and 1000 minutes 100 minutes

15
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Figure 3.6a: The Estimation of Dwells Distribution using Pareto and larger averaging interval for
large dwells.
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Figure 3.6b: The Estimation of Dwells Distribution using Pareto and larger averaging interval for
large dwells.
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Figure 3.6¢: The Estimation of Dwells Distribution using Pareto and larger averaging interval for
large dwells.
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Figure 3.6d: The Estimation of Dwells Distribution using Pareto and larger averaging interval for
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