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Abstract

In todays world, the use of embedded systems is increasing extremely rapidly. The main concerns for
people building these systems are shortening time-to-market and increasing complexity.

Since many the embedded systems run on batteries, power is an important criteria throughout the
design process. Very often, while making these decisions, the designer has to simply rely on simulation
tools that can be extremely time consuming, or not sufficiently generic to be of much value.

The objective of this thesis is to present a formal technique for system-level power/performance analy-
sis that can help the designer to select the right platform starting from a set of target multimedia applica-
tions. More precisely, we introduce the Stochastic Automata Networks (SANSs) as an effective formalism
for average-case analysis that can be used early in the design process to identify the best power/perfor-
mance figure among several application-architecture combinations. Further, we describe algorithms that
we have implemented, and discuss their limitations in some detail.

As the experimental results show, our analysis can be orders of magnitude faster compared to explicit
simulation with an insignificant loss in the accuracy of power/performance estimates.

Keywords: platform-based design, system-level analysis, stochastic automata networks, application

modeling, stochastic models, multimedia systems.
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Chapter 1. Introduction and Objectives

Embedded systems represent an important segment of today’s electronic industry. Applications using
embedded systems vary from vehicle control circuits, consumer electronics, communication systems,
remote sensing, to simple household appliances. All systems that consist of electronically programmable
components designed to perform a specific functions, though they are neither perceived nor used as com-
puters, are generically known as embedded systems. A large percentage of the world-wide market for
microprocessors is filled by micro-controllers that form the programmable core of embedded systems. In
addition to micro controllers, embedded systems may consist of ASICs and/or field programmable gate
arrays as well as other programmable computing units such as Digital Signal Processors (DSPs).

Today, embedded systems are designed using mostly an ad-hoc approach that is heavily based on ear-
lier experience with similar products or manual design. Use of higher level languages such as C helps
somewhat, but with increasing complexity the present approach is not sufficient. Formal verification and
automatic synthesis of implementations are the surest ways to guarantee safety. However, both formal
verification and synthesis from high levels of abstraction fail to compete with the rapidly increasing com-
plexity and heterogeneity found in typical embedded systems. This leads us to believe that this design
approach should be based on the use of one or more formal models to describe the behavior of the system
at a high level of abstraction.

A typical hardware architecture for an embedded system combines custom hardware with embedded
software, lending a certain measure of complexity and heterogeneity to the design. In software, control-
oriented processes might be mixed under the supervision of a multitasking real-time kernel running on a
microcontroller. In addition, hard real-time tasks may run cooperatively on one or more programmable
DSPs. The design styles used for these subsystems are quite different from one another. The hardware
side of the design will frequently contain one or more ASICs, perhaps designed using logic or behavioral
synthesis tools. On the other hand, a significant part of the hardware design most likely consists of inter-
connections of commodity components, such as processors and memories. The design styles used to
specify and simulate the ASICs and the interconnected commodity components are quite different, from
the applications themselves. A typical system, therefore, not only mixes hardware design with software
design, but also mixes design styles within each of these categories.

The design process for embedded systems has become an increasingly difficult problem due to the

increasing design complexity and shortening time-to-market [1]-[3][19]. One of the biggest design deci-



sions, often, is to select a right set of architectural components, that fit with the software components. The
objective of this thesis is to present a technique for system-level power/performance analysis that can
help the designer to select the right platform starting from a set of target applications. By platform, we
understand a family of heterogeneous architectures (consisting of both programmable and dedicated com-
ponents) that satisfy a set of architectural constraints imposed to allow reuse of hardware and software
components [20]. More precisely, having several architecture candidates available, we provide a formal
technique that can be used early in the design cycle to identify the best match (in terms of performance
and power consumption) among several possible application-architecture combinations.

While the technique that we propose is completely general, the focus here is on portable embedded
multimedia systems. These systems we are going to discuss, are characterized by “soft” real-time con-
straints and then, as opposed to reactive embedded systems used in safety critical applications, their aver-
age behavior 1s far more important than the worst-case behavior. The computational requirements of
embedded multimedia systems show such a large spectrum of statistical variations (due to data dependen-
cies) that designing them based on the worst-case behavior (typically, one or two orders of magnitude
larger than the actual execution time [3]) would result in completely inefficient systems. Also, since the
Quality of Service (QoS) requirements can vary considerably from one media type to another (e.g. video
connections require consistently high throughput, but tolerate reasonable levels of jitter and bit or packet
errors), the ability to explore several design alternatives while trying to satisfy QoS requirements is of
crucial importance. To this end, estimating the power/performance figures of a ser of applications with
respect to a target platform, is one of the key problems that needs to be addressed. We believe that practi-
cal optimization for these systems is close to impossible without:

(1) efficient, yet accurate performance models at higher levels of abstraction, and

(2) tools that let us quickly evaluate proposed changes and their impact at the highest level of abstrac-
tion, alleviating the need to defer to a fully detailed implementation of the system in order to assess it.

Typically, the design of heterogeneous architectures follows the Y-chart scheme (Fig.1) [20]. In this
scheme, the designer first characterizes the application and chooses an architecture to run. Then, applica-
tion is mapped onto the architecture and the performance of application-architecture mapping is evalu-
ated. Based on the resulting performance numbers, one may decide to go ahead with the chosen
architecture. Otherwise, if the performance figures are not satisfactory, the designer may restructure the

application, or modify the mapping of the application to get better performance numbers.
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Fig. 1. Our Modelling Methodology based on Y chart scheme

Relying upon this Y-chart design methodology, we focus on the application-architecture modeling pro-
cess for embedded multimedia systems. This is mainly motivated by our observation that, constraining a
given application (e.g. MPEG-2) with various input traces (e.g. MPEG-coded video movies characterized
by very different scene changes) leads to very different ‘clusterings’ of the probability distributions that
characterize the application itself. Tuning the target architecture to this large spectrum of different proba-
bility distributions can be the most important development in obtaining efficient mappings with respect to
certain metrics of performance. Following the principle of orthogonalization of concerns during the
design process [2], we first build separate models for applications and architectures. This is followed by
an analysis of the application itself, to expose its inherent constraints. Next, we map the abstract model of
an application onto a family of architectures (platform) and evaluate the power/performance figures to
see how suited is the platform (and the chosen set of design parameters) for the target application. This
process can be re-iterated with a different set of parameters until convergence.

Our methodology, has some very unique features. First, our methodology is based on integrating the
power/performance metrics into system-level design. The performance metrics that we develop in the
application and platform modeling steps may become an integral part of the design process as it can help

the system designer to quickly find the right architecture for the target application. Secondly, our ability



to model both the application and the architectural components using the same unique representation
based on Stochastic Automata Networks (SANs) helps us to smoothly translate the performance metrics

into an architecture, and reflect the architectural changes back to the performance model.

1.1 Contribution of the thesis

The key contribution of this thesis is the idea of using SANs [5] as an effective formalism in system-
level analysis. SANs are a very powerful Markovian formalism belonging to the class of process algebras
which are very efficient in modeling loosely and strongly coupled communicating concurrent processes.
This property is useful since embedded applications are highly concurrent and consequently, do not easily
fit the traditional model of sequential control flow. Another major advantage of SANs over other formal-
isms is that the state space explosion problem associated with the Markov models (or Petri nets) is par-
tially mitigated by the fact that the state transition matrix is not stored, nor even generated.

The models that we build for applications are process-level functional models that are free of most
architectural details. The processes communicate and interact among them defining what the application
should do and not how it will be implemented. On the other hand, the architecture models represent
behavioral descriptions of the architectural building blocks. Typically, these building blocks may consist
of several programmable cores or dedicated hardware units, communication resources (buses) and mem-
ory resources (RAMs, FIFO buffers). A separation of concerns between application and architecture,
enables the reuse of both application and architecture models and facilitates an explorative design process
in which application models are subsequently mapped onto architecture models, to complete the model-
ling on the system.

Once built, the application-architecture model is evaluated to analyze the characteristics of the pro-
cesses for different input parameters. While model evaluation is a challenging problem by itself, analyti-
cal performance model evaluation presents additional challenges. To this end, we develop a fully
analytical framework using SANs to avoid lengthy simulations for predicting power and performance fig-
ures. This is important for multimedia systems where thousands of runs are typically required to gather
relevant statistics for average-case behavior. Considering that 5 min. of compressed MPEG-2 video needs

roughly 1.2 Gbits of input vectors to simulate, the impact of having such a tool to evaluate power/perfor-

mance estimates becomes evident.



1.2 Related work

Most of the research in performance analysis was geared so far towards the worst-case analysis, where
the correctness of the system depends not only on the logical results of computation, but also on the time
at which the results are produced [7][8]. Despite the great potential for embedded system design, the area
of average-case analysis received little attention [3][9][10]. The target of our research is to investigate
this very issue and, using abstract representations, provide quantitative measures of power/performance
estimates. Our effort complements the existing results for worst-case time analysis and is distinct from
other approaches for performance-based rate analysis [11], and adaptation process [3]. Compared to our
approach, none of these approaches handles applications at process-level using communicating and inter-
acting processes and yet provides performance metrics that can be used in platform-based design. We
note that existing tools for high-level performance modeling that can be used in embedded systems
design, like Ptolemy [12] and Polis[13], use simulation for performance evaluation.

Another important aspect is to relate our solution to other existing tools for high-level performance
modeling that can be used in embedded systems design. Ptolemy [12] mainly focuses on application
modeling and simulation, but does not yet support explicit mapping of application models onto models of
architectures. The Polis environment [13] is very well-suited for reactive systems, but less suited for
applications involving DSP kernels. El Greco [21] provides a powerful environment for modeling and
validating the functionality of complex heterogeneous systems. Being influenced by Ptolemy, it shares
with Ptolemy the simulation-based strategy for performance evaluation. Finally, the set of tools recently
proposed in [4] is centered around the idea of platform-based design. The applications are modelled as
Kahn process networks that are further used to perform performance evaluation via simulation.

In summary, we propose a completely analytic solution for application modeling for performance eval-
uation. What makes this unique is the potential to significantly shorten the design cycle, while still pro-
viding designers the ability to explore the entire design space. Indeed, by its very nature, our analytic

approach is very fast and scales nicely with the complexity of the design.
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