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1. Introduction

With transistor switching speeds becoming faster while the propagation delays along

interconnect are becoming slower, the integrated circuit and system performance bottleneck is no

longer the delays within the logic blocks. Instead, communication among blocks has become a

primary design challenge. It is no longer sufficient to simply wire two blocks together and expect

them to communicate properly and efficiently. At the very least, repeater insertion is necessary,

and, most recently it is even necessary to allocate multiple cycles to a signal’s journey across the

chip. This added importance placed on global communication makes it necessary to consider its

impact in the earliest stages of the design process, including the architectural planning.

In the past, during the architectural planning of a microprocessor, the circuit designer’s

primary goal was to design the fastest circuit possible. Now, however, some new design

obstacles are beginning to emerge. The first of these obstacles is power consumption [12]. While

designing low power circuits allowed lower packaging costs, it was previously less critical since

the system was simply plugged into an outlet and consumed as much power as it required.

Today, with wireless and handheld devices becoming more popular, chips must be designed with

power dissipation requirements in mind. Eventually, the device whose battery lasts the longest

may become one of the consumer’s primary concerns. This raises the question, "How and where

should current designs be improved in order to mitigate this power consumption problem?"

Figure 1 shows the results of a power distribution study performed at IBM [1]. Based on

some of the recent p and z series microprocessors. Clearly, the primary problem with power

distribution lies in the clock, and with feature sizes decreasing and scale of integration increasing,

this problem will continue to worsen. Thus, it can be concluded that improvements in clock



distribution techniques, especially local clock distribution, have the potential to lead to major

power savings overall.
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Figure 1: Microprocessor power distribution study

The other emerging obstacle is the effect of process variations on chip performance. In

previous technology generations, when the transistors were larger and clock periods longer, a few

picoseconds in any direction had little effect on a processor’s functionality. However, process

variations are not scaling relative to feature size or clock speed [3], and with clock periods

entering the sub-Ins ranges, these few picoseconds can be the difference between a very good

fabrication yield and a very poor one.

Figure 2 illustrates this point. The histogram, obtained using the circuit simulator

discussed in [2], shows the delay spread for a 2cm wire that has been stretched from one end of a

large chip to the other - more on this design example later in this thesis. Using 180nm

technology, fifteen buffers were required to send a signal across this channel. While a few corner

cases fall drastically outside the range of the primary spread, one can see that process variations

can cause up to an 80ps difference in performance. If this logic is required to operate in the

gigahertz range, 80ps makes up a significant portion of the clock period.
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Figure 2: Effects of manufacturing variations on system

1.1 Is Asynchronou,s the answer?

Some have suggested that a potential solution to both of [hese problems is to employ an

asynchronous design methodology. Since the power consumed by the clock, especially the local

clock, has been identified as the major contributor to overall chip power consumption, using an

asynchronous design (i.e., a design with no clock) would seem to be a logical solution to this

problem.

An asynchronous design can also serve to improve the process variation problem.

Typically, in a synchronous design, some sort of H-tree is used to globally distribute a clock

throughout the chip as shown in figure 3. In the case of a long communication channel, the

problem lies in the fact that the clock must travel a completely different path to the latch inputs

than the data must tra,,el. If the data is on a critical path, this difference could result in a timing

failure. However, in the case of an asynchronous design, all data and control bits will travel a

similar path. As a result, any process variations they experience should be more localized, hence

correlated, thereby reducing the potential timing variations and errors.
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Figure 3: Clock-Data skew problem

1.2 ff Asynchronous is the Answer, What is the Question?

Knowing this, one must ask, "Is asynchronous design really better?" Looking at this

limited example from the architectural level, it would seem that it is. Simply switch to an

asynchronous design methodology, allowing you to remove the clock, and this results in a 60%

power savings. However, when the problem is examined from an implementation standpoint, a

number of problems arise. The following will attempt to describe some of them in detail.

It should be noted that switching from a completely synchronous to a completely

asynchronous design methodology is impractical. There are many reasons for this, some of

which include the fact that most CAD tools are specialized for use in synchronous designs, and

the simple fact that most logic blocks are designed to operate synchronously. So, instead of a

complete switch, this paper will consider the case of a globally asynchronous locally synchronous

(GALS) design [11]. In other words, all global clock distribution has been removed from the

chip. Now, while all functional units remain synchronous, asynchronous communication

channels exist between them. Specifically, we will examine the complete implementation of a
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2cm long communication channel from both a synchronous and asynchronous standpoint in

180nm, 130nm, and 100nm processes.

2. Background

To investigate the pros and cons of asynchronous vs. synchronous design channels, we

will compare the results of optimized designs for both cases under several technology nodes. It is

important for this comparison that we compare both designs on as fair a basis as possible. To do

so we will rely on two components of background work. First, a comprehensive optimization

methodology for n-bit bus lines will be used to construct the interconnect designs for maximum

throughput in all cases. This methodology was developed for synchronous busses, but as we will

demonstrate it can be applied to asynchronous circuits with equal efficacy. Secondly, we will

employ the Gasp architecture [6] to provide for an optimal communication channel along a long

signal bus path.

2.1 Bus Optimization Methodology

Designing a communication channel between two blocks should be nothing new to most

designers; however, it is no longer a task that can taken lightly. In order to yield the best possible

performance, a number of bus characteristics need to be considered concurrently, thereby making

this a somewhat complex optimization problem.

The bus optimizer described in [9] outlines a complete flow for the design of IC

communication channels. It states that the interconnect structure for any bus can be uniquely

described using six parameters. Referring to Figs. 4 and 5, they are:

1. Wsi - Width of the signal wires
2. Wsh - Width of the shielding wires
3. Sp - Wire spacing
4. Sgate - Gate (repeater) size
5. Lseg - Length of wire segment
6. N - Shielding period



Figure 4: Uniform bus Figure 5: Bus cross-section

Starting with a random set of values and the interconnect data associated with the

process, the optimization methodology begins with a detailed RLC extraction [7][8] using [10],

thereby producing the interconnect models for use in SPICE. The user decides which parameter

(or parameters) to optimize. Each optimization parameter is a function of the six bus variables

mentioned above. Any of these six characteristics can be set to a constant or bounded if

necessary. In other words, if the user wants to shield all of the wires, N is set to 1 and not

considered ~br optimization. The optimizer will optimize the performance measures for up to a

six dimensional surface.

During each iteration of the optimization run, there is a SPICE simulation. With the

results from each simulation, the optimizer attempts to find a better set of bus characteristics than

the previous one. This is accomplished using a sequential quadratic programming algorithm.

Once a new set of values is determined, it is used as the initial values for the next iteration. The

loop continues until the bus ceases to improve. A block diagram of the optimization loop can be

seen in fig. 6.

It is possible to optimize the bus based on a number of parameters. They include area,

throughput, delay, and power. An important aspect of this bus optimization methodology is that

instead of optimizing for delay, the algorithm can optimize for throughput (defined as frequency

multiplied by bit width), which is a quantity that is more directly related to performance. It

would appear that throughput and delay are strongly related to each other. For example, if one



would like to increase throughput, simply make the bus faster. It is possible, however, to look at

throughput optimization in a different way.
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Figure 6: Bus optimization loop

Optimization of delay will result in large repeaters and wide wires. A possible tradeoff is

to design a wider bus with thinner wires, resulting in longer delay, but a higher overall throughput

within the same channel area.

This additional delay, however, results in an increased overall latency for the bus. As a

result, this places more demands on additional latch repeaters. In other words, latches are placed

at appropriate points throughout the channel in order to meet clocking requirements. While this

does add additional area and latency to the bus, it is typically a fairly negligible amount.

2.2 Asynchronous Communication Channel

Combining the above bus optimizer with a simple clock driver made it possible to build

the synchronous examples. In order to build the asynchronous examples, in addition to

employing the above techniques, it was also necessary to choose an appropriate asynchronous

communication strategy. Many methods have been proposed, and the method used in [6] was

chosen for our design comparison.
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Figure 7: Gasp circuit

Figure 7 shows a circuit diagram of the asynchronous communication blocks that were

used in our experiments. Their functionality is fairly simple. First, let’s split the picture into the

control blocks and datapath blocks. The datapath blocks consist of the cross coupled inverters,

the passgate, and the driving inverter, while the remainder of the diagram is part of the control

block. Each control block contains what is referred to as a state conductor (SC). This SC 

responsible for keeping track of whether or not the stage it is associated with contains data. A

logical 0 on the SC means the stage is full, while a logical 1 means it is empty. Obviously, if the

current stage contains data and the subsequent stage does not, the data from the current stage

should be passed to the next one. Similarly, if the current and subsequent stages both contain

data, the current stage needs to wait until the next one has passed its data on before it can

continue. This can be better explained with an example.

Assume, in Fig. 7, that SCI contains a 1, meaning it is empty, and that NFET1 is open

SC0 is driven to a 0, meaning that the previous stage is now full. In this case, it is possible to

pass data to the next stage. So, the 0 on SC0 causes inverted) to open NFET0. With both

NFET’s open, node0 is pulled down to a 0. This causes a number of events to occur. First, it



opens the passgate in the datapath block, allowing data to pass into the next stage. Second,

PFET0 and NFET2 open, changing the states of SC0 and SC1. Finally, after 2 inverter delays,

PFET1 opens, pulling node0 back up to a 1, at which point the control block returns to its steady

state and can wait for new data.

So, by including this extra logic, and removing the clock drivers, the synchronous logic

could easily be migrated into its asynchronous counterpart.

3. Experimental Design Setup

In order to fully contrast and compare the performance and power consumption of the

asynchronous and synchronous communication channels, a series of experiments were performed

for designs created in 180nm, 130nm, and 100nm technologies. Note that any specific references

to transistor sizes or delay values are for the 180nm case unless stated otherwise.

3.1 Channel Specifications

Consider the design problem of two functional blocks on opposite sides of a chip that

need to communicate with each other. As an example, we chose a channel length of 2cm for our

experiments to represent somewhat of a maximum size limit for a production IC die today. To

keep the simulation runs manageable, a four-bit data bus was stretched across this channel. The

bus was fully shielded in order to accurately examine power and throughput tradeoffs without

consideration of noise constraints and the dominant influence of data dependent switching on

delay. A switching factor of 15% was applied to each bit. This is both a realistic switching factor

for most applications, and it is frequent enough that gating off the clock for the synchronous case

impractical. Examples of the input switching patterns are shown below in Fig. 8.
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3.2 Synchronous Setup

U
P1

Figure 8: Input switching pattern

The aforementioned bus optimization program [9] was run using the parameters above

and assuming a clock frequency of 1GHz. In the synchronous case, each simulation was setup as

shown in Fig. 9. The number of latch repeaters in the channel was varied in order to achieve

different throughputs across the simulations.

The most complex component in the synchronous simulations is the latch repeater itself.

Fig. 10 shows a transistor level diagram of its design. It is simply a basic, master/slave

configured, D flip flop. Through experimentation it was found that a setup time of approximately

120ps was necessary to guarantee proper functionality.

3.3 Asynchronous Setup

The asynchronous design is slightly more complicated. The data lines are first optimized

the same way they were in the synchronous case. One can see from Fig. 11, though, that at least

one extra bit line is present. This contains the state conductor bit discussed in the previous

section. Initially, this extra line is given the same parameters as the data lines. However, it can

also be seen that the buffers that exist on the control line are not simply inverters, like on the data

line. This is due to the fact that data needs to travel in both directions on the control line -- the

control blocks will always pass a logical 0 to the right and a logical 1 to the left.
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Figure 9: Synchronous simulation setup

Figure 10: Synchronous latch repeater

Since an inverter is not capable of exhibiting this behavior, a bi-directional buffer was

designed. A transistor level diagram of the buffer is shown in Fig. 12. Each side of the buffer

contains an inverter, a keeper, and pull-up/down assist logic. If a 0 is being propagated to the

fight, inverter0 will trip both the keeper (n0) and the actual pull-down NFET (n 1) on the right

side of the buffer. As the D_RIGHT node is pulled down, inverterl drives a 1 onto node0, which

II



subsequently drives a 0 onto the gate of nl, closing it and allowing the keeper to take over on its

own. A similar series of events occurs when a 1 is being propagated to the left.

The use of this buffer results in some useful behavior. One can see that it is necessary

that the delay of the control signal be greater than the delay of the data lines. Otherwise, the next

stage will attempt to take data before it is ready. Since the bi-directional buffer is noticeably

slower than a single inverter, the control signal will always arrive after the data.

Figure 11: Asynchronous simulation setup

However, it was found, through experimentation, that the difference in delay between

control line and the data lines was unacceptably large. For example, in the case where eight latch

repeaters were used, it took 306.25ps for one bit to traverse the data line (this is between two

consecutive latches, not the full 2cm), but 416.25ps for the control signal to arrive. To make all



of the data run 110ps slower because of the control line is unacceptable. As a result, the bus

optimizer was run again just for the control line. This time, the buffer distance, latch repeater

distance, and buffer size, were all fixed in order to make the placement of logic on the control

lines match up with the data lines. This left the optimizer with the ability to alter wire width in

order to speed up the line. Thus, this run was an optimization of area subject to a delay

constraint.

The second optimization run resulted in a 40% improvement in wire propagation delay,

allowing the control signal to arrive at 340ps instead, This results in a higher throughput for the

asynchronous case. But note that since the control line must always be slower than the data lines

- even under worst case conditions and process variations - some delay margin must be built in

to this control line optimization problem.
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Figure 1.2: Bi-directional buffer design

3.4 Latch modifications

This buffer interfaces with the control portion of the asynchronous latch found in Fig. 13.

The latch’s behavior was described on page 8 so it will not be discussed here. Notice one small

difference, though. The simple nfet-only passgate in the original example has been replaced with


