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Abstract

Reinforcement learning is a general approach to learning reactive control policies. It is an unsu-
pervised learning technique, making it a candidate for use in system that adapts to changing tasks and
environment by autonomously devising a new strategy. Unfortunately, reinforcement learning methods
are slow to converge to a solution, rendering them impractical in most cases.

The key shortcoming of most reinforcement learning systems is that they lack the ability to incorpo-
rate prior knowledge into the learning process. This is wasteful of any previously learned information
that is related to the target task. This paper investigates a scheme for incorporating such prior knowledge
into a reinforcement learning agent.

The methodology, called Skill Advice Guided Exploration (SAGE), allows multiple, possibly con-
flicting, sources of knowledge to be incorporated simultaneously. Knowledge is abstracted as action
selection advice within this framework. Accordingly, no assumptions must be made about the internal
representations of the information, allowing knowledge sources to be as diverse as a human and a robot.
Furthermore, 2 SAGE-based system can adapt according to new knowledge acquired during learning and
is robust to incorrect information.

The potential of this methodology is demonstrated on a set of discrete learning tasks. Results are
presented showing that a SAGE-based system given correct information can outperform other approaches
and that incorrect knowledge does not prevent the task from being learned. The benefits and limitations
of this work are discussed as are possible extensions

*Prepared in partial fulfillment of the requirements for the degree of Master of Science in Electrical and Computer Engineering.



1 Introduction

The creation of ever larger and complex systems necessitates robust and powerful building blocks. Adapting
a system to operate in a new environment or to achieve new goals can be expensive and time consuming.
Often, such changes in the task preclude the direct reuse of some existing system modules. These compo-
nents must be re-tailored for the application at hand. In the case where the original component was a learned
behavior, a new function must be learned from scratch. This is wasteful of the related information, albeit
suboptimal with respect to the new task, contained within the original module.

Composable skill design is also an important issue. This involves combining the task information of
multiple sources to accomplish some higher-level task. Each of the knowledge sources are generally related
to the new task in some way. At times, the source is a module that can be utilized directly in the new system.
This is not generally the case, though. It is likely that many of the source modules require modifications.
Information from some modules often must be combined or extended in order to be effective on the new
task.

In light of the above observations, this paper investigates the possibilities of leveraging knowledge within
an existing skill base to devise solutions to related problems. A skill is defined here as a reactive mapping
of discrete states to discrete actions. Solving a new problem requires determining new state-to-action con-
troller. Unfortunately, determining such a controller directly from the source skill knowledge is not generally
possible. The source skills may not even posses the requisite knowledge. Thus, a general approach to ac-
quiring skill knowledge must be utilized. Reinforcement learning methods will be effective in this manner.

Reinforcement learning provides a general means to find a reactive controller that satisfies some per-
formance criteria in an unsupervised fashion. It is attractive because the designer need not provide correct
state-action pairs during training, which would imply that a solution is already known. Unfortunately, re-
inforcement learning can be intractably slow on large problems. Furthermore, learning is impractical on an
embodied agent because exploratory, and potentially dangerous, actions must be taken to determine their
utility. This paper will investigate the prospects of transferring knowledge from existing skill modules to an
agent learning a new, related skill via reinforcement learning methods.

Direct methods for transferring knowledge between learners are representation dependent and can be
prone to failure. Furthermore, it is unclear how direct transfer methods should deal with multiple, possibly

conflicting information sources. This work examines an indirect method of knowledge transfer in which



action-selection advice is the primary abstraction for knowledge. Through a methodology called Skill Ad-
vice Guided Exploration (SAGE), advice is presented to the reinforcement learning agent as it explores its
environment. The agent may follow or disregard the advice as it sees fit. Thus, an agent has the potential to
find a good solution more efficiently by following good advice and avoiding the perils of bad advice.

The indirect knowledge transfer approach places minimal assumptions upon the internal structure of both
learning and advising agents. The source of the action-selection advice can be any function that maps world-
states to actions. This function need not be deterministic. Thus, the advice source may be an existing system
module, a sibling agent from a team of heterogeneous robots, a hand-designed mathematical function, or
even a human observer.

The first part of this paper discusses general properties and assumptions of an advice-giving system.
Section 2 gives an overview of reinforcement learning as it is relevant to this problem. Section 3 defines
a SAGE system and terminology in concrete terms. Section 4 analyzes the idea of advice and describes
basic taxonomies for advice type and effectiveness. The second part of this paper examines one particular
implementation of a SAGE-based system. Section 5 discusses the implementation issues behind a particular
portion of a SAGE system, called the exploration control module. Section 6 describes some experiments
that shed light on the behavior and properties of a SAGE-based system. A discussion of the results and

their implications is given in Section 7. The paper closes by detailing related work in Section 8 and conclu-

sions/extensions in Section 9.

2 Reinforcement Learning

Reinforcement learning (RL) forms the base around which the work in this paper is built. This section
presents an overview of reinforcement learning as it is relevant to the remainder of this paper. This section
is by no means an exhaustive treatment of the topic.

Reinforcement learning is a class of problems in which an agent interacts with a dynamic environment
and learns appropriate behavior through trial and error [6]. The agent executes actions that affect the en-
vironment and observes the state of the environment and the rewards obtained. Figure 1 illustrates this

relationship.

A reinforcement learning agent draws actions, a, from a finite set of discrete actions, A. The state, s,



RL Agent

Figure 1: The model of interaction between an agent and the environment. The RL Agent executes an
action, a, and observes the environment state, s, and a scalar reward signal, r.

of the environment is drawn from a discrete set of states, S. The reward signal, r, is a scalar, real number
and its absolute value is assumed to be bounded by some finite constant. The actions executed by an agent
affect the environment such that the next state of the environment dependent upon the action selected. The
objective of a learning agent is to learn an action-selection policy, 7, that maximizes some performance
metric derived from the reward signal.

While there are many different approaches to solving reinforcement learning problems, this discussion
will largely be limited to temporal difference methods and, in particular, Q-learning. The main reason for

this is that Q-learning is widely studied and well understood. The methods presented here will likely extend

to other reinforcement learning approaches, as well.

2.1 Markov Decision Processes

Reinforcement learning problems typically employ one important assumption: the state transitions in the en-
vironment have the Markov property. The next state of a system with the Markov property can be completely

described by the current state and action. As such, reinforcement learning problems are well formalized as

Markov Decision Processes (MDPs).
An MPD is defined by:



e a finite set of states, S
e a finite set of actions, A

a scalar reward function, 7 : S X A X S = R

e a state transition probability function, p : S X A X .§ = Ryg y

Associated with an agent is a policy, 7 : S — A, which defines its behavior in each state. In each discrete
time step, an action is executed according to this policy. The probability of moving from state s to state s’
given that action a was executed can be expressed p(s, a, s'). The reward received when executing action a
in state s results in going to state s is expressed as (s, a, ).

This formalism allows for the measurement of the performance of an agent. A value can be determined
for a state, given that the agent follows a particular policy, 7. One such value function is the expected sum

of future discounted reward. The value of a state, s, given a policy, 7, is expressed:

Vi(s) = Ey| i v'7(s,m(s), ) |
= 2220 Lwes V' P(s,7(s), &) r(s,7(s), )
where v € (0, 1] is a discount factor that controls how much future rewards affect current action selection.
Discount factors closer to 1 will weight future reward more heavily. V™ (s) is sometimes referred to as the
expected return of the agent. Other metrics exist, such as expected average reward, but this discussion will

be limited to the above.

A value function can also be determined for a state-action pair. The Q-factor value function determines
the expected sum of future discounted reward for an agent that takes action a in state s and proceeds accord-

ing to the policy n thereafter. The Q-factor function is expressed as:

Q" (s,a) = Ey [r(s, a,s)+ V7 (s)|r,s, a}
=Y esp(s,a,8) (r(s, a,s) +yVT™ (s')>
The optimal value functions represent the greatest value that an agent can achieve when starting from a

particular state (or state-action pair, in the case of Q-factor values). These functions are denoted by:

V*(s) = max,V"(s),¥s€ S
Q*(s,a) =max,Q"(s,a),Vs€ S

Thus, the optimal policy for the MDP can be determined as follows:



T*(s) = arg m;me*(s, a),Vs€ S ¢))

At least one optimal policy exists for any non-pathological MDP [3].

2.2 Q-Learning

Temporal difference methods attempt to compute the optimal policy, 7*, for an MDP. Other methods for
obtaining the optimal policy exist, such as dynamic programming [2] and certainty equivalence [8]. Tem-
poral difference methods are significant because they work without the use of a model. Q-learning [17] is a

particular temporal difference learning method that relies upon action-values. The Q-factor expression can

be expressed as:
r(s,a,s) + V()]

FE
= Eyg[r(s,a,s)] +~v Es,esp(s’ls, a)V*(s)
= Eg[r(s,a, )]+ 7> ,csp(s']s, a) maxy Q*(s', a’)

o
~
—

since V*(s) = max, Q*(s, a’). An agent situated in an environment receives learning tuples of the form
(s,a,r,s"), where s is the initial state, a is the action taken, r is the sampled reward, and s’ is the resultant

state. Given this input, the update rule for learning the optimal Q-function in a stochastic environment is:

Qt(S» a) Qt—1(87 a) + ady; (2)

where

S=r+7y maa}XQt_l(S’, a') ~ Qi-1(s, a)

is a measurement of the error in the previous estimate based upon that estimate and the new experience tuple,
known as the temporal difference error. The value o € (0, 1] is a stochastic step size parameter. Upon the
completion of learning, an estimate of the optimal policy, #, is computed using Equation 1 and substituting
Q for @*. The implementation of the one-step Q-learning algorithm is shown in Figure 2. Improving the
action selection of step 1 of the repeat loop is the primary topic of this paper. It is described in general

reinforcement learning terms in Section 2.3 and is discussed in Section 5 as it applies to this work.



Initialize Q(s,a) arbitrarily for all s,a
Repeat (for each episode)

s+ initial state

Repeat (for each step)

1. Randomly choose action ¢ to take in state s

2. Execute action a: § ¢ resulting state, r ¢ resulting immediate
reward

3. Update Q(s,a) with experience tuple < s,a,r,s"> according to
Equation 2

4. s

until s is a terminal state
Figure 2: The implementation of the one-step Q-learning algorithm with random exploration.

The Q-learning algorithm (Equation 2) is an unbiased estimator of the optimal Q-function, Q*(s, a). It
has been proven to converge to Q* (s, ) with probability one for the case where the Q-function is represented
by a lookup table [18] [3]. Convergence is subject to all of the following conditions holding:

e all state-action pairs are visited infinitely often
o> =00

o )0 al <o
While it is obviously impossible to sample every state-action pair an infinite number of times, the conver-

gence conditions provide a sense that, over time, the Q-factor estimates will move toward their true values.

2.3 Reinforcement Learning Controllers

A reinforcement learning controller selects the actions that are to be taken by an RL agent while the agent
is learning. This is termed the exploration phase. This corresponds to step two of the repeat loop of
Figure 2. Reinforcement learning controllers can be broken down into two distinct categories: on-policy
and off-policy. In an on-policy control scheme, the reinforcement learning agent selects the actions that
affect the environment. In contrast, an off-policy reinforcement learner observes the actions selected by
some other controller. Figure 3 illustrates the distinction. Worth noting is that the learning agent in the
off-policy scheme does not attempt to emulate the policy of the static controller, but instead it attempts to

learn which actions will maximize its own optimization criteria.
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Figure 3: Different controller strategies for reinforcement learners. (a) In an on-policy control scheme, the
RL agent selects its own actions. (b) In an off-policy control scheme, a separate controller selects actions
for the agent.

2.4 Approximating the Value Function

During learning, Q-function value estimates must be maintained by the agent. The simplest way to do this
is to implement a lookup table to hold the (s, a) values. This is known as tabular Q-learning and has
the strongest convergence results of any Q-learning implementation. Unfortunately, tabular methods do
not generally scale well with problem size. Generalization across similar states would help alleviate this
problem. Thus, it is common to represent the Q-value function using a parametric function approximator.

Linear function approximation architectures, such as perceptrons, have been shown to converge for some
special cases of Q-learning, but the convergence results are not as general as those for tabular learning [3].
One drawback to linear approximators is that the true value function may be non-linear, which leads to large
approximation errors. Non-linear function approximation architectures, such as artificial neural networks
(ANNSs), are capable of representing a non-linear value function. Unfortunately, there is no guarantee of
convergence for such systems. Furthermore, there have been several documented cases where function
approximation (even with linear architectures) can lead to divergence or oscillation in off-policy controller
strategies [4] [1] {3].

The oscillatory and convergence problems of the off-policy controllers is due to the fact that the state
visitation distribution of the static controller is different from that which the learning agent would generate.
As this discrepancy grows, the off-policy learner becomes more likely to diverge. Yet, researchers continue

to utilize function approximators because of their generalization capabilities.



2.5 The Role of Exploration

Reinforcement learning is unique among learning problems in that an agent learns by interacting with its
environment and observing the consequences. An agent is given no direct information about which actions
are correct or incorrect. Instead, it must infer this from the reward signal. Thus, the actions that the agent
takes in the environment can affect how quickly or how well it learns a solution.

Further complicating learning, there is an inherent trade-off that must be made between selecting actions
that are known to lead to higher reward and taking new actions in the hope of finding an policy that has an
even higher return. Moreover, an agent has a duty to pursue higher reward and remain out of dangerous
situations, yet it also has the duty to search unknown, and possibly hazardous, states with the hope of
finding a better solution. This is the problem of balancing exploration and exploitation.

Much work has been been done investigating the effects of various exploration strategies. On the most
basic level, exploration strategies can be categorized into directed and undirected methods [16]. Undi-
rected methods rely upon random action selection to provide adequate exploration. An example of such
an approach is to proceed according to the best known policy (the greedy policy) most of the time and to
occasionally take random actions with a small probability [17]. Such random exploration strategies have
been shown to take a time that is exponential in the number of states to find a goal state [19] [7]. Directed
exploration methods tend to utilize some additional information to make action selection decisions. Such
information may be a model of the environment [12] or records of the time elapsed since a particular action

was selected [15].

2.6 Knowledge in a Reinforcement Learning System

A reinforcement learning agent gains information commensurately with experience. This knowledge maps
situations to actions for the agent. During learning, this data is encoded in the representation of the Q-
function of the agent. The action with the largest Q-value for a given state is considered to be the “best”. A
policy consisting solely of such actions is termed a greedy policy. The relative “goodness” of each action
in a given state may also be inferred from the Q-values of the actions.

A simple attempt at incorporating prior knowledge into an agent might be to preset some of the Q-values
to reflect the known relative utility of the actions in certain states. Unfortunately, this approach is not gener-

ally applicable. While it is perhaps straightforward to preset Q-values in the case of tabular representations



of the Q-function, it is not obvious what to do in the case of parameterized function approximators. This is
largely due to the fact that altering the output for one input vector may result in a change in the output for
other input combinations. Furthermore, such an approach requires knowledge of and access to the internal
representation of the Q-function.

The knowledge incorporation problem is further complicated when attempting to map information pos-
sessed by one agent into another agent that is using a different internal representation. Note that this situation
can arise in agénts using identical input and output spaces. Researchers have experimented with task-specific
mapping functions in an effort to facilitate the weight mappings [13]. However, Sharkey and Sharkey [14]
have demonstrated that the learning performance of such systems can be degraded by this process relative
to the performance of a fabula rasa (initially knowledgeless) learner. This phenomenon has been termed

“catastrophic interference”.

3 Skill Advice Guided Exploration

Despite its benefits, the Q-learning method presented in Section 2 has two troubling problems. First, it is
generally slow to find an answer. This is because an RL agent must actively explore its environment in
search of a correct answer. Secondly, the search for the correct answer typically leads an agent into many
hazard states. These problems are particularly acute in an initially knowledgeless agent. The remainder of
this paper is concerned with methods to impart knowledge about a task to an initially knowledgeless learer
in an effort to improve its learning performance.

The method presented here is called Skill Advice Guided Exploration (SAGE). It is a general, adaptive,
and intuitive methodology for transferring knowledge from one or more agents to a reinforcement learning
agent. It is independent of the internal representations of the agents involved. A SAGE system abstracts
knowledge as representation-independent action selection advice to be issued by the source agents. The
learning agent may choose to follow all, some, or none of the advice during exploration. This decision is
based upon its assessment of the advice source reliability.

The SAGE framework requires a small amount of additional computation and memory usage during
learning, but the components are only needed during learning. The end result of learning is a policy which

can be efficiently executed in the environment. This paper focuses on the learning phase, since the execution






