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1.0 Introduction

Distributed, mobile surveillance systems offer advantages over conventional stationary sensing

modalities by exploiting their ability to adapt to the environment and provide mukiple views of a

scene for interpretation. By using mobile robotic technologies to autonomously position sensors

in the workspace, a single user can control such a surveillance system as if it were a single logical

entity. In addition to the infrastructure necessary for cooperative perception algorithms to

interpret a scene, a framework must be available for automatic tasking of sensing agents to

increase the user’s battlefield/workspace awareness in time-critical situations. Such a system

must accept high-level surveillance commands, task the available sensing agents, coordinate

inter-robot conflicts and motions, and provide timely feedback and results to the user. This

research presents a mission coordination architecture known as the Checkpoint~Priority~Action

Database (CPAD) that is capable of these tasks.

1.1 Motivation

Reconnaissance, surveillance and security operations are time-consuming, tedious and potentially

dangerous but critical to the success of military and other security organizations. Recently, the

U.S. Department of Defense has begun incorporating robotic technologies in an attempt to

automate such routine and dangerous tasks while reducing human risks and casualties [Kiplinger,

20001.

The goal of Carnegie Mellon University’s CyberScout project is to create robotic mobile and

stationary sentries that extend tlie sphere of awareness of human operators. By increasing

sensory "reach", giving the robots a significant degree of autonomy and providing the ability to

task multiple platforms as a single logical entity, CyberScout seeks to augment human

capabilities, reduce exposure to risk and present timely, relevant information to the user.



1.2 The CyberScout Platforms

In pursuing these goals, we have created a group of two mobile and four stationary sentries

(CyberScouts). The mobile sentries are retrofitted Polaris All-Terrain Vehicles (ATVs) (Figure

1.1) with automated throttle, steering, gearing and braking and computation for control,

navigation, perception and communication. Each ATV has multiple cameras for both navigation

and surveillance.

Figure 1.1. Mobile CyberScout Platform (CyberATV) with Labeled Sensors.

The automatic steering, gearing and braking are actuated by hydraulics, while the throttle is

controlled by an R/C servo motor placed in-line with the throttle cable. A 2.5-kW generator

provides auxiliary power for the hydraulics, sensors and on-board processors. The computational

architecture is two-tiered: locomotion control is performed by a PC/104, while planning,

perception and communications are performed by three 350-MHz Pentium II PCs. Navigational



sensing is performed by 20-cm-resolution NovAtel differential GPS. Perceptual sensing is

primarily achieved with vision, which we are trying to exploit to the fullest due to its passive,

unobtrusive nature. Additionally, sonars are used on the vehicle’s front to observe areas closer

than 5m where obstacles can reside out of the view of the cameras. Communications with the

user’s command station and other CyberScouts are performed via wireless Ethernet.

The ATV scouts have been furnished with certain capabilities necessary for autonomous

operation. In order to handle the severe nonlinearity in the relationship between throttle position

and velocity, an adaptive fuzzy-logic speed controller has been created which accurately

maintains constant velocities between 0.7 and 7 rrgsec [Trebi-Ollennu and Dolan, 1999].

Autonomous convoying is made possible by using this control, where the standoff between

vehicles can be made proportional to velocity in order to improve response time. Stereo vision

cameras in conjunction with the front sonar array provide a method for obstacle detection and

avoidance [Soto et al., 1999]. By using the differential GPS and local obstacle detection, a

potential fields technique implemented on the PC/104 allows the ATV to travel autonomously

between waypoints in a path while avoiding small, newly detected obstacles.

Each stationary sentry is a PC with a camera on a tripod. All sentries are able to communicate

with one another via wireless Ethernet and all run the same perception algorithms for performing

surveillance. Cooperation between algorithms and sentries is accommodated by a distributed,

agent-based software framework called CyberARIES (Autonomous Reconnaissance and

Intelligent Exploration System) [Diehl et al., 1999].

1.3 Scope

The CyberScout project has reached a stage where the basic perception and locomotion

technologies have matured and now need to be synergistically integrated into a framework for



executing complex surveillance and reconnaissance missions. This framework should fully

exploit the capabilities of the mobile and stationary scouts in order to achieve its required tasks

and provide timely feedback to the system’s administrator.

The scope of the work presented in this thesis provides such a framework while making certain

assumptions about the operating conditions and capabilities of the CyberScouts. First, there are

mobile scouts and stationary sentries available for surveillance tasking. The scouts operate in a

sparsely populated, partially unknown and dynamic environment in the presence of moving

obstacles. It is also assumed that communications between the scouts and the command station,

as well as the differential GPS signal, are always available.

1.4 Problem Statement

The typical user scenario for the surveillance system involves a building or area stakeout by two

mobile scouts. The user of the system will simply specify an area of interest for surveillance.

The CyberScouts will then determine and travel to the optimal surveillance locations, observe the

area using a suite of computationally-efficient perception algorithms, and report their findings to

the user. When the specified area is so large that it cannot be fully covered by two mobile

sentries, then these CyberScouts will patrol the area by traveling successively from one

observation point to another providing complete coverage over time.

In order to achieve this system behavior, the Checkpoint/Priority/Action Database (CPAD) must

implement the following:

1. Take a high-level description of a surveillance task and decompose it into subtasks

for multiple robots or sensing agents.

2. Take a full or partial representation of the environment and plan the robot motions

necessary to complete the surveillance tasks.
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3. Coordinate the actions of the CyberScouts operating in the workspace to avoid

hazardous situations.

4. Integrate map building methodologies for multiple, distributed sensing agents

(mobile and stationary).

5. Implement decentralized path planning and plan merging techniques that scale well

to larger numbers and different types of CyberScouts.

6. Observe distributed surveillance data from the workspace to determine when to alter

planned robot motions as the situation changes.

1.5 Approach

CPAD addresses these goals by taking advantage of the distributed, agent-based software

framework, CyberARIES, for planning, execution and monitoring of surveillance missions. As

each mobile scout independently plans a new path in the workspace, an agent analyzes the

collection of motion plans and inserts necessary coordination routines to avoid collisions and

gridlock situations. Mission control agents then carry out the coordination and surveillance

routines in order to safely complete a mission. An autonomous map-watching agent continuously

scans sensor data to detect moving obstacles outside the sphere of control of the system. When

potential collisions may occur with these obstacles, the map-watching agent amends a scout’s

plan with appropriate coordination routines.

1.6 Synopsis

This thesis describes the design and implementation of CPAD, illustrates its ability to coordinate

multiple, mobile CyberScouts, and identifies future directions for related work in the area of

surveillance mission control.
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Background and Related Work. The path planning methodologies used by CPAD draw from

years of previous research in robot motion planning. This chapter examines some of the basic

concepts associated with this task and also some of the more recent and applicable, high-level

planning systems.

Path Planning Approach. This chapter explains in detail the procedure used to efficiently plan

paths for the CyberScout ATV sentries. It also introduces the concept of cardioids in path

planning to easily achieve desired orientations while only implementing a two-dimensional

search of the configuration space.

Implementation of CPAD Agents. The path planner is only a small piece in a larger system used

to execute surveillance missions. The software agents in the CPAD framework are capable of

interpreting, planning and executing required mission specifications. An examination of these

agents’ interactions is presented.

Demonstration Results. This chapter presents some interesting surveillance missions and their

resulting execution in the field. The capacity of the CPAD framework to safely supervise

complex motions among multiple sentries is illustrated here.

Conclusions and Recommendations. A summary of the mission planning approach is presented

along with recommendations for future extensions to this research.



2.0 Background and Related Work

The goal of this research is to distribute a set of mobile surveillance agents into the environment

while abstracting the details of such a task from the system’s user. At the heart of this

requirement is the basic path planning problem for a single mobile robot.

Motion or path planning was identified as an important step toward the autonomy of robotic

systems in the late 1960’s. Since that time, much research has been devoted to determining how

a robot can get from point A to point B. This section describes some of the major contributions to

the path planning field and expands upon those that are relevant to this thesis.

2.1 Basic Path Planning and Representation of the Workspace

The definitive reference for robot motion planning techniques is [Latombe, 1991]. The following

is a modified problem statement from that work while the related notations used throughout this

thesis follow Latombe’s example and are detailed in the Appendix:

Given a robot A with an initial placement qinit, moving amidst a collection of

obstacles Bi’s, and a desired final placement qgo~ for A, find a continuous motion

for A from qinit to qgoal during which the robot avoids collision with the obstacles,

or report that no such motion exists.

Central to most motion planning methods is the concept of a configuration space. Introduced by

Lozano-Perrz in [Lozano-Perrz, 1983], the configuration space, Csp~e, is a searchable, parametric

representation of all the collision-free configurations of a given robot mapped from the physical

workspace, W. A robot configuration uniquely describes the position and orientation of each

independent link of the robot. For every degree of freedom that a robot possesses, there exists an



independent dimension in the configuration space. Obstacles that exist in the workspace can

invalidate certain robot configurations, and therefore when mapping from the physical world to

the search space, these illegal configuration are either not included or labeled as closed.

The set of configurations in the Cspa~ that is void of any obstacles is denoted as Cfree. If the start

and goal configurations reside in Cf~e and can be connected by a continuous free path, then there

exists a set of motions in the physical workspace that will allow the robot to achieve the goal

configuration from its current state. This is not necessarily the case for non-holonomic robots.

Sometimes it is easier during the planning procedure for a robot to be considered as a point in the

workspace. This is compensated in the configuration space by "growing" all workspace obstacles

by the deleted shape of the robot. When the robot consists of a single point, it is meaningless to

consider its orientation [Latombe, 1991]. The orientation parameter is therefore removed from

the Csp~, and the Csp~ is a copy of the Euclidean workspace (2D or 3D with grown obstacles).

The concepts of C~pa~, point-robots, grown obstacles and unnecessary orientation information are

used in this thesis and will be revisited in a later section.

2.2 Approaches to Searching the Configuration Space

While numerous methods exist to search the C~pa~ for a free robot path, most of these can be

classified as one of three generic approaches: roadmap, cell decomposition and potential fields.

Basically these techniques are applied to the Cspa~ in order to describe the connectivity between

various free configurations. Once these adjacency relationships have been identified, search

methods can be applied to find optimal free paths based on some desired heuristic, e.g. shortest

distance, minimal energy, or highest probability of success.



Roadmaps. The roadmap approach involves mapping the free regions of the configuration space

in a network of one-dimensional curves. This roadmap reduces the searchable Csp~ by optimally

connecting key points in Cf~ee. Motion planning is therefore simplified into finding a connection

between qi~t and the roadmap, a connection from the roadmap to qgoal, and an existing optimal

path between the corresponding enter and exit points of the roadmap.

This can be illustrated with one of the earliest path-planning approaches known as a visibility

graph [Nilsson, 1969]. A visibility graph is a non-directed graph whose nodes are comprised of

qi~t, qgo~ and the vertices of the polygonal obstacles. Figure 2.1 displays the visibility graph for a

two-dimensional configuration space populated with polygonal obstacles. A vertex of a polygon

is connected by straight-line segments to other vertices that are "visible" to the first. Visible

implies that such a line segment does not intersect any portion of an obstacle region in the space.

This network of lines forms

the visibility graph. The

figure also shows how the

initial and goal

configurations are

connected to the graph and

then included in the graph-

based search to find the

optimal path.

Figure 2.1. Visibility Graph of Two-Dimensional
Configuration Space with Polygonal Obstacles.

Another roadmap-based

planning method is called retraction. Borrowing from the field of topology, retraction methods

define a continuous function of C~ee onto a one-dimensional subset of itself such that the

restriction of this function to this subset is the identity map. Two-dimensional spaces are



typically retracted onto their Voronoi diagram. Such a roadmap, unlike the visibility graph, has

the tendency to maximize the clearance between obstacles.

Cell Decomposition. Call decomposition methods are among the most widely investigated

planning approaches to date. The method involves discretizing the configuration space into a

collection of base cells that reside in Cf~e. If a configuration cell can be reached from another

cell, then the two are said to be adjacent, and a link is formed between them in a representative

connectivity graph. After the adjacency relationships have been determined for all free cells, the

resulting connectivity graph can be searched for a channel between the cell containing qinit and

that containing qgo~. The desired, continuous path can be constructed from this channel.

Cell decomposition can be further classified into exact and approximate decomposition. Exact

cell decomposition partitions the Csp~ into areas that exactly account for the boundaries between

Cf~e and Cobst~le. (See Figure 2.2(a) for an example.) For this method as well as the visibility

graph method to produce valid results, the exact locations of the obstacle vertices must be

determined by the robot’s sensors,

Approximate cell decomposition maps the C~p~ into a grid of uniformly-shaped cells whose

general connectivity is predetermined by their adjacency to other cells. This set of cells lies

completely in Cf~. The boundary of a cell has no physical significance. If the boundary of a

Cob~le resides inside a cell, that entire cell is removed from C~. The exact obstacle boundary

information is lost in this approximate representation but it does have its advantages with respect

to a constantly changing workspace or obstacles detected by a network of sensors via an

occupancy grid. This issue will be explored later. Figure 2.2 compares the mapping of C~pa~

obstacles into exact and approximate cell decomposition representations.
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