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Abstract

Self-securing storage prevents intruders from undetectably tampering with or permanently
deleting stored data. To accomplish this, self-securing storage devices internally audit all re-
quests and keep all versions of all data for a window of time, regardless of the commands received
from potentially compromised host operating systems. Within this window, system adminis-
trators have valuable information for intrusion diagnosis and recovery. This thesis discusses
the architecture behind the Self-Securing Storage Systems ($4) project. It also presents the
external interface that the $4 drive uses for communication with client systems. The design
and evaluation of the initial S4/NFS client is presented as an example client-side interface to a
self-securing object store.

1 Introduction

Despite the best efforts of system designers and implementors, it has proven difficult to prevent

computer security breaches. This fact is of growing importance as organizations find themselves

increasingly dependent on wide-area networking (providing more potential sources of intrusions)

and computer-maintained information (raising the significance of potential damage). A successful

intruder can obtain the rights and identity of a legitimate user or administrator. With these rights,

it is possible to disrupt the system by accessing, modifying, or destroying c~itical data.

Even after an intrusion has been detected and terminated, system administrators face two

difficult tasks: determining the damage caused by the intrusion and restoring the system to a safe

state. Damage includes compromised secrets, creation of back doors and Trojan horses, and tainting

of stored data. Detecting each of these is made difficult by crafty intruders who understand how

to scrub audit logs and disrupt automated tamper detection systems. System restoration involves

identifying a clean back-up (i.e., one created prior to the intrusion), reinitializing the system, and

restoring information from the back-up. Such restoration often requires a significant amount of



time, reduces the availability of the original system, and frequently causes loss of data created

between the safe back-up and the intrusion.

Self-securing storage offers a partial solution to these problems by preventing intruders from

undetectably tampering with, or permanently deleting stored data. Since intruders can take the

identity of real users and even the host OS, any resource controlled by the operating system is

vulnerable, including the raw storage. Rather than acting as slaves to host operating systems, self-

securing storage devices view them, and their users, as questionable entities for which they work.

These self-contained, self-controlling devices internally version all data and audit all requests for a

guaranteed amount of time (e.g. a week), thus providing system administrators time to detect and

recover from intrusions. The critical difference between self-securing storage and host-controlled

versioning (e.g. Elephant [18] or Adaptec’s GoBack [4]) is that intruders can no longer bypass the

versioning software by compromising a complex OS or its poorly-protected user accounts. Instead,

intruders must compromise single-purpose devices that export only a simple storage interface, and

in some configurations, they may have to compromise both.

This paper describes self-securing storage and the interface to our implementation, called $4.

A number of challenges arise when storage devices distrust their clients. Most importantly, it may

be difficult to keep all versions of all data for an extended period of time, and it is not acceptable

to trust the client to specify what is important to keep. Fortunately, disk capacities increase

faster than most computer characteristics (100%+ per annum in recent years). Analysis of recent

workload studies suggests that it is possible to version all data on modern 30-100 GB drives for far

longer than a week [18, 21]. Other challenges include achieving secure administrative control and

dealing with denial-of-service attacks.

The remainder of this paper is organized as follows. Section 2 discusses intrusion survival and

recovery difficulties in greater detail. Section 3 describes how self-securing storage addresses these

issues, presents some challenges inherent to self-securing storage, and discusses design solutions for

addressing them. Section 4 discusses the interface available to clients for data storage. Section 5

describes an NFS file system that has been built on $4. Section 6 contains a discussion of related

work, and section 7 proposes future work for self-securing storage systems. Section 8 summarizes

this paper’s contributions.



2 Intrusion Diagnosis and Recovery

Upon gaining access to a system~ an intruder has several avenues of mischief. Most intruders

attempt to destroy evidence of their presence by erasing or modifying system log files. Many

intruders also install back doors in the system, allowing them to gain entry at will in the future.

They may also install other software, read and modify sensitive files, or use the system as a platform

to launch additional attacks. Depending on the skill with which the intruder hides his presence,

there will be some detection latency before the intrusion is discovered by an automated intrusion

detection system (IDS) or by a suspicious user or administrator. During this time, the intruder can

continue his malicious activities while users continue to use the system, thus entangling legitimate

changes with those of the intruder. Once an intrusion has been detected and discontinued, the

system administrator is left with two difficult tasks: diagnosis and recovery.

Diagnosis is challenging because intruders can usually compromise the "superuser" account

on most operating systems, giving them full control over all resources. In particular, this gives

them the ability to manipulate everything stored on the system’s disks, including audit logs, file

modification times, and tamper detection utilities. Recovery is difficult both because diagnosis

is difficult and because user-convenience is an important issue. This section discusses intrusion

diagnosis and recovery in greater detail, and the next section describes how self-securing storage

addresses these issues.

2.1 Diagnosis

Intrusion diagnosis consists of three phases: detecting the intrusion, discovering the weaknesses

that were exploited (for future prevention), and determining what the intruder has done. All are

difficult when the intruder has free reign over storage and the OS.

Without the ability to protect storage from compromised operating systems~ intrusion detection

may be limited to attentive users and system administrators noticing odd behavior. Examining

the system logs is the most common approach to intrusion detection [2], but when intruders can

manipulate the log files, such an approach is not useful. Some intrusion detection systems also

look for changes to important system files [13]. These systems are vulnerable to intruders who can

change what the IDS thinks is ~ "safe" copy.

Determining how the intruder compromised the system is often impossible in conventional

systems, because he will scrub the system logs. In addition, any tools that may have been stored



on the target machine for use in multi-stage intrusions may have been deleted. The common

"solutions" are to try to catch the intruder in the act or to hope that he forgot to delete his exploit

tools.

The last step of diagnosing an intrusion is to discover what was accessed and modified by the

intruder. This is extremely difficult, because file access and modification times can be changed,

and system log files can be doctored. In addition, checksum databases are of limited use, since they

are effective only for static files, thus providing no protection for user data.

2.2 Recovery

Because it is usually not possible to diagnose an intruder’s activities, full system recovery generally

requires that the compromised machine be wiped clean and reinstalled from scratch. Prior to

erasing the entire state of the system, users may insist that critical data be saved. Critical data

is any data that has changed since the last backup and requires significant effort to recreate. The

more effort that went into creating the changes, the more motivation there is to keep this data.

Unfortunately, as the size and complexity of the data grows, the likelihood that tampering will go

unnoticed increases. Foolproof assessment of the data is very difficult, and overlooked modifications

may hide tainted information or a back door inserted by the intruder.

Upon restoring the OS and applications on the system, the administrator must identify a backup

that was made prior to the intrusion; the most recent backup may not be usable. After restoring

data from a verified backup, the critical data can be restored to the system, and users may resume

using the system. This process often takes a considerable amount of time--time during which users

are denied service.

3 Self-Securing Storage

Self-securing storage ensures information survival and auditing of all accesses by establishing a

security perimeter around the storage device. Conventional storage devices are slaves to the host

operating system, relying on it for protection of the users’ data. A self-securing storage device

operates as an independent entity, tasked with the responsibility to not only store data, but to

protect it. This shift of storage security functionality into the storage device’s firmware allows data

and audit information to be safeguarded in the presence of file server and client system intrusions.

Even if the OSes of these systems are compromised and an intruder is able to issue commands



directly to the self-securing storage device, the new security perimeter remains intact.

Behind the security perimeter, the storage device ensures data survival by keeping all versions

of data stored there. This history pool of old data versions, combined with the audit log of accesses,

can be used to diagnose and recover from intrusions. This section discusses the benefits of self-

securing storage and several core design issues that arise in realizing this type of device.

3.1 Enabling intrusion survival

Self-securing storage assists in intrusion recovery by allowing the administrator to view audit in-

formation and quickly restore modified or deleted files. The audit logs of data accesses help to

diagnose intrusions and detect the propagation of any maliciously modified data.

Self-securing storage maintains old versions of data objects. This simplifies diagnosis of an

intrusion since system logs cannot be imperceptibly altered. In addition, since the drive maintains

these old versions, they can quickly be restored to their pre~intrusion state. Because of this, self

securing storage makes conventional tamper detection systems obsolete.

Since the administrator has the complete picture of the system’s state, from intrusion until

discovery, it is considerably easier to establish the method used to gain entry. For instance, the

system logs would have normally been erased, but by examining the versioned copies of the logs,

the administrator can see any messages that were generated during the intrusion and later removed.

In addition, any exploit tools temporarily stored on the system may be recovered.

Previous versions of system files, from before the intrusion, can be quickly and easily restored

by resurrecting them from the history pool. This prevents the need for a complete re-installation

of the operating system, and it does not rely on having a recent, off-line backup or up-to-date

checksums (for tamper detection) of system files. Additionally, by utilizing the storage device’s

audit log, it is possible to assess which data might have been directly affected by the intruder.

The data protection provided by self-securing storage allows easy detection of modifications,

selective recovery of tampered files, prevention of data loss due to out-of-date backups, and speedy

recovery, since data need not be loaded from an off-line archive.

3.2 Device security perimeter

The device’s security model is what makes the ability to keep old versions more than just a user

convenience. The security perimeter consists of self-contained software that supports only a simple

storage interface to the outside world and verifies each command’s integrity before processing it.



In contrast, most file servers and client machines run a multitude of services that are susceptible

to attack. Since the self-securing storage device is a single-function embedded device, the task of

making it secure is much easier; compromising its firmware is analogous to breaking into an IDE

or SCSI disk.

For network-attached devices (as compared to devices attached directly to a single host system),

the internally managed audit log becomes more useful if the device can verify each access as coming

from both a valid user and a valid client. This can allow the device to enforce access control decisions

and partially track propagation of tainted data. If clients must be authenticated, accesses can be

tracked to a single client machine, and the device’s audit log can yield the scope of direct damage

from the intrusion of a given machine. By making sure any given access is bound to a {client, user}

pair, a self-securing storage device can assure the following:

¯ For an uncompromised client, accesses are bound to the correct user’s credentials and not

those of another user on that machine. Any client not exhibiting this behavior would be

considered compromised.

¯ For a compromised client, accesses are bound to the correct machine’s credentials, but user

information may or may not be correct.

Network-attached storage must also deal with privacy and authenticity of network traffic [3, 5].

One solution would be the use of a network-level mechanism like IPSec [12], for which hardware

support is expected to minimize the performance consequences.

3.3 History pool management

The old versions of objects kept on the drive comprise the history pool. Every time an object is

modified or deleted, the version that existed just prior to the modification becomes part of the

history pool. Eventually the object will age and have its space reclaimed by the drive. Because

clients cannot be trusted to demarcate versions consisting of multiple modifications, a separate

version must be kept for every modification. This is in contrast to versioning files systems that

generally create new versions only when a file is closed.

A self-securing storage device guarantees a lower bound on the amount of time that a deprecated

object remains in the history pool before it is reclaimed. During this window of time, the old version

of the object can be completely restored by requesting that the drive copy forward the old version,

thus making a new version. The window of time during which an object can be restored is called



the detection window. When determining the size of this window, the administrator must examine

the tr~deoff between the detection latency provided by a large window and the extra disk space

that is consumed by the proportionally larger history pool.

While the capacity of disk drives is growing at an incredible rate, it is still finite, which presents

two problems:

1. Providing a reasonable detection window in exceptionally busy systems.

Dealing with malicious users that attempt to fill the history pool. (Note that space exhaustion

attacks are not unique to self-securing storage. However, device~managed versioning makes

per-user quotas ineffective for limiting them.)

In a busy system, the amount of data written could make providing a reasonable detection win-

dow difficult. Fortunately, recent analysis of workloads suggests that multi-week detection windows

can be provided in many environments at a reasonable cost. Further, aggressive compression and

differencing of old versions can significantly extend the detection window.

Deliberate attempts to overflow the history pool cannot be prevented by simply increasing the

space available, and as with most denial of service attacks, there is no perfect solution. There are

three obviously flawed approaches to addressing this type of abuse. The first is to have the device

reclaim the space held by the oldest objects when the history pool is full. Unfortunately, this would

allow an intruder to destroy information by causing its previous instances to be reclaimed from the

overflowing history pool. The second flawed approach is to stop versioning objects when the history

pool fills; while this will allow recovery of the old data, system administrators would no longer be

able to diagnose the actions of an intruder or differentiate them from subsequent legitimate changes.

The third approach is tbr the drive to deny any action that would require additional versions once

the history pool fills; this would result in denial of service to all users (legitimate or not).

Our hybrid approach to this problem is to try to prevent the history pool from being filled

by detecting probable abuses and throttling the source machine’s accesses. When successful, this

allows human intervention before the system is forced to choose from the above poor alternatives.

Selectively increasing latency and/or decreasing bandwidth allows well-behaved users to continue

to utilize the system even while it is under attack. Experience will show how well this works in

practice.

Since the history pool will be used for intrusion diagnosis and recovery, not just recovering from

accidental destruction of data, it is difficult to construct an algorithm that would save space in the



history pool by pruning versions within the detection window. Almost any algorithm that could be

constructed to selectively remove versions has the potential to be abused by an intruder to cover

his tracks and to successfully destroy/modify information during a break-in.

3.4 Interface to history information

The history pool contains a wealth of information about the system’s recent activity. This makes

accessing the history pool a sensitive operation, since it allows the resurrection of deleted and

overwritten objects. This is a standard problem posed by versioning file systems, and is exacerbated

by the inability to selectively delete versions.

There are two basic approaches that can be taken toward access control for the history pool.

The first is to allow only a single administrative entity to have the power to view and restore items

from the history pool. This could be useful in situations where the old data is considered to be

highly sensitive. Having a single tightly-controlled key for accessing historical data decreases the

likelihood of an intruder gaining access to it. While this improves security, it prevents users from

being able to recover from their own mistakes, thus consuming the administrator’s time to restore

users’ files. The second approach is to allow users to recover their own old objects (in addition to

the administrator). This provides the convenience of a user being able to recover their deleted data

easily, but also allows an intruder, who obtains valid credentials for a given user, to recover that

user’s old file versions. It is important to note that permitting full deletion of objects would be

perilous to the integrity of the data, since such a mechanism could be used by intruders to destroy

information.

Our compromise is to allow users to selectively decide, on a file by file basis. By choice, a

user could remove an object, version, or all versions from visibility by anyone other than the

administrator. Complete removal should not be permitted, since permanent deletion of data via

any other method than aging would be unsafe. This allows users to enjoy the benefits of versioning

for presentations and source code, while preventing access to visible versions of embarrassing images

or unsent e-mail drafts.

3.5 Version-administration tools

Since self-securing storage devices store versions of raw data, users and administrators will need

assistance in parsing the history pool. Tools for traversing the history must assist by bridging the

gap between standard file interfaces and the raw object versions that are stored on the device. By



being aware of both the versioning system and formats of the data objects, utilities can present

interfaces similar to that of Elephant [18], with "time-enhanced" versions of standard utilities such

as ls and cp.

In addition to allowing a simple view of data objects in isolation, intrusion diagnosis tools can

utilize the audit log to provide an estimate of damage. For instance, it is possible to see all files

and directories that a client modified during the period of time that it was compromised. Further

estimates of the propagation of data written by compromised clients are also possible, though

imperfect. For example, diagnosis tools may be able to establish a link between objects based on

the fact that one was read just before another is written. Such a link between a *. c source file and

its corresponding *. o would be useful if a user determines that a source file had been tampered

with; in this situation, the object file should also be restored or removed.

4 S4 External Interface

$4 is an implementation of a network-attached self-securing storage device [6, 19, 20]. It exports

an object interface to a set of clients via the network, and is designed to provide them with secure,

versioned storage.

4.1 Provided Services

The basic $4 system was designed to provide a minimal but versatile set of services o that clients

and servers could add upon the basic functionality and guarantees to create full-function storage

systems without having to deal with overly complex or unnecessary functionality.

The basic $4 drive provides storage in the form of variable-sized objects. These objects exist in

a flat namespace on the drive, and it is the responsibility of a higher level system to arrange these

objects into a hierarchal structure if so desired. The drive also provides a method of "naming"

objects for use as initial "mount points" in lieu of having special well-known objects. The $4 drive

internally versions all data objects, their attributes, and ACLs. The list of named objects (a.k.a

the partition table) is also versioned. All versioning is done transparently to client systems. In

addition, the $4 drive enforces access control on the objects that it stores.

Any functionality beyond that mentioned above is the responsibility of higher-level storage

management systems. For instance, $4 does not support concurrency control or locking of objects.

Also, $4 does not attempt to interpret the contents of objects, so it has no method for maintaining


