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Abstract

The costs of branch mispredictions severely limit the performance gains from building

wider superscalar processors. In this study, we demonstrate that reducing the

mispredietion penalty of the processor is equally crucial as increasing the prediction

accuracy of its branch predictor. In fact, increasing the accuracy of a predictor

superlinearly increases its complexity, so that at high predictor accuracies, it may be

more efficient to reduce the misprediction penalty than to increase the accuracy of the

predictor. We then evaluate the potential of dynamically detecting control independent

instructions after a branch misprediction to reduce the efJketive misprediction penalty.

We show that such a scheme can improve the performance (IPC) of a 4-wide machine

by up to 13% and a 16-wide machine by up to 15% on the SPECint95 benchmarks and

achieve the same performance effects as reducing the effective depth of the processor

pipeline. This scheme is shown to be most effective for the go and gee benchmarks,

which have traditionally posed the greatest challenge to aggressive branch predictors.

Keywords : braneh predietion accuracy, braneh mispredietion penalty,
control independence, pipeline depth
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1. Introduction

Current state-of-the-art superscalar processor implementations attempt to maximize performance by

extracting as much instruction-level parallelism as possible and by achieving a high clock frequency. This

has motivated microarchitectures with rapidly increasing complexity, widening machine widths and deep

pipelines (for example the Intel P6 [1] and the Digital 21264 [2]). Studies like Lain and Wilson’s [3] and

Riseman and Foster’s [4] have demonstrated the highly detrimental impact of control dependences on the

ability to extract instruction-level parallelism. In order to overcome these control dependences, current

superscalar processors employ aggressive branch prediction. Unfortunately, branch predictors cam~ot

predict every branch correctly, and as processors become wider and their pipelines become deeper, the cost

of such mispredictions increases superlinearly, leading to rapidly diminishing performance gains. There

are principally two approaches to attack this problem. The first is to devise more accurate branch

predictors in order to reduce the number of mispredictions. The second is to reduce the performance

penalty incurred when a misprediction occurs. To date, there has been intense research in the development

of more accurate branch predictors ([5][6][7], just to name a few recent examples), and considerably less

research focusing on ways to reduce the misprediction penalty [8][9]. Our study first examines the relative

impact of prediction accuracy and misprediction penalty on performance and shows that misprediction

penalty and prediction accuracy must be simultaneously considered in order to maximize performance. It

then examines the potential of dynamically exploiting control independence to reduce the number of

instructions squashed on a branch misprediction as a technique to reduce the performance impact of branch

mispredictions.

This report is organized as follows. Section 2 describes the experimental framework. Section 3 studies the

performance impact of branch predictor accuracy and branch misprediction penalty. Section 4 investigates

the potential of dynamically detecting and exploitflag control independence to reduce branch misprediction

penalties. Section 5 presents prior related research, while Section 6 summarizes and concludes our study,



2. Experimental Framework

This section describes the simulation tools, machine models and benchmarks used in the experiments.

2.1 Simulation Environment

Our trace-driven simulator is built around Digital’s ATOM tool [10] and hence uses the Alpha ISA [11],

Because of its trace-driven nature, the effects of the off-trace instructions (for example, instructions on the

mispredicted path) are not simulated. These effects include contention with on-trace instructions tbr

execution resources and perturbation of the caches. The former effect is less significant because the back

end of the machine models (e.g. issue window entries, rename registers, functional units, completion

bandwidth) is deliberately kept relatively unconstrained, since the various experiments are attempting to

measure the bottleneck caused by limitations in the front end of the processor.

2.2 Machine Models

We study machine models of four different widths (4-wide, 8-wide, 12-wide, and 16-wide). By machine

width, we refer to the maximum fetch bandwidth. In order to simulate an aggressive fetch mechanism and

at the same time simplify the implementation of the simulator, we allow multiple branch predictions to be

made within a clock cycle and immediate updates to the predictor state. The branch predictor employs the

gshare scheme [12] and its size is varied to achieve different levels of prediction accuracy for the

experiments in Section 3. The gshare scheme is chosen because it is known to be an efficient predictor with.

very good prediction accuracy. In our implementation, we use the bit-wise exclusive OR of the global

branch history and the low-order bits (minus the 2 lowest order bits) of the branch instruction address 

index the pattern history table (PHT). In addition, the number of branch target buffer (BTB) entries is 

equal to the number of PHT entries. The PHT and BTB are accessed in the same cycle. The number of

branch predictions allowed per cycle depends on the width of the machine, as shown in Table 1. Adequate

instruction cache ports to support multiple predictions is assumed. The size of the instruction cache is

32KB and it is 8-way set associative.

After instructions are fetched, they are decoded, renamed, and dispatched to a centralized issue window.

An tmlimited number of rename registers is assumed. The number of issue window entries depends on the
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Table I : Machine Widths.

width of the machine, as shown in Table 1. For each machine width, we allow three different pipeline

depths ~br the front end of the machine. The front-end pipeline depth includes the fetch, decode and

dispatch pipeline stages and is 3, 6 and 9 stages deep for the shallow, medium and deep models

respectively. It is used to vary the branch misprediction penalty in the experiments in Section 3. The back-

end pipeline depth is the same for all machine models and only depends on the instruction execution

latencies. These latencies are shown in Table 2. The functional units are fully symmetric (i.e. capable of

executing all instruction types) and the number of functional units depends on the width of the machine.

We also assume perfect memory disambiguation (i.e. loads are eligible for issue as soon as the store they

depended on has finished execution). The size of the data cache is also 32KB and it is also 8-way set

associative.

Table 2 : Instruction Execution Latencies.

Finally, four different fetch modes are specified for a machine model. In the baseline fetch mode,

instruction fetch is stalled when a branch is mispredicted and resumes when the mispredicted branch is

resolved. In the perfect prediction mode, branches are never mispredicted. The other two fetch modes

exploit dynamic control independence and are described in Section 4.
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To summarize, a machine model is completely specified by four parameters <machine width, front-end

pipeline depth, branch predictor size, fetch mode>. For quick reference, the details of the machine models

are shown in Table 3.

Table 3 : Details of Machine Models.


