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Chapter 1 INTRODUCTION

1.0 Preface

Run-Time Reconfigurable (RTR) devices have recently received a great deal of attention from

researchers who are looking to extend the functionality of Field Programmable Gate Arrays (FPGAs). 

typical commercial FPGA takes a relatively long time to reconfigure, and the entire chip’s configuration

must be written at one time. On the other hand, an RTR device can be reconfigured quickly at a much

smaller scale. Since an RTR device can also be reconfigured during execution, the device can perform

more functionality than the size of its silicon would suggest. Making RTR devices a reality depends on

the ability to break an application into smaller pieces which have limited relationships between each

other. A natural extension of this idea is the concept of the Pipeline Reconfigurable (PR) machine [4]. 

PR device has several pipeline stages, each of which perform some fundamental unit of work. During

execution, the trailing pipeline stages can be executing while the leading stage are reconfigured.

As time goes on and Integrated Circuits become more dense, it becomes both more important and

more difficult to test the circuit for fabrication faults and faults that occur in the field due to factors such

as electromigration and gamma particles [7]. The difficulty in testing a PR device lies in the fact that the

logic is not static, i.e. the function of the pipeline stage depends on how it is configured at the given time.

Because configuration bits require memory and we need at least one clock cycle to reconfigure a pipeline

stage, the number of configurations necessary to apply a test should be minimized.

Many aspects about PR machines make them ideal for Built-In Self Testing (BIST). In BIST, the

testing logic is included on the same chip as the operating logic. In this paper, we will discuss

implementing BIST logic into a PR machine using several different methods. We will discuss how some

of the BIST logic can be incorporated into the reconfigurable pipeline stages so that little hardware

overhead will be necessary to perform testing. We will also propose several extensions to PR machines

that would allow for a degree of fault tolerance to be achieved. For the purposes of this paper, we will

assume that we are testing the device for Single Stuck Faults (SSFs). This fault model covers a large

majority of the actual defects that can occur during the fabrication process and during field operation [ 1].

1.1 Overview of Pipeline Reconfigurability

Before we delve into the problem of how to test Pipeline Reconfigurable machines, let us first

explain what we mean by PR. A PR machine has multiple pipeline stages which are similar to the
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Combinational Logic Blocks (CLBs) of an FPGA because the logic within the pipeline stage 

uncommitted and is controlled by a series of configuration bits. The fact that the logic in each pipeline

stage is identical is one of the key factors that make BIST fit well with the PR architecture. The pipeline

stages in a PR machine are separated from the rest of the circuit by registers to isolate the data in each

stage from the other stages. Each pipeline stage is connected directly to the following pipeline stage via

a local bus. The other major connections are global busses which can be both read from and written to

by any pipeline stage. These global busses are typically used to communicate data between the pipeline

stages and the outside of the chip.

The specific PR architecture studied in this paper is called PipeRench [4]. In this architecture, the

pipeline stages are called "stripes," and a given PipeRench chip may have any number of "physical

stripes." The physical stripe is simply the actual hardware that is implemented on the chip. The final

stripe is connected to the first stripe, so the data flow can be thought of as a circular pipeline with no real

beginning or end, as shown in Figure 1. In normal operation, data is entered into a stripe through one of

the global busses, passes through several pipeline stages, and is output through another global bus.

Figure 1: Circular connection of pipeline stages (stripes)

global busses

to outside of .., ,=
chip "~ ~"

Stripe 1 Iocalbus ]

Stripe 2 ]

Stripe S-1

Stripe S
I

When an application is written for PipeRench, or any PR machine for that matter, it is written in such

a fashion that it can be partitioned into separate pipeline stages. The pipeline stages of the application

are called the "virtual stripes," and we will denote the number of virtual stripes in an application as V.

This is equivalent to the number of configuration "words" that we need to execute the application. The

stripes that are actually present in the hardware are called the "physical stripes," and this number is

represented by P. Each physical stripe can be configured to perform one virtual pipeline stage worth of

Introduction May 8, 1998 2 of 44



Matthew Myers Testing of Pipeline Reconfigurable Machines

work as defined in the program. IfP _> V, then the program can execute as it would in a normal pipelined

machine and does not require the use of the reconfigurable hardware. However, if P < V, the application

is said to be virtualized, and we will need to take advantage of the configurable nature of the PR

machine. Thus, a program can be written which requires V pipeline stages to complete, but it is not

necessary that all V physical stripes be present in the circuit. The way this is handled is best

demonstrated the example in section 1.2.

The architecture of PipeRench is designed in such a manner that forward compatibility can be

maintained with future generations of PipeRench chips. The throughput of an application is related to

the number of physical stripes that are present on the chip, so a single application that runs slowly on one

chip with a small number of stripes may run much more quickly on a future chip which has more stripes

present. Because each stripe contains identical logic, the testability of the chip is also forwardly

compatible and scales gracefully as the size of the circuit increases.

1.2 Trace Through a Virtualized Application

When an application has been virtualized, not all of the application is present in the reconfigurable

hardware. Since it is a pipelined application, only a few pipeline stages need to be present at a given

time. Each stage gets its inputs from the previous stripe and outputs to the next stripe, so it does not

matter if the rest of the pipeline is present. For example, imagine we have an application which can

execute in four pipeline stages, but we have a pipeline reconfigurable chip which has only three physical

reconfigurable pipeline stages. These two constraints are shown in Figure 2.

Figure 2: Difference between application size and PR machine size

Application PR Machine

Primary Inputs (A, B, C, D)

Pipestage 1

Pipestage 2

Pipestage 3

Pipestage 4

Primary Outputs (A’, B’, C’, D’)

Stripe 1
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As we can see, the application will not fit into the physical capacity of the chip, so we must virtualize

the application. The configuration of the three available stripes proceeds along the following path (as

shown in Figure 3):

Figure 3: Trace of virtualized application

Pipestage 1

Clock 1 Clock 2

B

Pipestage 2

Pipestage 3

Clock 3 Clock 4

Clock 1: Stripe 1 is configuring with pipestage 1. One cycle must pass for the configuration to
settle.

Clock 2: Stripe 2 is configuring with pipestage 2. Stripe 1 receives primary input A, and stripe 1
begins to process A the same as pipestage 1 would have.

Clock 3: Stripe 3 is configuring with pipestage 3. Stripe 1 receives primary input B, and the
processed version of A is fed into stripe 2.

Clock 4: Stripe 1 is configuring with pipestage 4. Stripe 2 gets the processed input B, and stripe 3
gets the processed input A. The real magic begins in the next stage, as shown in Figure 4.

Figure 4: Trace of virtualized application, continued
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Pipestage 4

Pipestage 3

B

Pipestage 4
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Clock 5 Clock 6

Pipestage 1

C
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Clock 7

Clock 5: A is passed along to pipestage 4 which is now resident in physical stripe 1. Since
pipestage 1 has been swapped out, we cannot receive any primary inputs yet. B is passed to stripe 3.
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Since pipestage 4 is the end of our application, we start at the beginning and configure stripe 2 with
pipestage 1.

Clock 6: Stripe 3 is configuring with pipestage 2. We can return to processing the primary inputs,
so stripe 2 (pipestage 1) gets the next input, C. Meanwhile, input A has traversed all four pipeline
stages and is now at the output of pipestage 4 (which happens to be stripe 1), and we can output A’.

Clock 7: Stripe 1 is configuring with pipestage 3. B’ is ready to be output, and we take the next
value from our primary inputs, D.

From this small example we can see the general idea of how a pipeline configurable machine

executes. One of the features of the PR machine is that any size application can be supported in a small

number of physical stages. However, fewer physical stripes implies that it will take longer to execute the

entire application. In this example, an overhead of two cycles is incurred because there are two clock

cycles (4 and 5) where we are not receiving primary inputs. The total overhead for an application 

equal to X * (V - P + 1) cycles, where X is the number of inputs to be processed, V is the number 

virtual stripes (pipeline stages in the application), and P is the number of physical stripes present.

1.3 Details of PipeRench Architecture

Now that we have discussed the general execution of a pipeline reconfigurable machine, we will now

introduce the specifics of the PipeRench architecture. A more detailed look at this architecture is

covered in [4], but the basics will be covered here. Figure 5 shows the contents of a single stripe. Each

PE contains N Processing Elements (PEs). Each PE processes B bits of the stripe’s input. Therefore,

each stripe inputs N*B bits and outputs N*B bits. The outputs of other PEs in the current stripe (the

bottom local bus) can also be read by the current stripe.

Figure 5: A PipeRench stripe

top local bus

B,/

bottom local bus

N-1 ~--- PEN-2 ........ PE1 ~---

B/ /

PE 0

from previous stripe

to next stripe
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Each PE consists of programmable hardware to perform an operation on two operands. The operands

can be read from either the top local bus, bottom local bus, or the global bus. Several signals from the

neighboring PE are brought into the PE to allow operations on values larger than B. For example,

addition and subtraction can be performed by using the carry in from the previous PE. Besides the carry

in signal, the previous PE also generates an X input and a zero input. Using the crossbar shown in Figure

6, these three signals can be used as inputs to the LUT, inputs to the carry chain, or inputs to the zero

detection logic. We also wee that a PE consists of shifting hardware, multiplexors to take inputs from

various sources, a number of registers to save the output, and the 3-input Look Up Table (LUT) which

can perform any function of three inputs. The selection of where the inputs come from, the types of shift

performed on the inputs, the function of the LUT, and where the outputs go are all determined by

configuration bits which are written to the stripe before it is used. The configuration bits are written into

Static RAM (SRAM) cells in the stripe and are then used to determine the functionality of the hardware

within the stripe.

Figure 6: A Processing Element (PE)
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1.4 Overview of Testing

The typical way to test a circuit is to apply values to the inputs of the circuit and then analyze the

outputs. If the real outputs match the expected outputs, then there are a certain number of circuit faults

that have been tested and do not exist. We can separate the space of hardware testing into two major

areas: external and internal testing. External testing represents the set of procedures which test a circuit

by applying the test patterns to the input pins on the chip and reading the response from the output pins.

Internal testing consists of methods such as Built-In Self-Test (BIST) [2], where the testing circuitry 

placed on or near the circuit which is being tested. With internal testing, no influence outside of the chip

is necessary to apply each test vector and read the response. In this section we will discuss the various

types of testing techniques and explain the motivation for choosing various testing methods for

PipeRench.

1.4.1 External Testing

As stated before, external testing requires the input pins to the circuit to be used for applying test

vectors to the circuit. This type of testing is often used during the production of a chip before it can be

shipped to the customer. Typically, large testers are connected to the circuit to apply input patterns at

high speeds and acquire the circuit’s response at the same speeds. Another method of testing involves a

long shift register, called a scan chain, which is embedded in the circuit and allows internal nodes to be

tested externally. The benefit of external testing is that little or no extra hardware is needed in the circuit

to test it. However, this testing method may be inadequate when it comes to achieving high fault

coverage and allowing the circuit to be tested remotely. For example, the circuit may be located in a

satellite when it is decided that a routine check must be run on the chip. Swift and Katz discussed in [14]

specifically the susceptibility to faults in FPGAs in space based situations due to high energy particles. It

is quite unlikely that sophisticated testing circuitry will be present in the same satellite as the chip,

especially because the chip tester is often many orders of magnitude more expensive than the chip itself.

Therefore, external testing would not be suitable for such an application. This paper does not deal with

external testing, and from this point forward we will deal with testing that can be enclosed within the

circuit itself.

1.4.2 lnternal Testing

Another type of testing is internal testing, whereby the testing circuitry is placed in the same circuit,

or near the same circuit, as the logic that is to be tested. This is often called Built-In Self Test (BIST).

The BIST solution requires extra hardware to be added to the chip which will apply the test vectors and
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analyze the responses from the Circuit Under Test (CUT), as shown in Figure 7. The advantage of this

approach is that the test can be executed remotely, and it can be run at the same speed as the circuit. The

expensive tester can also be disposed of at the cost of some extra silicon real estate that is dedicated to

testing. In some cases, external testing is used during production of chips that include BIST circuitry in

order to test external influences to the circuit. However, once the chip has left the manufacturer, the

BIST can prove invaluable for detecting faults that occur during the lifetime of the chip, such as

electromigration.

Figure 7: Diagram of a BIST system

test

input Circuit Under Test
(CUT)

BIST Logic ~--

output

The dedication of extra silicon area is the main drawback of this method. The yield, or the number

of non-faulty chips obtained from a single silicon wafer, is reduced when the area of the chip is increased

for two reasons. One reason for the yield reduction is simply that less chips can fit on a wafer as they

become larger. The other reason is that a larger chip is statistically more prone to particles settling in

critical areas of the chip, and it is more likely that fabrication errors can occur. For experimental chips,

or for ones which are not produced in bulk, the yield is normally not a big problem. However, a

manufacturer who plans to produce vast quantities of chips will think twice before giving up silicon real

estate for internal testing. Wei, et al. outline these tradeoffs in [16], and they draw many useful

conclusions with respect to when it makes sense to employ Design For Testability (DFT). In this paper,

we assume that the tradeoffs are in favor of internal testing, as our chip is not a commodity part, and the

circuit needs to be robust and fault-tolerant (discussed more in Chapter 4).

Another important question that internal testing methods must face is the possibility that a fanlt in the

testing circuitry will be incorrectly classified as a fault in the integral functioning of the chip. By adding

extra silicon area to the circuit which is not integral to the functioning of the chip, we run the risk of

increasing the probability of a stray particle or a fabrication error ruining a part of the chip which is not

critical to the primary function of the circuit. Since most testing methods do not differentiate between a
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fault in the testing circuitry and a fault in the main circuit, we are increasing the chance that the chip will

be classified as faulty. Although non-critical faults like these may be detected with parity checking and

error correcting circuits, we will not cover these methods in this paper.

1.5 Motivation

There are many reasons why BIST and the PR architecture fit well together. First of all, the logic

inside a stripe is regular. In fact, each stripe is made up of many identical PEs. Once a good set of test

vectors is found for a single PE or a single stripe, the test vectors for all stripes are immediately known.

Thus, the test vector set size does not grow as the number of PEs and stripes in the chip increase.

Secondly, since the logic is configurable, we can effectively eliminate the two drawbacks of BIST

that were cited in section 1.4.2. The first caveat for using BIST was that it would require extra hardware,

but with a PR machine we can simply reconfigure existing pipeline stages to perform the BIST functions

without needing extra hardware. The second drawback was that flaws in the testing circuitry may show

up as faults in the main circuit. This problem can be resolved by shifting the B1ST logic to a different

pipeline stage and testing the stripe that was previously performing the BIST functions.

Another reason why we are investigating BIST for PR machines is the capacity for fault tolerance

that they present. If the routing of the chip allowed some pipeline stages to be skipped, we could

arbitrarily skip around stripes that were determined to be faulty. In this way, the functionality of the chip

could still be preserved at the cost of reduced bandwidth due to a reduction in the number of available

physical stripes.

1.6 Overview of This Paper

In Chapter 2, we will discuss advances that other researchers have made in the field of RTR and

testing for RTR FPGAs. In Chapter 3, we will describe the various ways that the PR machine can be

tested and analyze the benefits and consequences of each method. In addition, we will discuss the

differences between detecting faults in a transistor model and a gate model of the same circuit. In

Chapter 4, we outline a proposal for a method to employ fault tolerance in the PR machine as well as

allowing testing to be run concurrently with another application. Finally, in Chapter 5 we will

summarize the contributions of this project and outline future research directions.
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