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Abstract

The Smart Module project generates a family of interoperable modules supporting real-time

Speech Recognition, Language Translation, and Speech Synthesis. The hardware, software, and

physical form factor of the modules functions less like a computer and more like a tool or an

appliance.

Power Consumption and Performance are key design goals for wearable systems. This

paper examines the effect that various design factors have on these metrics. While processor speed

and type do affect power consumption and performance, memory size and type of secondary

storage have the greatest influence on these goals. In particular, the time it takes to swap

information out of main memory can reduce the performance of a wearable system by more than

half. Finally, a method for modeling Speech Recognition performance to within 10% accuracy is

discussed.
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Section 1

Smart Module Overview

1.1 Introduction

One of the main goals of "wearable computing" is to design small, dedicated, truly portable

computer hardware, tightly integrated with its software, that performs a specific function. This

changes the concept of how a computer can be used. Bringing computing-intensive applications to

a wearable platform means that users have mobile access to those applications at any time and any

place, much like a pocketknife can be used while hiking. A well designed wearable computer

should make using computing-intensive applications almost as easy and intuitive as using a hand

tool.

There are several criteria that can be of use when designing a wearable system:

¯ Keep the latencies involved with running the OS and the application as low as possible.

(as close to "instant response" as possible)

¯ Make the battery life as long as possible (reduce power consumption)

¯ Make the interface to the software as intuitive as possible.

¯ Make the form factor of the device as unobtrusive as possible.

(This involves making the device lightweight and operable in multiple orientations)

If all these criteria are met, then the end result will be computer that operates like a hand

tool instead of like a computer. The perfect wearable computer would be more like a Swiss Army



Knife, performing its function extremely well with no latency in an intuitive manner and with an

easily portable form factor, and running close to forever without changing batteries.

This paper will focus on the first two goals of improving performance and reducing power

consumption. These goals seem to be inherently contradictory at first glance: any computing device

that runs at a high clock frequency will tend to consume more power. This paper examines how

close the Smart Module project is to achieving these goals.

The Smart Module project adds two more criteria to the wearable computer design process.

These wearable devices must be modular; they should be usable in different configurations. They

must also be scaleable; existing code should be easily portable to the modules. By using a well-

known OS, the modules have the potential to run a wide variety of applications supported by its

hardware. The OS chosen was Red Hat Linux 5.0, because it is free, customizable, and the

applications already ran on the Linux platform. Linux itself is also scaleable in that it runs on a

wide range of configurations from multiprocessor Pentium II servers to 386-based machines.

System
Controller

LTM, ]

Smart Modules Used Independently Smart Modules Used Together

Figure 1. Overall Smart Module System Architecture
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The Smart Module project started out as an implementation of the PANLITE Text-to-Text

Language Translation software on a single wearable platform. [1] This implementation performed

English-to-Croatian translation through a serial link to a controller device. This controller device

could be any device that accepts serial input - here, a Newton MessagePad 2000 was used. The

current implementation adds a Croatian-to-English back-translator to the Language Translator

Module (LTM), as well as a second Speech-To-Text and Text-To-Speech Module (SRM, 

Speech Recognition Module) with English Speech Recognition and Croatian Speech Synthesis

capabilities. Since a single serial link was insufficient for routing information between three

devices, the IP routing functionality built into Linux was used to connected the devices via Serial

PPP.

As shown in Figure 1, these modules can be used together or independently. The LTM

translates any textual information that is sent to it, regardless of the source, as long as the source

uses the proper communications protocol. Similarly, the SRM will convert speech into text and

vice-versa, regardless of the source of speech or text. When only one function is desired, only one

module need to be used. But when linked together, the modules combine their functions into a

comprehensive foreign language synthesis system.

1.2 Smart Module Software Architecture

The LTM runs the PANLITE language translation software, and the SRM runs CMU’s

Sphinx II Speech Recognition Software and Phonebox Speech Synthesis software. This paper will

not deal with the particulars of how each application works: interested readers are directed to

information in [4] [5].

The Smart Module system has two distinct kinds of processes: the Server-Application

Group and the System Controller. A Server-Application Group consists of a UNIX background



process which communicates with an application, such as PANLITE, via Inter-Process

Communication within a module. The server process also communicates with the System

Controller over the TCP/IP Network. The System Controller keeps track of what servers are

present on which modules, and coordinates the flow of information between the servers. It is

possible to interface any number of applications with one server process. Figure 2 illustrates how

data flows between the different pieces of Smart Module software.

I System Controller

TCP/IP

IPC

Data and
Commands

Data

]Application]

Figure 2. Flow of Data in Smart Module Software

If a device were designed with sufficient memory, hard disk space, and user input

capability, it would be possible to host multiple Server-Application Groups and even the System

Controller on a single device, assuming this device can function at a sufficient level of

performance. This also allows for some measure of flexibility, as new specialized functions, such

as concurrent translation to additional languages, can be supported by either adding a new

hardware module or incorporating a new server into an existing hardware module.

The System Controller process does not usually need human interaction. In the current

configuration of the Smart Module System, the System Controller operates on a Newton

MessagePad 2000 to give the user a chance to correct the Speech Recognition output if some

words are misrecognized. If future modules contain applications with near-perfect accuracy, the
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System Controller can be reduced to a simple state machine residing on one of the modules. Or,

since the System Controller is not very processor intensive, it can be included in another, less

powerful module. Whenever that module needs access to the more intensive computation, it can

connect to the appropriate Smart Module and have it do all the processing.

The key factors that determine how many processes can be run on a module are memory,

storage space, and available CPU cycles. Of these, the most important factor is memory, as will be

demonstrated later in this paper. Because it is desirable to run these applications with as little

latency as possible, the entirety of an application’s working data set should be able to stay memory

resident. If any of the application’s active data set is swapped out of fast memory, as most modern

OS’s will do when memory is exhausted, the slow disk accesses will drive the overall latency of

the application to unacceptable levels. Ideally, then, it is only desirable to add servers and

applications to a hardware module when there is sufficient memory for it, and avoid using swap

space altogether.

1.3 Smart Module Hardware Architecture

The Smart Modules have a very simple system-level hardware architecture. The heart of

this architecture is the Cardio processor card, which combines the processor and many of the

motherboard chips into one package, about the size of a PCMCIA card. The hardware architecture

of the modules is illustrated in Figure 3.

All the necessary signals for the ISA and IDE buses come out of the Cardio card. The

Cardio also supports two serial ports, which are used for communication between the modules.

Video Out and Keyboard capabilities are also provided on the board, and they are used in the

project for debugging purposes.
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The ISA and IDE buses both typically operate at 8 MHz, with a bandwidth of 16 bits. The

ISA bus is limited to 8 MB/s throughput, while the IDE interface can be pushed up to 13 MB/s

throughput. [6] Main memory is significantly faster than this - although the Cardio data sheet [7]

does not have complete information on the internal memory bus of the Cardio, a reasonable

speculation is that the 133 MHz 586-based Cardio has at least a 33 MHz system bus with a

bandwidth of 32 Bits. Even with a wait state, this speculative memory architecture can move 66

MB per second. The main memory is indeed significantly faster than the ISA or IDE buses.

CARDIO

PCMCIN
HD

ISA

ESS 1888

- Processor [Keyboard I
- Memory ~ Mouse
- Chipsets VGA

(For Debugging Only)

ISerial
Ports

Communications
to other Modules

Figure 3. Smart Module Hardware Diagram

The secondary storage drives are of the Type II and Type III PCMCIA form factor, but

these drives also support an IDE interface. The PCMCIA socket that is on the Smart Modules is

wired directly into the IDE bus, and there is no PCMCIA controller in the hardware design. While

this precludes the use of anything other than hard disks in the PCMCIA slots, it does save space in

the overall design.

The SRM also includes a sound chip, the ESS 1888, that is used in many commercial

TMsound boards, most notably the SoundBlaster series. This chip is wired directly into the ISA bus
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according to ESS reference designs; the result is that the software running on the Cardio sees the

ESS chip as a normal sound card attached to the ISA bus, and deals with it accordingly.

1.4 Smart Module Communication

The original Smart Module communications infrastructure consisted of a simple serial link

between the System Controller and the LTM module. This configuration was adequate for

communications between two devices over one link. But this infrastructure became inadequate

when a third device was needed. A second serial link could have been added between modules, but

some type of forwarding scheme would have been necessary between the modules. One would

have to implement this scheme directly in the server software. This scenario would necessitate

reprogramming the server every time a new module is added, reducing the overall modularity of

the system.

Original SM Communications Interface

Serial PPP Network
(Forwarding done Automatically)

New SM Communications Interface

Figure 4. Simple Serial Link vs. Serial PPP
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The communications infrastructure has been changed to a TCP/IP based network running

over serial PPP links, as detailed above in Figure 4. TCP/IP can be built directly into the Linux

kernel, eliminating the need to deal with network particulars in the Server software. It also

supports packet forwarding directly in the kernel. Finally, it can be utilized over a variety of

communications media, opening up the possibility of eventually replacing the serial PPP link with

a serial or PCMCIA-based wireless solution. It is even possible for the system to communicate

with any TCP/IP based intranet or the Internet, if a module is configured as a gateway with a

connection to an outside network.

System
Controller

Translator

Figure 5. The Smart Module Virtual Network

Using this networking scheme, the position of each module in the physical network does

not matter; the System Controller simply sends out all communications for all modules over the

same link, creating a virtual network as shown in Figure 5. The 1nodules themselves handle

routing. New modules added to the system can have the capability to modify each others’ routing

tables automatically. Currently, because all of the modules used are physically connected with each

other, the Linux ppp server automatically configures the routing tables of the modules. But if more

modules are added to the system, a dynamic routing protocol must be used to modify the tables of

a module that may not be physically connected to the module that is added.
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Section 2

Power/Performance Analysis

2.1 Factors affecting Power Consumption and Performance

Improving power consumption and performance seem to be contradictory goals at first

glance: any computing device that runs at a high clock frequency will tend to consume more

power, and a sure way to insure that a device consumes less power is to operate it at a lower clock

frequency. The following are factors that should affect the overall power consumption of the

system:

- Increases in raw processor clock speed between processors of the same generation should

increase the overall power consumption of the system. Power consumption in digital systems is

directly proportional to the rate at which the system clock operates in CMOS devices, since most of

the power is consumed when transistors switch.

- Advances in technology between microprocessor generations have the potential to enable

more advanced processors to do more on the same power budget. This means that, depending on

the goals of the microprocessor designers, a processor from the next generation can operate just as

fast, or even faster, then processors of the current generation while using less power. While this

does not hold true for all microprocessor families, it is important that any processor used in a

wearable system be more power efficient then its less advanced siblings, and that the increase in

performance does not come at the expense of a proportional increase in power consumption.
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- Using a flash disk for secondary storage should consume less power then using a

spinning disk drive for many reasons, most notably because flash disks have no moving parts.

- Regardless of the type of secondary storage used, performance will decrease and power

consumption will increase if swap space is used excessively by the applications. This is due to the

increased disk activity when swapping. The Cardio cards do support additional memory, but this

memory must be added on the ISA bus, making that memory much slower than spinning disk

drives, and degrading the overall performance of the system.

2.2 Method of Testing

Power consumption measurements were taken by monitoring the current consumed by each

module. Each module was tested at a constant 7.2 volts. The current was measured by a multimeter

at intervals of 400 ms. The multimeter output all its measurements over a serial link, through which

the measurements were recorded. Using this equipment, an accurate measurement can be taken of

the current flowing through the device (and thus, the power consumed) at any point in time.

Appendix D has a typical graph of power consumption over time.

The parts of the module that contribute to power consumption are the Cardio module

(which includes the processor, memory, and support chipsets), the IDE drive, the sound chip, and

the serial ports. Although it is possible only to measure the power consumption of the module as a

whole, the global power consumption statistics will yield clues as to how much power each part is

consuming.

Performance can be quantified in many different ways. For this experiment, it is considered

in terms of how quickly the end-user sees results after initiating a transaction - the less latency that
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the end-user perceives, the better. This means that the performance of the system actually takes into

account various factors: the speed of the processor and memory, the latency of the application task,

the communications overhead, and the latency of the system controller. Improving any one of these

factors will in turn improve the overall performance of the system. However, the only factor that

can be changed is the speed of the processor and memory.

The power and performance measurements were taken using a body of 10 English test

sentences for the Recognizer and Translator, and their 10 Croatian translations for the Synthesizer.

These sentences were chosen so that each application would have sentences of varying difficulty to

interpret. The additional Swapping measurements were taken using an additional body of 24

sentences sent to the Translator in rapid-fire succession.

2.3 Configurations Tested

It is necessary to keep the Smart Module server software consistent across all the

configurations tested for the sake of comparison. However, there are different hardware

parameters that can be modified in order to test the effect of various factors on power consumption

and performance:

¯ Cardio Cards:

Different Cardio cards were used in the Smart Module system to analyze the effect of

processor type, system speed, and memory on the performance of the system. These cards are

summarized in Table 1.
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Processor
586
486
486
486

Speed(MHz) Memory(MB)
133 32
100 32
100 16
75 16

Table 1. Cardio Cards used for experiments

¯ Memory: 32MB/16MB

Some Cardios may not have enough memory for all applications to function effectively

without swapping. The effect of swapping on system performance is examined.

¯ Secondary Storage: Spinning Disk Vs Flash Disk

Spinning disks are the standard secondary storage device for most computing applications. Flash

Disks generally consume less power than spinning devices and they have faster read access times,

but they have slower write access tfines.

2.4 Power Profile of the Modules

From the power consumption data listed in Appendix A, it is possible to develop a power

profile for the Smart Module system. The OS of the Smart Module system is pared down to the

point that the processor is at nearly 0% usage when the main application is not running (idle

mode), and nearly 100% usage when the main application is running (Full On Mode). Therefore, 

graph of power consumption over time would resemble what is shown in Figure 6.
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Figure 6. Model of Power Consumption over Time

According to this model, each module has three states that apply to Power Consumption:

Suspend, Idle, and Full On. Each state has an approximate power consumption value associated

with it. In addition, each state transition has a latency value (in seconds) associated with it. This

state diagram is depicted in Figure 7.

Figure 7. Power Consumption States of Smart Module System
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