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Abstract

This paper explores techniques for creating accurate instruction-level power models for digital signal pro-
cessors (DSP). Our initial results confirm previous work showing that inter-instruction effects can become
a significant component of power consumption for many programs. To overcome limitations of previous
models, we develop a straightfoward method (the NOP model) that models transitions between any two
instructions. Measurements show that our method accurately models inter-instruction effects without a
quadratic increase in the size of energy tables. We further improve the accuracy with a hybrid model that
carefully considers the instruction’s behavior within the architecture.



1 Introduction

Instruction-based power tables can be an effective tool for high-level architectural and software-based

power optimizations[5] [9]. The basic technique constructs a table that records each instruction’s average

power. High-level power estimators use this table to perform a direct mapping between software behavior

and power consumption while avo, iding costly, circuit-level simulation (e.g., Spice). Because instructions

are the atomic units used by code generators, instruction-based power models can be integrated with

power-optimizing compilers more easily than simulation based estimators. Further, instruction-based

power tables allow chip manufacturers to provide fine-grained power models without having to disclose

confidential design layout and implementation details. A software designer could use such a model to

quickly and accurately estimate a program’s power consumption without understanding the underlying

implementation details.

Unfortunately, accurate instruction-based power tables require more than simple per-instruction power

estimates. Effects of preceeding instructions have been shown to significantly alter the power consumed by

a given instruction, making it difficult to construct a simple table of power consumption by instruction [5].

Building tables that account for inter-instruction effects can be very time consuming and require O(N2)

space (where N is at least the number of instructions in the instruction set). A solution to this problem pro-

posed in [5] classifies instructions and builds energy tables based on these instruction classes. However,

this method does not scale well for DSP-type architectures with rich addressing modes and parallel instruc-

tion issue capabilities that make instruction type classification difficult.

To overcome the problems of classification, we have developed a simpler method that requires only O(N)

space while accurately estimating program energy. Our results, simulated with an implementation of a sub-

set of the Motorola 56000 DSP architecture, generate instruction-based power tables that predict program

power within 8% percent of the simulated power consumption. These tables can be used to accurately mea-
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Figure 1 : : DSP56000 Major Components: 1) 3 KB of SRAM. 2)Data ALU, which contains a 24x24 bit multiplier
and 56 bit accumulator. 3) Address generation unit (AGU), which contains three sets of eight 16 bit registers 
two ALUs capable of arbitrary modulo and bit reversed arithmetic. 4) Program Control Unit (PCU)

sure the power of real programs. Refinements to our method enable us to account for instruction pairs that

are different operations as well as instruction pairs that repeat an operation with different operands.

The next section describes the 56000 architecture and our methodology. Section 3 presents our approach to

generating instruction-based power tables, compares our results with previous techniques, and extends our

models to include both different instructions and same instructions with different operands. Section 4 fur-

ther evaluates these models and shows potential limitations. Finally, in Section 5 we present our conclu-

sions and outlines future work.

2 Tools and Methodology

2.1 CMU 56000 DSP

To build accurate models and to compare our results with to a real system, we designed and implemented a

standard-cell based subset of the Motorola DSP56000 (56k) instruction set [6](see Figure 1). The 56k 

24-bit, fixed-point DSR The 56k architecture allows an arithmetic operation and up to two "parallel" data

moves to be encoded in one "packed" instruction. Our subset of the 56k core implements most of the arith-
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metic and basic data movement instructions and accounts for most of the logic that impacts power con-

sumption. Synopsis and Cascade’s Epoch synthesized our 56k Verilog model into a standard-cell layout

(see Figure 1).

2.2 Mynoch Power Estimator

A variety of approaches have been used to characterize the power consumption of digital systems. For

physical devices, direct-measurement of current consumption gives the most accurate measurements[5].

However, the granularity of results is limited to device-level, multi-clock cycle measurements. Fine-

grained results can be obtained with Spice-based simulators, such as Star-Sire. These results are very accu-

rate [4] but their long run-times severely limit the number of cycles/events that can be simulated. To

improve simulation speed, gate-level power estimators have been employed[7] [3] [10], which sacrifice

some accuracy to achieve faster run-times.

We analyzed the 56k power consumotion using CMU’s gate level analysis tool Mynoch, an enhancement

of the tool described in [7]. Mynoch estimates power by counting transitions from a Verilog simulation and

calculating the dynamic energy consumed for each transition using:

E = 3_/2 C V2

Mynoch runs 150 times faster than Spice based estimation, allowing us to simulate thousands of cycles for

each test program. Memory is not modeled with Mynoch since Epoch uses behavioral models for memory.

Spice based simulations have shown memory to be 20% of the total energy.

Mynoch’s accuracy was verified by comparing its power estimates with Avanti’s Star-Sim. Six iterations of

a 4-tap fir filter running on our 56k DSP core were simulated in Mynoch and Star-Sim. Using cycle-accu-

rate results for sub-modules and the entire device, we built a simple linear regression model that had a very

high degree of accuracy (r a factor of 0.98). Including the number of latches in the regression model was

critical to achieving this accuracy. We plan to confirm the regression model with more programs. Mynoch



Program

fir4
fir64
fir4u
FFT
LMS

Description

4 tap fir filter (direct form)
64 tap fir filter (direct form)
4 tap fir filter, unrolled once
256 point FFT
least mean squares adaptive filter,

Unique
instr

5

12
24
13

Table 1: Test programs: Unique instr, gives the number of instructions
Ioops.%lnstr. arithmetic gives the percentage of instructions executed

%lnstr total cycles
arith, simulated

57% 1760
96% 5,000
66% 1,500
79% 8,062
63% 30,000

executed in the main program
that are arithmetic instructions

fir64

I~ fir4

,,~ fir4u

O.000 2.000 4.000

Average Energy per Cycle (nJoules)

~clock
I~1 Busses
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i[] Other
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Figure 2: Energy consumption for benchmark programs: Note that almost all of the variation is caused by
variation in multiplier and AGU power.

does not account for power dissipation caused by leakage current, short circuit current, or intra-gate

switched capacitance. Our regression analysis indicates that important factors not considered in Mynoch

are the short circuit current and the intra-gate capacitance of registers. All results shown in this paper are

from Mynoch, augmented by the regression model.

2.3 Test Programs and Reference Power Consumption

A suite of five program kernels was used in our power analysis (see Table 1). Most of the programs are

based on Motorola application notes and have been optimized to minimize the number of instructions exe-

cuted. Gaussian white noise was used as input data.
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CLR A X0,X:(r0)+ Y:(r4)+,Y0

REP #<3

MAC Y0,X0,A X:(r0)+,X0 Y:(r4)+,Y2

MACR Y0,X0,A (r0)-

MOVE X:(rl)+,X0 A,Y:(r5)+

;A =0;
; XO <- X(n- 1); YO <- B(O)

~’, rj=Oto2

; a += X(n-j)*B(j);
XO <- X(n-j- 1); YO<- B(j+ 

; A += X(n-3);
update pointer

;XO <- X(n+ 1); Y:(out) 

Figure 3: Main loop of f~_~:4: Two of the five instructions in these programs, MAC and MACR, work on input data;
the other three instructions, REP, CLR, and MOVE, are considered overhead. The CLR, MAC, MACR, and MOVE
instructions employ parallel moves to move data into registers immediately before the data is needed.

Power consumption for the benchmark programs was measured using Mynoch(see Figure 2). Average

energy consumed per cycle, given in nanoJoules, provides the basic unit of measure. This is obtained by

dividing the total energy over the program execution by the number of cycles. Power consumed by the pads

and memory is not included.

3 Developing an Instruction-Based Model

Although simulations provide insight into power consumption for a given program, an instruction-based

model is more appropriate for code generators. An instruction based model uses tables of energy cost for

instructions to estimate power consumption of a given program. The challenge in building such a model is

in achieving necessary accuracy while limiting the size of energy tables.

3.1 Base Power Models and Estimation

We used Mynoch to develop an instruction-based model that estimates the energy per instruction of a given

program. We will explain our method by using the £ ± r 4 and £ ± ~:64 programs as examples. The main

loop of the f±r4 is shown in Figure 3. The £±z:64 program is the same, except that the MAC operation is

repeated 63 times by changing the repeat instruction to "z:e~v #<53".



DO #<50
MAC Y0,X0,a X:(r0)+,X0 Y:(r4)+,Y0
MAC Y0,X0,a X:(r0)+,X0 Y:(r4)+,Y0

;target instruction
;target instruction

Figure 4: Loop used to characterize MAC instruction from fir filters. Two data values are read in from memory
each cycle, so both inputs to the multiplier change in the same way as in fir4 and fir64.Two instances of the target
instruction were needed to match the semantics of the DO instruction.

The instructions in each of the five programs were used to construct a base energy cost for each instruction,

Binst. Each target instruction was placed in a loop consisting of only that instruction (see Figure 4) which

was run through Mynoch to generate the base energy, Binst. Zero overhead loops are used, where only the

target instructions are executed in the core of the loop. For measuring the REP instruction, we were forced

to use a NOP inside of the loop because a loop of REP instructions is illegal.

Loops were made with the actual instructions used in the programs. Data from one iteration of the fir4

was used. Some instructions were modified slightly to ensure that different operands were used on each

cycle. Because the characterization programs were tailored to the application program, the results of this

approach are optimistic in their accuracy. In practice, some parameters, such as the destinations of parallel

moves, must be abstracted out of a model to keep the size of energy tables reasonable.

The instruction measurements described above were used to construct an instruction energy table, which

was then used to estimate the average energy per cycle of the benchmark programs. For example, the

energy per cycle for the fir4 program is given by:

Efir 4 = (BcLR + BREP + 3 BMAC + BMACR + BMOVE) / 7

Figure 5 shows the power estimates gained from the instruction energy table. The results show a very accu-

rate power estimate for the f±r64. However, the estimated energy for other programs is 17% to 25% low.

This error is 50% higher than the error reported in [5].
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Figure 5: Energy from different estimation techniques. Simulated energy (sim) and estimated energy using the
base cost only (base) is given for major units, with both clock and bus power contained in "other." (Due to length
and complexity, LMS has not been done at this time.)

To understand the difference in accuracy, recall that the fir64 repeats the NAC instruction 63 times. This

is very similar behavior to the loop programs used to derive the instruction power table. Almost every

instruction executed is identical to the previous instruction and there are almost no inter-instruction effects.

In the fir4, however, overall energy is underestimated by 25%; the energy for the PCU and AGU func-

tional units are underestimated by more than a third. The inaccuracy is due to the fact that only 3 out of 7

instructions are repeated, making inter-instruction effects much more significant.

The impact of inter-instruction effects on power estimation has been noted before and can be compensated

for by assigning an overhead for each instruction, Oinstr, as mentioned in [5]. Oinstr accounts for inter-

instruction effects; it is added to the base energy cost if an instruction is not the same as the previous

instruction. For example, the code sequence:

Y:(r4)+,Y0 ; target instruction

would only use BMAC for the second MAC operation, while the code sequence:

MOVE X:(r])+,X0 Y:(r4)+,Y0
MAC Y0,X0,a X:(r0)+,X0 Y:(r4)+,Y0 ; target instruction



would use BMAC + OMOVE,MAC because the MAC instruction is preceded by a different instruction: MOVE.

As with computing the base energy cost, we measured the overhead cost using loops of instructions; each

loop consisted of the target instruction and the instruction that preceded it in the execution trace, giving

average energy per cycle for the loop Eloop. Overhead is given by:

Oprevious,target = Eloop - (Bprevious + Btarget)/2

Figure 6 shows the results, labeled as pair, are much more accurate, between 1% and 10% for all pro-

grams. However, characterizing every possible pair of instructions requires a table of size O(N2), where 

is the number of instructions and addressing modes. For the 70 different instructions and data moves

implemented in our 56k chip, this would require 2415 table entries. To reduce the table size, [5] grouped

instructions into classes and derived overhead costs between classes. This technique works well for simple

machines, but is much more difficult to apply when dealing with the many complex addressing modes and

instruction types found in a DSP such as the 56K. Further, the classification approach requires human par-

titioning of instruction classes, creating potential error if classes are chosen poorly.

3.2 The NOP Model

To avoid difficulties of grouping instructions, we developed a new approach based on the assumption that

most of the inter-instruction overhead is due to the fact that instructions are changing, not which instruc-

tions are involved. This observation leads to the NOP model, which allows us to build instruction power

tables that account for instruction changes without enumerating each pair of instructions. We calculated

one overhead cost for each instruction, Oinstp using loops which alternate the target instruction with NOP

instructions. This techniques allows us to capture the energy effects of changing instructions while keeping

the size of the table to O(N). Power estimates using the NOP model are also shown in Figure 6 (hOp). 

results show error between 1% and 8% on programs that previously had much larger errors with the base
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Figure 6: Different approaches to estimating inter-instruction overhead. The pair model measures overhead for
each pair of instructions that appear in the program trace. The NOP model measures overhead for each
instruction using NOP instructions

model. Considering that grouping instructions also decreases accuracy, this should compare favorably with

any model based on instruction classes.

3.3 Defining "Different Instructions"

Although overall power estimates using the NOP model are good, closer examination shows that in the

f±r4u and ff~: codes, the AGU and "other" power is underestimated by 15%. These programs are differ-

ent from t~±r4 and ~±r64 in that they contain instruction pairs that are the same operation, but with dif-

ferent operands. The NOP model implicitly used a weak difference (WD) model to decide when Oinstr

should be used. In the WD model, two adjacent instructions are considered to be the same if the operation

is the same, regardless of the operands. For example, a pair of consecutive instructions from tf±r4u is

given below:

MOVE X:(rl),X1 Y:(r6),Y0 I; Two data moves
MOVE X:(r5):A Y:(r0),B I; Two data moves

Both instructions consist of a two parallel moves without incrementing any address register, but use differ-

ent registers (rl and r6 vs. r5 and r0). The WD model would consider these operations to be the same and

not include Oinst r for the second MOVE instruction.


