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Abstract

Wireless networking presents challenges that are different from those of tethered
networks in several significant ways. High error rates and constantly varying channels
are characteristic of mobile communications. Additionally, new constraints are imposed,
including limited energy supplies, and the need for portability.

A system for wireless communication using code division multiple access
(CDMA), and spread spectrum (SS) modulation, is presented. CDMA has the advantage
of not requiring centralized control. Through the use local coordination only, “collisions”
may be completely avoided. By using automatic power control in conjunction with
spread spectrum modulation, an energy efficient, as well as spectrum efficient, system
can be created which is capable of simultaneously providing high bandwidth and low
latency communications.

The primary focus of this research is to simulate the performance of large-scale
spread spectrum networks. A simulator, SSNetSim, is described, which allows the
simulation of signal to noise ratios (SNR), throughput, latency, and power consumption.
The simulator takes into account parameters such as number of stations, station
placement, traffic patterns, routing strategies, and path loss. The results given by the
simulator allow the designer to test the impact of various system parameters. It is
intended to speed up the initial design phase of a large-scale SS network.

A new routing method, minimum consumed energy routing, is evaluated. This
new method is shown to reduce total network power consumption by about 15%, reduce
latency by 75%, and reduce congestion, over standard minimum energy routing. Power
consumption is also more evenly spread between stations, resulting in longer battery life
for the network as a whole.
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1 Introduction

Network connectivity is crucial to modern computing, and a wireless solution is
necessary to provide mobility. However, the requirements of low power consumption,
high bandwidth, low latency, system scalability, and robust, continuous service are
difficult to achieve simultaneously in a wireless network. Indeed, they are often
conflicting goals, requiring the system designer to make sacrifices in some areas to
achieve acceptable performance in others.

This research is aimed at establishing and investigating the important parameters
in the design of a large-scale wireless computer network based on Spread Spectrum
technology. The use of Spread Spectrum modulation allows the use of code division
multiple access (CDMA), multihop routing, and decentralized control mechanisms,
differentiating this network from most other wireless network systems in common use.

One of the most important factors in mobile computing is power consumption. A
wireless network interface must be able to provide adequate communication while
consuming a minimum of power. This paper introduces the concept of a “Global Power
Pool” which is an aggregate of the energy storage for all of the mobile units in the
network. Since this is a multi-hop network, a transmission by one station consumes
energy not only in the originating station, but also in all those that are called upon to
route the packet to its final destination. Thus, routing strategies designed to minimize
consumed energy must not only take into account the energy expended by the originating
station, but also, that of the entire network as a whole.

Section 2 of this paper covers some of the basic concepts behind multihop CDMA

networks, and communications systems in general. Section 3 covers the operation of the



simulator, which is used for experimentation, and the models employed. Section 4
presents the results from that experimentation. Section 5 presents conclusions, and areas

for further investigation.



2 Basic Concepts

2.1 System Characteristics

2.1.1 Multiple Access Mechanisms

Most research on wireless networks has concentrated on cellular-based systems.
Such networks necessarily have a significant infrastructure component, and so may not
be optimal in an ad hoc networking environment. Additionally, the dynamics of the
interference and channel capacity are very different from that of peer-to-peer multihop
networks. Studies of peer-to-peer multihop networks have typically not considered
CDMA channel access mechanisms. Many varieties of multiple access protocols have
been investigated, including FDMA, TDMA, CSMA, and ALOHA-like systems. The use
of CDMA allows very simple, local coordination mechanisms. This simplicity
overcomes many of the drawbacks of other multiple access technologies.

Common multiple access systems include frequency division (FDMA) and time-
division (TDMA). FDMA and TDMA are classified as orthogonal multiple access
systems, because different users of the channel may be completely differentiated by a
receiver, without interference. This is done either by tuning to a different frequency
range (FDMA), or by listening only at specified times (TDMA), or a combination of
both, as is common with most practical systems.

In CDMA, transmitting stations may send at the same time and on the same
frequency. In order for the receiver to differentiate its signal from the others, a
transmitter must encode its signal with a noise-like (pseudonoise) spreading code. This

increases the bandwidth of the signal by a factor known as the processing gain.



The receiver correlates the signal it receives (which is composed of all transmitted
signals) with the spreading code used by the desired transmitter. In this process, the
desired signal is despread, back to its original narrow bandwidth, while all interferers and
undesired signals are spread over a wide bandwidth. Then, a conventional narrowband
filter may extract the desired signal. Some of the noise from the unwanted signals,
however, ends up in the same passband as the desired signal, since the codes used for
spreading are not completely orthogonal. Thus, unwanted signals are reduced in power
by a factor equal to the processing gain. This limits the number of users that may share
the channel.

In his revolutionary paper, Shannon [Shan48] proved the famous formula:
S
C :Blog2(1+ﬁj [1]

Equation 1 states that the capacity of a channel is proportional to the bandwidth
used, and the logarithm of the signal to noise ratio. In spread spectrum CDMA
communications, the channel is noise limited (i.e. low or negative signal to noise ratio),

with a very wide bandwidth. Since:
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Using [2], and the proportional relationship between different log bases, and assuming a

fixed bandwidth, equation 1 reduces to

S [3]



Thus, any decrease in signal to noise ratio leads to a proportional decrease in
channel capacity. This is manifested as a need for increased processing gain. Direct
Sequence Spread Spectrum (DSSS) is one mechanism by which an interference-limited
system may be realized.

For example, if 6 dB of final signal to noise ratio is required to successfully
decode a signal, and 20 dB of processing gain is used (i.e. a spreading factor of 100), then

users may be added until the channel signal to noise ratio is as low as -14 dB.

2.1.2 Decentralized control

One of the major drawbacks of either TDMA or FDMA is the need for the
coordination of slots (frequency or time) to prevent interference. This coordination must
typically be performed on a network-wide basis. The interference rejection properties of
CDMA make this unnecessary. Local coordination is still required to insure that a
station's own transmitter will not cause collisions with packets destined for it. This
coordination is performed on a localized basis. Stations keep track of the transmit-
receive timing of the intended receiver, and only transmit when the receiver could not.

This mechanism is described in greater detail in [Shep95].

2.1.3 Automatic Power Control
In order to provide for tight control on received signal to noise ratio (SNR),

automatic power control is necessary. This not only minimizes energy spent on

! See [Rapp96] and [McDe96] for a more detailed background on spread spectrum modulation and CDMA.
2 Wireless Ethernet systems, while they do use spread spectrum modulation, do not use CDMA. Instead,
they use carrier sense multiple access with collision detection, or CSMA/CD, which is a form of TDMA.
Only one station may transmit at a time.



transmissions, since only the minimum power necessary for adequate reception is used,
but also minimizes interference to other stations. Due to the nature of CDMA, reduction
in interference directly corresponds to increases in data rate by reducing the required

processing gain (spreading) necessary.

2.2  Evaluation Metrics

There are many performance metrics involved in wireless data networks that
contribute to the overall quality of service (QoS). QoS is usually defined as some
function of throughput, latency, robustness, and security. All of these, except security,
are considered here. The additional factor of power consumption is proposed as a new
metric of QoS in wireless networks.

Throughput is primarily determined by the available radio channel bandwidth,
which is usually restricted by government regulations. Other determining factors include
the modulation and coding, and in the case of CDMA, the processing gain.

Another important factor is latency, or the time between when a packet enters the
system, and the time when it arrives at its final destination. Latency is determined by the
number of routing hops to a destination, as well as congestion. Bandwidth is also a
factor, as more bandwidth allows for faster transmission through the network.

In mobile networks, power is always of major concern, as most terminals are
operating from batteries, and so have a limited energy supply. In the transmission of
packets, total energy consumption is composed of a number of factors. The most
apparent is the actual transmission energy. Others include digital processing (for

encoding, decoding, routing, and other system functions), baseband and intermediate
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frequency (IF) processing, and energy dissipated as heat in the power amplifier. The
efficiency of power amplifiers is not 100%, and varies with the actual output power.

Robustness is harder to define. In this work, it is viewed as some measure of the
likelihood of packets reaching their destination. As such, it is a factor that may be traded
off against individual throughput, power, or total system capacity. For example, if better
bit error rates (BER) are required, more processing gain, or stronger error detection and
correction may be used, resulting in lower throughput. Other metrics, such as system
availability, and network behavior under congestion are not considered here.
2.3 Prior Work

The wireless networking system forming the basis for this research was originally
proposed by Timothy Shepard, then at MIT. In his research [Shep95], a simulator,
Prisim, was created. Building upon the concepts in Prisim, a simulator, SSNetSim, has
been developed to aid a system designer in evaluating system performance. SSNetSim,
however, expands greatly on the capabilities of Prisim. SSNetSim adds the ability to
vary parameters such as station placement, path loss models, power consumption models,
and routing strategies. In addition to reporting SNR and latency values, energy
consumption is also calculated. The capability to report the aforementioned values on a
system-wide average or individual station basis is included. When looking at individual
stations, comparisons based on physical position in the network are often helpful. For
example, it can be seen that both power consumption and SNR are worse for stations near

the middle of the network, and packets passing through the center have a higher latency.
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3 SSNetSim
3.1  Architecture

The SSNetSim simulator allows the system designer to model a wireless network
as a whole, taking into account many factors which have not been included in the past,
most notably, path loss and energy consumption models. The goal of the simulator is to
allow a network designer to obtain estimates of the parameters required to make the
system function, such as processing gain, transmitter power, and bandwidth. At the same
time, estimates of system performance under various levels of stress can be obtained in
terms of power consumption (individual and total), latency, and throughput. The
simulator allows the designer to determine the effects that factors such as routing

algorithms would have on the entire system.
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Figure 1. Simulator Block Diagram
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Figure 1 shows a block diagram of SSNetSim. Each block represents a separate
program, and the arrows represent data transfer between the programs via files. The
station placement program generates randomly placed stations according to the
distribution specified. The propagation modeler takes the station list and computes the
transfer function matrix, based on the specified path-loss model.

The router computes all-pairs shortest paths routing between all stations based on
the specified routing metric. In the case of minimum transmitted energy routing, this
metric is the inverse of the path loss. When minimum consumed energy routing is
selected, the metric is the computed power function, which is in turn a function of path
loss.

The traffic generator creates a list of packets to be transmitted. The model used
can either be nearest neighbors only, all to all, or random. These are further modified by
traffic density factors which determine how often packets are generated.

All of the above files are input to the simulator. SSNetSim proceeds on a time
slot by time slot basis, reporting latencies, SNR, and power consumption as packets

traverse the network. This data is output in text format for later processing.

3.2  Models
3.2.1 Energy consumption

Mobile or portable systems are usually battery powered, and so power
consumption is of primary importance. In communicating with other stations, there are

several power consumption components in addition to the actual transmitted power.
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Power consumption in all of the electronics (mostly digital) concerned with
encoding and decoding, compression and decompression, formatting, etc. constitutes a
significant drain, especially when extremely low transmitted power is used as in systems
with automatic power control. Also, all baseband and intermediate frequency (IF) signal
processing on the transmit and receive chains is significant.’

Another significant, and often ignored, consumer of power is the inefficiency of
the final power amplifier. In a best case, ideal scenario, the final amplifier may have an
efficiency as high as 70%, but this is not likely. Low cost and small size often dictate
less than ideal performance. More importantly, maximum efficiency is only possible at
maximum power output.® As power is reduced, efficiency drops dramatically, down to
near-zero at low power outputs. A Class-AB push-pull linear amplifier was used to
model these effects, as this is a common choice of circuit topology in systems such as
these. The following equations show the actual model used in the simulation. As with all
other models in SSNetSim, it is easily changed.

The total power consumed by a station for a transmission is composed of two
parts. The energy used in the processing of the data necessary prior to transmission,
including compression, encoding, encryption, and all other baseband and intermediate
frequency (IF) processing. The processing energy is modeled as a constant per packet

energy plus a term directly proportional to the length of the packet.

E=k +Lk, [4]

> In many cases the power output of the final amplifier is significantly less than the power input (making it
more of an attenuator than an amplifier), as in cases where transmitting to a very close recipient.

“ More advanced amplifiers which are switched mode may circumvent this to some degree, but are
typically more complicated, and not yet practical at the multi-gigahertz frequencies used in mobility
networks. Additionally, these amplifiers are non-linear, and will not work well with modulation systems
which have envelope variation, without giving back much of their advantages in efficiency. In any case,
the simulator may be augmented with any function of efficiency desired.
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The other component is that consumed in the final amplifier. The final amplifier
is not 100% efficient, so this power is greater than the actual transmitted power, and is
wasted as heat. This energy decreases as transmitted power decreases due to automatic
power control, but slowly, since amplifier efficiency drops as power output is decreased.
The efficiency of the final amplifier is modeled with equation [5]. It assumes the
amplifier is a Class-B push-pull linear amplifier, which is what is commonly used in PSK

based SS systems.

actual

P

max

N = 18.5%  (Ideal)
Now = 50%  (Dypical)

n: ”max

(3]

3.2.2 Propagation Modeling

Path loss represents the attenuation which a signal undergoes on the path between
the transmitter and receiver, and is usually expressed as a ratio between the transmitted
and received powers. SSNetSim performs calculations based on large-scale or bulk path
loss models. The most commonly used model is free-space” or square-law path loss,

where r is distance, P is transmitted power, and P; is received power:

P oc =Lt (6]

This represents “ideal” conditions, under which there are no reflections or absorbing
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objects between the transmitter and receiver. While this model is often used, it rarely
reflects actual conditions, especially in urban areas.

In another commonly used path loss model, the received power is proportional to
the transmitted power and inversely proportional to the nth power of the distance between
the transmitter and receiver. N can vary between 1.6 (in-building, line of sight) and 5 or

higher (urban, shadowed), depending on the environment [Rapp96].

ProcP’ [7]

)2

As upper microwave (and millimeter wave) frequencies become more popular,
certain frequency-dependent atmospheric effects become relevant. Below approximately
10 GHz, these effects are negligible. Above this point, atmospheric attenuation can vary
greatly, from well under 1 dB/km to as much as 16 dB/km in the Oxygen absorption
bands (i.e. 57 to 63 GHz). Above 100 GHz, absorption may be as high as 50 dB/km.

The appropriate path loss function under these circumstances is:

—-ra

P ti0® (8]
¥

Where a is the attenuation factor in dB/meter. Oxygen absorption models have been
included in SSNetSim.
Other propagation models, such as Okumura [Rapp96], Hata [Hata80], and

Longley-Rice [Lon78], etc., were not investigated in this work. However, they could

> Note that even so-called Line of Sight (LOS) links may not exhibit free-space path loss due to such
phenomena as ground and building reflections (which may be constructive or destructive).
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very easily be incorporated in SSNetSim, as the appropriate interfaces have already been

added.

3.2.3 Routing

One of the most important factors in system performance is the method by which
routes between stations are chosen. The more hops a packet must take en route to its
destination, the higher the latency. Conversely, when there are fewer hops, each must
cover a longer distance, and so the total transmitted power is increased. This results in
additional interference to other stations, necessitating an increase in processing gain and a
reduction in throughput. If throughput decreases, latency increases because each hop
(assuming packet sizes do not change) must take more time.

Minimum transmitted energy routing (MTE) optimizes signal to noise ratios (and
throughput) [Shep95], and thus is used as a baseline for comparison of other routing
methods. It was shown in [Shep95] that in an r* path loss environment, any deviation
from MTE routing results in throughput reductions which result in a net increase in
latency. One of the goals of this work is to show whether or not this result occurs under
more realistic path loss models. Figure 2 shows the paths in a 500 station network using

MTE routing.
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