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1.0 Abstract

The lack of single application instruction-level parallelism significantly limited performance of supersca-
lar microprocessors, which often find up to 80% of their hardware functional units idle. Simultaneous Mul-
tithreading (SMT) is an architectural technique that attempts to utilize the idle functional units by enabling
multiple threads to run concurrently on a single superscalar processor. Unfortunately, the increased num-
ber of threads also increases the load on on-chip memory structures such as caches, Translations Looka-
side Buffers (TLB), and branch target buffers (BTB). Unlike functional units, these hardware resources
often run at near-peak utilization on a single-threaded machine, making them the limiting factor in single-

thread performance and potentially preventing SMT from achieving significant performance improvement.

This study examines the impact SMT has on the on-chip cache and branch target buffers. Unlike previous
SMT studies, which have used application-only small-sized working set programs, this study measures
SMT performance under large applications, including operating system code.

Results:
o SMT can significantly improve thruput, even under memory intensive workloads.

* SMT increased IPC from 1.03 at one thread to 1.14 and 1.87 at two and four threads respectively. How-

ever these numbers are about half as much as what was obtained from the SPEC92 benchmark suite.

e There is significant sharing of operating system code between different threads, without this sharing

SMT with two threads performs worse than single thread performance.

» The choice of threads can have a significant impact on the performance of the SMT system. This implies

that choosing which threads are executed together is important.
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2.0 Introduction

Current architectures attempt to maximize Instruction Per Cycle (IPC) by finding all possible Instruction
Level Parallelism (ILP) within a single program. Unfortunately, it is becoming increasingly difficult to find
enough single-thread parallelism to continue increasing IPC beyond its current level of two IPC
{Tullsen96]. One symptom of this is the fact that the utilization of functional units in today’s processors
has dropped dramatically. Most processors today use less than 40% of their functional unit bandwidth
[ Tullsen95]. Multithreading tries to offset this by ignoring single thread ILP and concentrating on increas-

ing overall IPC.

Various forms of multithreading have been proposed [Smith78, Papadopoulos90, Alverson90, Agarwal90,

Tullsen96], enabling significant advances in increasing parallelism. The increases are achieved by allow-

ing multiple programs (threads 'Y to execute concurrently on a processor, filling the stall cycles and unused
issue bandwidth of one thread with useful work from another thread. Multithreading has the added benefit
of increasing the processor functional unit utilization [Agarwal90]. One of the more advanced methods of
multithreading, Simultaneous Multithreading (SMT), claims to achieve an IPC as high as 5.4 for an eight

threaded machine [Tullsen96].

Despite these benefits, multithreading exhibits several inherent drawbacks such as a large demand for
memory bandwidth, increased cache conflicts between threads, and increased strain on the branch predic-
tion units, These hardware resources are already bottlenecks in many of today’s systems [Uhlig95] and
SMT’s larger working sets simply increase the load on the system’s precious on-chip memory resources.
However, SMT’s ability to switch between different threads provides it with some degree of latency toler-

ance, possible enough to overcome the increased demand on on-chip memory structures.

. Note that “thread” is used to represent a hardware context. simultaneous multithreading requires that threads must
not share data to avoid coherency problems. This is different than operating system “threads” which often share
the same memory space.
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Unfortunately previous SMT studies have relied on simple workloads that do not tax the memory system,

leaving unanswered two fundamental questions.
1. How much does SMT increase the demand on on-chip memory structures?

2. Can SMT’s tolerance for latency hide any performance loss due to larger working sets?

These questions are important because if SMT increases the load on on-chip cache structures beyond what
it can hide, it is possible that SMTs overall performance would not be any greater or even less than single-

threaded systems.

This work addresses these questions by focusing on the impact SMT has on on-chip memory structures
under realistic workloads. The workloads, from the Instruction Benchmark Suite (IBS) are used to drive a
custom SMT memory-system simulator that measures the impact various degrees of multithreading have

on caches, branch address buffers, and overall system performance.

The rest of the paper is organized as follows. Section 3 gives a brief methodology for the simulations in
this study. Section 4 shows the results and analysis; Section 5 examines previous work related to Multi-
threading and SMT and compares it to the areas studied in this paper. Section 6 presents the conclusions.

Appendix A discusses the SMACS simulator and its traces. Section 8 contains references.

3.0 Methodology

To examine the cache conflicts and branch prediction performance in an SMT machine a trace driven sim-
ulator, Simultaneous Multithreaded Adjustable Cache Simulator (SMACS) was developed. SMACS is a
cycle by cycle simulator that fully models the on-chip memory structures and issue logic of an SMT archi-
tecture. SMACS includes instruction and data fetching, caching and CPU data dependencies, accurately
modeling the characterization of an SMT memory system. SMACS does not model function unit behavior.
[Tullsen96] showed that modeling functional units was not needed to accurately measure performance, so

this drawback has little impact of the trends found in this paper.
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Trace Name ] Description

Mpeg_play ‘mpeg_play’ version 2.0, 85 frames form compressed file

Jpeg_play ‘xloadimage’ version 3.0, displays two JPEG images

real_Gcce GNU C compiler, version 2.6

Verilog Verilog-X1. version 1.6b, simulating a microprocessor

Groff GNU C++ implementation of ‘nroff’ version 1.09

Kenbus SPEC SDM benchmark suite, simultaneous multi-user code development.
Ousterhout John QOusterhout’s benchmark suite from [Ousterhout89]

Sdet Multiprocess benchmark from the SPEC SDM suite

Table 1: IBS Description

SMACS is also not an out-of-order machine. Modeling an out-of-order machine would alter the numbers
presented in this paper, increasing all relevant IPCs. This might even increase single-thread IPC more than
in the multiple-thread cases, thought this is thought to be a second order effect that would not affect the
trends found in this paper. The one exception is stores, Stores which complete from a write buffer, do com-

plete out-of-order from the other instructions.

The workloads used in this study are from the IBS (Instruction Benchmark Suite) [Nagle92, Uhlig95] and
contain both user and operating system references from the Mach operating system. The workloads cover
a range of widely-used general-purpose applications, including file system and graphics software (see

Table 1). A complete description of how the workloads were used is included in Section 7.

In order for SMT simulations to make sense, the hardware models that simulate multiple threads must be
comparable to hardware available to a single thread. Therefore, all of the simulations were run with identi-
cal machine resources. For this reason a single thread simulation might have more resources than it can

use, artificially making single thread performance relatively low compared to the other simulations.

The level-one cache size was varied throughout the simulations in order to determine the effect of cache

size on the parameters studied. No other variables were changed with respect to the cache. Table 2 summa-
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Instruction Level 1 | Data Level 1 | Level 2 Level 3
Size var. var. 128K bytes | 2M bytes
Associativity | 1 1 1 1
Miss delay 6 cycles 6 cycles 15 cycles 50 cycles

Table 2: Cache Characteristics

rizes the values of the cache structure used in all of the simulations in this paper. See Appendix A for a

complete description of the SMACS simulator and a list of all of the other variables in the simulator.

To examine branch prediction performance, a standard two level scheme was added to SMACS. The
scheme was based on the [Sechrest96] scheme which was from [Yeh92]. I set the scheme values to resem-
ble [Tullsen96]. The branch prediction simulator only simulates the branch prediction, so SMACS does
not simulate penalties associated with branch prediction and no wrong path execution occurs. Including
these two factors would increase the accuracy of the IPC study but was beyond this study’s scope. Exclud-
ing this does not greatly affect the results on branch prediction, because they would not change the pattern

of the branches in the study.

4.0 Results and Analysis

4.1 Increases in On-Chip Cache Conflicts

SMT’s ability to switch between different instruction streams automatically provides a higher degree of
latency tolerance. When one thread misses in the cache, an SMT processor will try to fill the stalled
threads unused issue slots with another thread’s instructions. In essence, SMT decouples overall machine
throughput from any single thread’s performance. However, SMT’s execution of multiple threads forces
multiple working sets to reside in the same physical cache. This increases the overall working set size,
which is now the sum of every single thread’s working set, potentially reducing the effectiveness of the

cache to the point where very thread thrashes. In this case, no thread can make forward progress and
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Line Size = 32 bytes, Associativity = |. Line Size = 32 bytes, Associativity = 1.

SMT’s performance may actually drop below single thread performance.

To determine the impact real workloads have on an SMT cache system and on overall performance, I used
the SMACS simulator to model data and instruction caches performance on the IBS benchmark suite. The
first set of experiments, shown in Figure 1 and 2, measure the cache miss rates for user-only references
(i.e., only the application, not the operating system). As expected, both the instruction and data cache miss
rates increase with the number of concurrent threads and confirm the trends found in [Tullsen96]. In the
data cache, the miss rate almost doubles between one and four threads while the instruction cache miss
rate doubles between just one and two threads. These are significant increases, especially in the instruction

cache, where a thread cannot continue execution until its instruction cache miss is resolved.

More importantly, the raw cache miss rates are very high. While Tullsen’s SPEC workload showed
instruction cache miss rates as low as 0.6% for a 32K cache and data cache miss rates as low as 1.2%, our
miss rates are 2.0% (instruction cache) and 5.7% (data cache) for a single thread. Worse, our 2-thread miss

rates are 4.5% (instruction cache) and 7.8% (data cache) while Tullsen’s are less than 1.7% (instruction
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Figure 3: Operating system affect on single threads

Run of SMACS with only single threads from IBS.
OS - contains operating system references

no OS - does not contain operating system references.
Line Size = 32 bytes, Associativity = 1.

cache) and 2.5% D-cache. These high cache miss rates suggest that SMT may have some problems hiding

all of misses generated by these user-only references.

4.2 Impact of the Operating System on SMT

Numerous previous works have shown that operating system references significantly increase the cache
miss rates for applications that rely on operating system services [Nagle92, Uhlig95]. Figure 3 shows the
difference in cache miss rates for the IBS workloads with and without operating system references. In both
the instruction and data caches, the miss rates increase by at least 20% when the operating system is
included. It is almost never the case that including operating system activity reduces the cache miss rate in

a single threaded processor.

In SMT, however, the impact of operating system references is less clear. Operating system references do
increase the size of the working set, but multiple threads can share all code segments and possibly some of

the operating system data. For example, if one thread calls the operating system to perform some service,
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Figure 4: Data Cache Miss Rates

Run of SMACS with the operating system from the IBS
traces compared with the operating system removed.
OS - contains operating system references

no OS - does not contain operating system references.
Line Size = 32 bytes, Associativity = 1.
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Figure 5: Instruction Cache Miss Rates

Run of SMACS with the operating system from the IBS
traces compared with the operating system removed.

OS - contains operating system references

no OS - does not contain operating system references.
Line Size = 32 bytes, Associativity = 1.

Tullsen’s values taken from [Tullsen96] table3.

OS no sharing - contains operating system references but

does not allow sharing between threads.

it will warm the cache with the operating system code. Another thread also making requests for operating
system services will share a (potentially significant) portion of the operating system code brought into the
cache by the first thread. Given a four-threaded machine and applications that each spend 25% of their
time in the operating system [Nagle92], it is probable that at any given time at least one thread will be exe-
cuting operating system code. This cross-thread sharing creates a very different behavior from conven-
tional single-threaded systems, which typically execute infrequent operating system requests that often are
not in the cache and, when execute, flush significant portions of the cache. This makes the operating sys-

tem influence on SMT very important and also more important than single threaded systems.

To measure the impact of operating system references on SMT’s cache performance, I reran the experi-
ments in Figures 1 and 2 using the IBS workloads and included the operating system references. Figure 4

shows the results for data references. In our model, there was no sharing between operating system data
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references and hence, the data cache miss rates increased significantly when operating system data refer-

ences were included. Therefore, Figure 4 represents a worst-case upper-bound on data cache miss rates.

For the instruction cache, sharing of operating system references between threads was supported by
SMACS. The single-thread case shows the well-known increase between user-only and user+operating
system references. For the two- and four-thread cases, the results are much more surprising. For small
caches, including operating system references does increase the cache miss rate a small amount, but once
the caches become large enough to retain some of the operating system’s working set, operating system
sharing actually improves the miss rate beyond the user-only trace. For the 2-thread case, the cross-over
point is at 32K. For the 4-thread case, it appears that the cross-over would occur just above 64K (just
beyond the range of our experiments). This intertask sharing represents a significant performance win for

SMT, potentially mitigating some of the performance problems caused by increased working-set.

4.3 The Effect of SMT on IPC an Overall Performance

SMTs ability to switch between different instruction streams allows it to better tolerate cache misses, pos-
sibly mitigating any increased cache load caused by the larger working sets of multiple threads. This poses
the question of which is the more dominate factor — latency tolerance or increased working set size? This
is an important question because if the increased strain on on-chip caches is larger than SMTs tolerance for

increased cache miss rates, then SMT may not see a significant performance improvement.

To understand the system-level impact of SMT’s memory system, we used SMACS to measure the

Instructions Per Cycle (IPC) for one, two and four threads. The results in Figure 6 show! that the increase
in IPC between one and two threads (with the operating system) is about 15%. However, any increase in
IPC means that SMT has improved the performance of the system. For the four-thread case, the perfor-

mance improvements are much more significant, with IPC almost doubling over the single-threaded case.

1. The simulations did neglect out-of-order execution, the latency of functional units and the TLB. However, adding
these factors should change impact the IPC performance of each thread about equally.

SMT’s Real Effect on Cache and BP Performance 9 Results and Analysis
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Figure 6: IPC

Run of SMACS with the operating system from the IBS
traces compared with the operating system removed.
OS - contains operating system references

no OS - does not contain operating system references.
Line Size = 32 bytes, Associativity = 1.

[ believe that the significant increase is due to: 1) the increased tolerance to cache misses; 2) the increased
sharing of operating system code. The four-threaded machine has more threads to run when a cache miss
occurs and the probability of the cache containing operating system code can actually increase with more

threads (it is also dependant upon the cache size).

Using the data from Figure 6 and separate simulations, I computed the total run time for each of the sys-
tems (Figure 7). The results show that a two-threaded SMT architecture would reduce the total run time of
two applications by about 20%, while the 4-threaded SMT machine reduces the total run time by up to

55%.

4.4 Does the Choice of Threads Matter?

Most of the simulations in this study were running the same two or four threads together. The worst case
single thread programs were chosen to try to get an lower bound on the performance numbers. However,

the two worst case single threads did not turn out to provide the worst case two-threaded simulation. This
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Figure 7: Run Time

Comparison of the run time of four programs (kenbus, Verilog, Sdet, Mpeg_play), all run with the operating system with
different degrees of multithreading.

(one thread) - The run time of the four programs added together.

(two threads) - Two threads are started together. When one finishes another is added, when only one is left the processor
switches into single thread mode.

(four threads) - All four threads are started at the same time. When two threads finish the processor switches to two thread
mode. and so on,

Switching modes (from two threads to a single thread etc...) can be justified by looking at [Tullsen96] in which the proces-
sor can switch between modes. (Line Size = 32 bytes, Associativity = 1, Cache Size = 32K)

can be explained because, threads with larger operating system would do better because of increased shar-

ing while examining single-thread performance does not take this into account.

Figure 8 and 9 contain the results of a study where half of the combinations of two threads (out of eight)
were simulated together, to evaluate the variation in performance of the instruction and data cache do to
thread choice. The results showed that there was a significant variation over the spectrum of combinations,
with a 30%variation to the data cache and a 40% variation to the instruction cache. This points to the
importance of thread execution choice in a SMT environment. Two threads with large amounts of operat-
ing system references (sharing in the caches) might do really well together, but run either together with a

thread with very little operating system and performance might degrade.
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