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Abstract

A fundamental problem in parallel computing is how to map a parallel program onto a multiprocessor
system. The choice of how a program is mapped will define its execution performance. In the field of
signal and image processing, many applications are composed of sequences of tasks that act on a
stream of input data sets in a pipeline manner. Such an application can be mapped to minimize latency,
maximize throughput, or minimize the number of processors used. Presented are algorithms that com-
pute the best mapping against each of these metrics based on the exhaustive search and dynamic pro-
gramming approaches. In addition, a greedy heuristic is developed which produces the optimal or
near-optimal mapping for real programs in linear time with respect to the number of processors. This
work contributes to solving the mapping problem by: One, presenting algorithms to determine the best
mapping; Two, including communication costs in the mapping computation; Three, exploiting cluster-
ing and replication to achieve optimal performance; and Four, not basing approaches on specific exe-
cution or communication timing behavior. Thus, the algorithms can be used with any timing model.
Experimentation results show these approaches achieve up to 20 percent speedup in latency and 9
times increase in throughput over pure data parallel mappings.

1 Introduction

A fundamental problem in parallel computing is how to map a parallel program onto a multiprocessor system.

The choice of how a program is mapped will define its execution performance. In the field of signal and image pro-

cessing many applications are composed of sequences of tasks that act on a stream of input data sets in a pipeline

manner. Such an application can be mapped to minimize latency, maximize throughput, or minimize the number of

processors used. The mapping can be optimized for only one of the these criteria and is subject to constraints on the

remaining two. For example, the Multibasefine Stereo program produces a depth image by processing data from

three video cameras. The objective is for the depth image to follow the subject of the cameras with minimal delay.

However, if the program’s throughput does not meet or exceed the camera’s frame rates, frames will be dropped.

With a finite number of system processors, the mapping problem is to minimize latency given throughput and pro-

cessor constraints. Presented in this thesis are algorithms to determine the optimal mapping.

Applications are composed of sequences of tasks. A task that may be executed on multiple processors, in

which all of the processors combine to execute a computation step across its data set, is said to be a data parallel

task. Execution of multiple data parallel tasks on the same set of processors is defined to be data parallel execu-

tion. A Single Instruction Multiple Data (SIMD) machine executes tasks in this manner. Tasks which are executed

In parallel on disjoint sets of processors are said to be executed in task parallel. A system which supports task par-

allel execution is a Multiple Instruction Multiple Data (MIMD) machine. Compiler and runtime support for task

and data parallel computing is an active area of research and some current work is presented in [2, 3, 7, 8, 13].

Gary L. Vondran 1 5/12/95



Optimization of Latency, Throughput and Processors for Pipelines of Data Parallel Tasks

Recent work shows the benefits of combining task and data parallel execution [7, 14]. When exploiting both

task and data parallel execution, tasks that execute in data parallel compr/se groups referred to as modules. The

process of grouping tasks into modules is known as clustering or task partitioning. The resultant list of modules is

referred to as a clustering. Once a clustering has been formed, multiple copies of a module may be mapped to dis-

joint sets of processors. Each copy is referred to as a module instance. The process of producing multiple instances

is known as replication (discussed later). The term degree of replication is used to denote the number of module

instances.

Given the large number of clustering, replication and processor allocation combinations available, an extensive

number of possible mappings exist. Figure 1 presents various mappings for an application composed of three

sequentially dependent tasks. Figure l(a) shows a pure data parallel mapping in which all tasks are clustered into 

single module and executed on the entire processor array. Figure l(b) shows a task parallel mapping in which each

task forms a unique module for which an exclusive set of processors is dedicated. Figure l(c) shows a combination

of data and task parallel mapping. Finally a mix of data and task parallelism with replication is presented in Figure

1(d).

(a) Data Parallel

(c) Data and Task Parallel

(b) Task Parallel

(d) Data and Task Parallel
and Replication

Figure 1: Data Parallel, Task Parallel and Replication Mappings

A large volume of literature exist on mapping and scheduling parallel programs. Some excellent references are

[1, 11, 17]. This thesis’s focus is on mapping coarse grain function level parallelism. It is assumed free grain paral-

lelism is exploited by an associated data parallel compiler. Further, this thesis will focus on developing algorithms

to determine the optimal mapping forpipelines of data parallel tasks. A pipeline is a sequentially dependent acyclic

series of tasks; each task receives data from one preceding task and sends its resultant data to one successor task.

The pipeline structure is chosen because it is the most common structure found in image and signal processing

applications. It is believed the algorithms presented can be extended to compute the best mapping for applications

composed of more complex data dependance graphs, e.g. series-parallel graphs.

Research that address the processor assignment problem of coarse grain tasks include work by Choudhary et.
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al. [4] and Ramaswamy et. al. [ 10]. Choudhary addresses the problem of optimal processor assignment of pipelines

of coarse grain tasks but assumes no communication cost (or that the communication cost is folded into computa-

tion time). Communication cost is shown to be a significant factor in processor mapping and is best represented

using a separate model. Ramaswamy uses convex programming to address the problem of minimizing latency but

does not address throughput or minimizing the number of processors. In addition, convex programming is tied to a

particular execution model which may not accurately represent the execution behavior in all cases.

This work contributes to solving the mapping problem by: One, presenting algorithms to determine the best

mapping; Two, including communication costs in the mapping computation; Three, exploiting clustering and repli-

cation to achieve optimal performance; and Four, not basing approaches on specific execution or communication

timing behavior. Thus, the algorithms can be used with any timing model.

Results presented are part of an automatic mapping tool that is integrated into the Fx compiler. Fx is subset

High Performance Fortran [9] compiler with support for task parallelism [13, 16]. Targets for Fx compiler are the

Intel Paragon, Intel iWarp, IBM SP2, Cray T3D, and clusters of network workstations running PVM. Although the

automatic mapping tool is used to determine the optimal static mapping, the algorithms presented can also be used

for dynamic mapping.

This thesis is organized as follows: Section 2 introduces the algorithmic problem to be solved. Sections 3, 4,

and 5 develop the mapping algorithms for minimizing latency, maximizing throughput, and minimizing the num-

ber of processors used, respectively. Section 6 presents results achieved for various programs. Conclusions are pre-

sented in Section 7.

2 Problem Statement

2.1 Execution Model
Consider an application composed of a sequentially dependent series of tasks, t1, t 2, t3, .... tk. Each task ~

receives data from the preceding task ~_1, processes it, and outputs the resultant data to the next task tj+~; the first

task reads external input data and the last task generates the final output data. All tasks can execute on multiple pro-

cessors and the execution time of each task is a function of the number of processors. The execution time functions

for the chain of k tasks are represented as follows:

j~lxec, j:2xec, ff3xec ..... fekxec

A pair of adjacent tasks may be clustered into the same module (executed in data parallel) or into different

modules (executed in task parallel). If the pair of tasks are clustered into the same module, the communication

between them is a potential internal redistribution of data. The data parallel communication time is a function of

the number of processors allocated to the module which the task pair is assigned. The data parallel communication

time functions for the chain of k tasks are represented as follows:

J1 --~2 ’J2-->3 ’J3--r4 ’ "’"J (k-l) --~k
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If a pair of adjacent tasks is partitioned into different modules, the communication time between them involves

moving data between different groups of processors. The communication time is a function of the number of pro-

cessors assigned to the sending task and the number of processors assigned to the receiving task. The task parallel

communication time functions for a chain of k tasks are represented as follows:

j:tlpcom ttrcom ttpcorn ttvcom--) 2 ’J2--~ 3 ’-~ 3--~ ’ "’": ( k-l) - -~k

The sending and the receiving tasks are both involved for the duration of a communication step. Thus the exe-

cution of the chain is modeled as shown in Figure 2. Note, jeom represents the applicable data parallel or task paral-

lel communication function.

The underlying assumption of this execution model is that the execution and communication timing is predict-

able; i.e. an execution or communication time function exist, whose behavior is the same for all data sets pro-

cessed. The execution time function is dependent only on the number of processors assigned to the task while the

communication time function is dependent on the number of processors assigned to the task pair. Clearly the model

is not applicable for applications whose timing behavior is strongly data dependent. Further, it is assumed the pro-

cessor location on the node array does not significantly impact the timing behavior. On the Intel iWarp, the primary

parallel machine used, no significant timing behavior associated with processor location was measured. It is

believed the presented approaches can be extended to handle timing models which account for processor location.

2.2 Mapping Problem

A mapping Mis composed of clustering, replication and processor assignments. A mapping of a chain of tasks

tl, t2, t3, .... t/c can be expressed as a sequence of modules, i.e. M = m1, m2, m3, .... mn, in which module mi receives

data from its predecessor mi_1 and sends its output to its successor mi+1. Module mi is a triplet (Fi, ri, Pi), for which

Fi is the subsequence of tasks t~,, t~, + 1, t~ + 2 ..... tv, which compose module mi. Every task belongs to exactly one and

only one module. The component ri is the degree of replication of module mi and Pi is the number of processors

allocated to each instance of module mi.

Module Response Time

The response time of a module, i.e. the total time the module spends processing one data set including the time
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to receive, process, and send to the following module, is a function of the number of processors assigned to the

module, Pi, and its adjacent modules, Pi-1 and pi÷l. Thus j~ = fi(Pi-1, Pi, Pi÷l). Given module mi in which Fi consists

of tasks tu~, tu~ ÷ 1, t~, ÷ 2 ..... tv,, the response time ftmction3~ of module mi is represented as follows:
vi vi - l

_ /~com xec ,~ r.dpcom + ¢tpcom
fi- (ui-1)~u,(Pi-l’Pi)+ (Pi)+ L~-’j~(i+I)(Pi) .’~,,--~(v~+l)(Pi’Pi+l)

j = ui J = ui

The first term is the time to receive data from the preceding module while the last term is the time to send the

processed data to the next module. The second and third terms are the time to process and redistribute the data

between the tasks within the module, respectively. Note, references to non-existent terms, e.g. Po and Pn+l, are

zero.

Replication of Modules

Replication is the process of mapping multiple instances of a module. Each instance processes alternate data

sets, increasing the throughput of a module as shown in figure 3. In this example the rate at which module m2 can

process data sets is tripled by replicating module m2 three times.

I~m~ Fm~Data ~ets

m2~ ~ ~mm

"l~

m2~ m~3 ~’~

~2~

Figure 3: Replication

It is assumed that modules do not exl~bit superlinear behavior, i.e. ~f Pi of module mi is incremented by one,

the response time~ is decreased a maximum factor of 1/(p#l). Thus the rate at which data sets can be processed 

a single instance of module mi can at best increase linearly with respect to Pi. With replication, however, the rate at

which module mi can process data sets will always be linear with respect to the degree of replication ri. Since the

total number of processors allocated to module mi is ri times Pi, replication is the most efficient way to increase

throughput of a module.

Note, an application’s latency is not directly affected as the degree of replication of its modules are kncreased.

However, the processors consumed by additional replication instances could have been otherwise used to reduce

the application’s latency. Thus, an indirect dependency between replication and latency exists.

The legality of replication of a particular module depends on the module’s data dependence constraints whose

discussion is beyond the scope of tl~s thesis. It is assumed known which tasks are replicatable and which are non-
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replicatable. Only modules composed exclusively of replicatable tasks are replicatable.

2.3 Performance Evaluation

Latency Computation

The latency L is the time for one data set to be processed by all tasks. A mapping M is composed of modules

m1, m2, m3 ..... mn, for which i is used to index the modules (i.e. 1 < i < n ). Fi of module mi is composed of tasks

t,~, t,~. 1, t~,+2 ..... tv~, for which j is used to index the tasks within a module (i.e. ui <j < vi). The latency is as fol-

lows:

xec ~, ~,~o~ ~,l~teco,.L = (Pi) + L,.~j--~ (/+1) (Pi) +i__~lf~/--r (vi+l) (Pi’Pi+l)
i=1 j=ui

The latency computation is composed of two terms; the processing time within modules and the communica-

tion lime between modules. The first term computes the total processing time across all modules, including the

execution (j, exec) and the internal redistribution of data (l@c°m). The second term computes the total communication

lime between all modules (ffcom). The latency is the sum of these terms.

Throughput Computation

The throughput T of a mapping M is the rate at which data sets can be processed and is measured in data sets

per second. For a pipeline of tasks, the throughput is limited by the module which can process the fewest data sets

per second. The throughput is as follows:

T-
max

1 < i < n ~Ji’rlJ

min
- l<_i<n(~/fi)

TWo key points can be derived from this equation: One, throughput is linearly dependent with respect to the

degree of replication of the slowest or ’"oottleneck" module. TWo, the throughput is inversely dependent with

respect to the response time of the "bottleneck" module.

Processor Computation
The total number of processors mapped to a module mi is the number of processors Pi allocated to each

instance of the module times the number of replication instances ri. The total number of processors used in a map-

ping M is the summation of the number of processors mapped to each module.

P = ~ (Pi × ri)
i=1

2.4 Optimal Mapping

A mapping M is composed of clustering, replication and processor assignments. An optimal mapping M°pt is

defined in terms of minimum latency, maximum throughput, or minimum number of processors used. The mapping

can be optimized for only one of these criteria and is subject to constraints on the remaining two. Constraints are
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restrictions which the mapping must meet or exceed. Only mappings which satisfy the specified constraints are

evaluated in terms of optimal performance. Special cases are a latency constraint of infinity and a throughput con-

straint of zero. These are in effect "don’t cares".

Given k tasks and P available processors, there exists O(2k) possible clusterings, O(Pk) replication combina-

tions, and O(Pk) possible processor distributions. This leads to O(2kP2k) possible mappings. In the following sec-

tions, the algorithms for minimizing latency, maximizing throughput, and minimizing the number of processors

used, are presented. It is shown that exhaustive search and dynamic programming based algorithms can compute

the optimal mapping in polynomial time. Further, a greedy heuristic is developed that produces optimal or near-

optimal mappings in linear lime with respect to the number of processors.

Table 1 presents the various optimization cases and their respective complexity. Boldface characters L, T and

P are used to denote the latency, throughput, and processor constraints respectively. Italic characters L, T, and P are

used to specify a mapping M’s latency, throughput, and number of processors.

Table 1: Optimal Mapping Cases

Optimize Constraints Exhaustive Dynamic Greedy
Search Programming Heuristic

Latency T> 0 P < P O (P/c) O (kP3) O (2/ck2P)

T> T P < P O (p/c) O (k2p4) O (2kk2p)

Throughput L < oo P < P O (e2/c) O (k2P5) O (2/ck3p)

L < L P < P O (p2/c) O (2/ck3P)

Processors L < L T> 0 O

L < ~, T> T O (P/C) O (k2p4) O (2kk2p)

L < L T> T O (P/C) O (2/ck2p)

Not all possible combinations of constraints are presented, e.g. P < ~o (the number of processors used is 

"don’t care"). Because all systems have a finite number of processors, a processor constraint ofP = oo is unrealis-

tic, and is not presented. Further, minimizing the number of processors given constraints L < oo and T > 0 is also

not presented. Clearly the fewest number of processors used to satisfy this case is zero. Other points are: One, the

dynamic programming approach cannot be used to compute the optimal mappings when a latency constraint is pro-

vided (discussed in section 4.2 and 5.2); Two, minimizing the number of processors requires the number of proces-

sors available in the system to be provided, as seen by the P term appearing in the complexity of the various

approaches.

3 Minimize Latency

In the following subsections, the exhaustive search, dynamic programming and greedy approaches are pre-
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sented. The basic approaches are first developed, followed by extensions to exploit clustering and replication.

3.1 Exhaustive Search

Exhaustive Search without Clustering or Replication

We begin by developing an algorithm to find the best mapping without clustering or replication. In this case,

each task will correspond to a unique module and have one and only one instance, i.e. Vi ri=l.

Lj is defined to return the minimum latency in which the throughput constraint is satisfied, for the task subchain

~ thru the last task t/c. For consistency throughout this and following sections, i is used to index modules, j is used

to index tasks.

[L~.P (pi, p, x) j<k

l/f/< T

The component Pi is the number of processors assigned to module mi; where mi is the module that contains task

~/. The value p is defined to be the number of processors available to the subchain ~/thru tk, not including Pi. In

order to verify that the throughput constraint is met, module mi’s response timeJ~ must be computed. The variable x

is used to compute module mi’s response time3~ by passing in a running sum of the time spent prior to task ty that

contributes to module mi’s response time. With no clustering, each task forms a unique module. Thus, x will equal

the task parallel communication time into the current module.

L/p is the minimum latency of tasks ~ through tk, if tasks ~ and ~/+1 are clustered into separate modules, i.e.

executed in task parallel. Without clustering, every task is clustered into a separate module with respect to its adja-

cent tasks. Therefore L/p is evaluated for each Lj with the exception of the last task. The last task has no successor,

so Lj equals either: fjexec if the module meets the throughput constraint; or infinity ff it does not. L/p is as follows:

min xeC(pi) Jj--~j+l(Pi, Pi+l) +Lj+I(Pi+I,P’,x’) 1/J)>TL~?’(pi, p,x) = l_<Pi+l_<p
oo 1/f/<T

Where j~, p’, and x’ are:

fi = ’~ +j~jxec (pi) +~j~ 1 (Pi, Pi+ 1) arid P" = P-Pi+ I and ’~" = ~jj~m+ l (Pi’Pi+ 1)

Given k tasks and P available processors, the minimum latency L equals:
min

L (P) = 1 <Pl -< P [L1 (Pl, P-pl, 0) 

Figure 4 presents the computation of L(P) given k tasks. Because Lj is recursively called through Ljtp, the min-

imum latency is computed by determining the minimum latency for an increasingly longer subchain of tasks. The

subchain being formed from task tk to t/. The optimal mapping M°pt is computed by saving the value of Pi+l which

produces the minimum latency at each level of recursion.
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