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introduction

1. Introduction

With the development of electronic synthesizers, much of the focus in music produc-
tion is shifting from the skilled performer, knowledgeable and facile on an instrument, to
the composer aided by an electronic music box. The composer may not be individually
skilled at each instrument, but with a synthesizer, may simultaneously compose and listen
to an entire orchestra at his fingertips. The beauty, quality, and creativity of the musical
composition relies on the capabilities of the synthesizer to create both natural-sounding

instruments, particularly the common acoustic instruments in orchestras and bands, and

innovative new sounds.

Music synthesizers currently implement acoustic guitars using a wide range of tech-
niques, including the creation of artificial spectra, as in FM synthesis; the playback of dig-
itally recorded segments of guitar sounds, as found on sampler-based systems; and
systems based on physical models of the guitar. The term “sampler” in this context refers
to an electronic instrument that digitally records segments of acoustic waveforms and then
can recreate these waveforms at a variety of playback rates, changing both pitch and dura-
tion of the original recorded sound. In contrast, the “sampling” of acoustic waveforms
refers to the process of converting continuous-time signals to discrete-time representa-

tions.

Music synthesis algorithms that are based on models of the physical behavior of musi-
cal instruments attempt to capture the major attributes of the instrument in response to
some ideal input, such as an impulse. Physical models are generally non-linear dynamic
systems and often require large mainframe computers to synthesize sounds in a reason-
able time-frame. Alternative methods have been proposed that use more computationally
efficient models typically based on linear system models. Such models are more computa-

tionally efficient and can be implemented using low-cost DSP-based systems.
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The goal of this Master’s Project is the development and implementation of a computa-
tional model for music synthesis that produces realistic acoustic guitar sounds. The com-
putationally-efficient, physically-based model of an acoustic guitar developed here has
four parts: a digital string model, based on a digital waveguide filter; the guitar steady-
state response analysis and synthesis; the guitar transient analysis and synthesis; and a
linear IIR filter that models the impulse response of the guitar body. Model parameters—
including note frequency and feedback decay rate—and guitar characteristics—including
the guitar body impulse response and note pluck point—are determined from automated
analysis of plucked guitar strings and “thumped” guitar body sampled at 44.1 kHz with 16
bits of quantization, the CD standard. The analysis and synthesis of acoustic guitar
sounds using this model does not require special-purpose hardware and can be imple-

mented with relative simplicity and low cost in software.

In this report, a brief overview of current synthesizer practices and technology is pre-
sented in section 2, and the physical characteristics of an acoustic guitar are discussed in
section 3. Linear filter models for digital strings are developed in section 4, and the com-
plete guitar model is presented in section 5. Methods for estimating string model parame-
ters from sampled data are developed in section 6, followed by a discussion of linear body
modeling in section 7. A complete analysis of a sampled string is presented in section 8.
Section 9 discusses how the model parameters affect the resulting string sound. Finally, a

rough computational expense analysis of the complete synthesis system is presented in

section 10.

2. Current Music Synthesis Algorithms

Electronic music synthesis has had a long, variegated history. In the early 1900’s elec-

tronic organs produced sound by spinning disks at various rates with electric motors. In

later years, the development of the vacuum tube amplifier and oscillator circuits allowed
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electronic instruments in a variety of forms [3]. The real development of synthesizers, how-
ever, has come about in the last 25 years following the invention of the microprocessor and

the corresponding surge in the microelectronics industry.

Current methods of electronic music synthesis have taken two distinct directions:
physical modeling, and “recording”, sampling and playback of data with some modifica-
tion. For the musician, samplers (and wavetable synthesizers) offer the most acoustically
accurate individual sounds, but the blending of sounds and potential musical expression
are limited. The musician cannot obtain the full range of expressivity on the synthesized
instrument, simply because the required sounds were not pre-recorded. To have greater
variety in instrumental expression, more samples must be stored in memory. In contrast,
physical modeling does allow for such variety, including the blending of sounds. While pre-
cise physical models produce excellent sounds, the computational complexity required to
implement these models is prohibitive for commercial synthesizers. Also, the production of
high quality sounds requires the same degree of skill as that required to play the physical

instrument, and does not easily allow for creative design of new sounds.

In recent years, much effort has gone into the development of synthesis techniques
that implement physical models of acoustic instruments and produce sounds similar to
the instruments themselves. This work has been bolstered in the last decade by the devel-
opment of digital filters that, when excited, simulate physically vibrating strings ([8], [11]).
Researchers have attempted to use these easily-implemented digital filters in combination

with other filters and techniques to produce a wide range of realistic sounds [7].

The following sections will discuss frequency modulation (FM) and linear-additive (LA)
synthesis, both examples of artificial spectral synthesis, samplers and sample playback,
and current physical modeling methods. Emphasis is placed on comparing and contrast-
ing these different methods based on the quality of the sound produced for an acoustic

guitar, ease of creation of realistic sounds, flexibility in use, and computational complexity.
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2.1 FM Synthesis

Frequency modulation (FM) synthesis, pioneered by Dr. John Chowning of Stanford in
1973, was made a commercial success by the Yamaha DX7, first introduced in 1980 [15].
FM synthesis works on a principle similar to FM radio: a cosine waveform, called the car-
rier, has a frequency that is dependent on another source. The DX7 has as its basic unit a
simple block, consisting of an oscillator and a time-varying amplifier whose gain is con-

trolled by an attack-decay-sustain-release (A/D/S/R) envelope, as shown in Figure 2.1.1.

Input
Waveform TR
(reflecting Amplifier » Output
input from
similar FM
blocks) T
Carrier
A/D/S/R
Frequency Envelope

Figure 2.1.1 DX7 FM Synthesis Unit
By combining six of these units in varying combinations, a wide range of sounds can be
produced. As a simple example, consider cascading two such units. The first is set to pro-
duce a cosine wave at 75% of the maximum possible amplitude and to have a carrier fre-
quency twice as high as the second unit, which is scaled to be proportional to the key
pressed on the synthesizer. The resulting output is given by:

y[n] = cos (wn+0.75cos (2wn)) 4)]

The resulting y[n] resembles a square wave, although it does not have as many har-
monics as a true square wave, nor are the harmonics at exactly the right height. This is
the main drawback of FM synthesis: the inability to accurately reproduce a desired har-
monic spectrum. Perceived acoustical accuracy in instrument sounds can only be pro-
duced by trial and error, varying FM parameters until the synthesized sound appears

reasonably close to a desired instrumental sound (based on listening tests). The main
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advantage of FM synthesis, on the other hand, is the ability to produce rich spectra that
cannot be produced any other way. FM synthesis has been used in many other Yamaha

synthesizers after the introduction of the DX7.

The acoustical accuracy of an FM synthesizer, when compared to an actual instrument,
is clearly very poor. Using FM techniques, it is quite difficult to produce a specific desired
harmonic relationship since the analysis is nonlinear and cannot be automated. However,
FM synthesis is extremely easy to implement on a single chip and does produce harmoni-

cally rich sounds.

2.2 Linear-Additive Synthesis

The linear-additive (LA) synthesis method is found in Roland synthesizers. This method
works on the principle that a low-pass filtering of standard waveforms available on func-
tion generators, such as a triangle or square wave, can produce a variety of waveforms
having less power in high harmonics. This technique is commonly known as subtractive
synthesis. The desired output sound is formed by a linear combination of several
smoothed waveforms. If the filters have a time-varying cutoff frequency then a variety of

sounds can be produced.

The Roland D-50 is an example of a synthesizer that uses LA synthesis. The D-50 has
four tone generators; each tone generator can be either a PCM sample playback unit or a
filtered waveform (synthesized). The synthesized tone generator has a time-varying low-
pass filter, in which the cutoff frequency varies with time according to an ADSR envelope,
and a time-varying amplifier, in which the gain is controlled by an ADSR envelope. The
PCM wave generator produces pre-recorded samples at the desired pitch and is followed by
a time-varying amplifier in which the gain is controlled by an ADSR envelope. Two tone
generators (called patches) are grouped into a tone structure, and two tone structures

make a sound. Tones are stereo constructs, and can have different reverberation and
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crossfade arrangements. The LA algorithm for the Roland D-50 synthesizer is shown in

Figure 2.2.1.

Using LA synthesis, a plucked guitar sound is created by combining a “pluck” PCM
sample and a filtered triangle wave. The resulting output is harmonically rich since the tri-
angle wave has many harmonics and sounds similar to an actual instrument since a trian-
gle wave is a possible waveform for a plucked string. The PCM waveform mimics the attack
characteristics. However, the spectra and temperament of a specific instrument is impossi-
ble to capture exactly since only the waveforms produced by the oscillators are usable.
Computationally, the LA algorithm is quite simple, and can be implemented with a DSP or

specialized hardware.
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Figure 2.2.1 Roland D-50 LA Synthesis

2.3 Samplers and Sample Playback

A sampler works on a simple principle: record a sound digitally, and then play the sam-
ple back at varying rates. Samplers are becoming more commonplace in the music indus-
try, and sampled-data synthesizers (often called wavetable synthesizers) are also

appearing. Samplers record data and use it immediately for playback, while the wavetable
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synthesizers have several waveforms stored in ROM and use a sample loop to extend the

sound duration.

The beauty of a sampler is that the sound reproduction is almost exact. What was
played will be faithfully reproduced when desired, and at different pitches—within reason.
Using a 440-Hz tone (A above middie C) recorded at 12 kHz used to generate a low A of 55
Hz requires a factor of 8 decrease in the playback rate (yielding 1.5 kHz) since 55 Hz
is one-eighth of 440 Hz. The change in playback rate relative to sample rate introduces
distortion: sharp transient effects become less transient (e.g. a sharp pistol shot becomes a
sustained cannon roar), and acoustic properties of instruments become distorted. Within

reasonable limits, samplers can accurately reproduce the instrument recorded.

The major limitation of sampling technology is that instrumental versatility is lost.
There is only so much one can do to a recorded sound to generate interesting, realistic
effects. To have a variety of instrumental playing styles, the instrument must be recorded

playing in each style.

Samplers are very computationally inexpensive, but do require large amounts of mem-
ory, which has become relatively cost-effective in recent years. The ability of the musician
to create realistically expressive sounds is constrained only by the number of instrument

sounds able to be sampled and by the limitations of pitch shifting.

2.4 Computational Physical Modeling Efforts

Current efforts (most notably [14]) at using physical models to generate acoustic guitar
sounds focus on two aspects of the guitar: the plucked string signal, and the guitar body
system. These methods attempt to capture the essence of the guitar system without over-
burdening the calculation requirements of the overall system. The method in [7] uses a
waveguide string model with Lagrange interpolation to implement non-integer periods and

uses a linear prediction error input to capture transient effects. The effect of the guitar
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body on the various harmonics is modeled by a digital filter in the waveguide feedback

loop.

This method is relatively computationally inexpensive. Up to 3000 linear prediction
error samples are stored per note, and four multiplication and addition operations per
sample are required to produce output. An entire synthesizer was implemented on a single
DSP board in software, requiring no specialized hardware. The sound quality is extremely

accurate since the inputs and the model parameters are determined from the characteris-

tics of the guitar.

2.5 Summary of Current Synthesis Techniques
Below is a table summarizing the computational complexity, acoustic accuracy, and

the ease of designing a synthesizer sound to produce the sounds of a specific instrument

(i.e. matching an acoustic prototype).

Ease of
Matching
Computational Acoustic Acoustic
Complexity Accuracy Prototype
Synthesis = Simple: done in hard- Poor Poor
ware
EI:Synmesis Simple Good Good
{{ Sampling Simple Excellent Excellent
(| Computational Physical Modeling | Fair Excellent Excellent

Sampling and computational physical modeling produce the best sounds and have the
best ability to match an acoustic prototype. While sampling is a less complex method, it
has inherent limitations that are overcome by physical modeling. These limitations are:
instrumental variety (sampling requires that samples of every instrument to be reproduced
be stored); instrumental versatility (sampling only allows one playing style for an instru-

ment, ie. the style in which the recording was generated, and can only change by storing
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more recordings); and acoustic accuracy (sampling loses accuracy as the samples are
pitch-shifted further from the recording rate, and so require more samples to cover the
possible range of an instrument). Physical modeling allows a performer to change model
parameters “on the fly” and, although requiring some knowledge of what the model param-
eters affect, does not require the performer to be an expert on the actual instrument to

produce accurate, realistic sounds.

3. The Acoustic Guitar

Guitar Bod
Lar by / Strings
===
T Tuning
Bridge Sound Hole Knobs

Neck and Fretboard

Figure 3.0.1 Acoustic Guitar Anatomy
The instrument of interest is the acoustic guitar, which has the standard construction
and terminology as shown in Figure 3.0.1. Acoustic guitars come in a variety of styles,
from classical to folk, and each guitar is subtly different due to variations in the construc-
tion of the guitar body. Guitar strings are either nylon or steel. The guitar body is roughly
hourglass in shape, with a round hole in the middle of the top plate of the guitar body. The
strings of the guitar run along the neck of the guitar to the bridge, which is positioned just

below the sound hole in the top plate.

3.1 Guitar Physics: The String
The standard guitar has six strings, each of similar length, but having different density

and tension. These differences produce the observed changes in frequency from one string
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