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Abstract

This research considers distortion-invariant object detection and classification in synthetic
aperture radar (SAR) images. SAR sensors are attractive since they provide data in a wide range
of weather conditions and their range resolutions can be made independent of the absolute range.
Among the issues which make SAR object detection and classification difficult and different from
other sensor imagery are the large dynamic range of the pixel values and the extreme variability
of the images for small distortions of the object.

Correlation filters are shift-invariant and hence are promising for SAR since large regions
of data can be analyzed in a computationally efficient manner. The correlation filter we use is
known as the minimum noise and correlation energy (MINACE) filter. Multiple MINACE filters
that cover different ranges of angular distortions are designed. MINACE filter improvements
for SAR are suggested.

Test results are provided for real SAR data with 360° aspect views of 2 different objects and
for 100 real SAR clutter chips (natural and man-made). We obtained Pp = 100% and Prpa <
0.89% with only three filters per object.

Keywords: Detection, Distortion-invariant filters, MINACE filters, Pattern Recognition,

Synthetic Aperture Radar.
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1 Introduction

We consider the detection and classification of objects in Synthetic Aperture Radar (SAR) data.
Detection is the location of candidate regions of interest (ROIs) in a scene for multiple classes of
objects with geometric and contrast distortions present and in the presence of clutter. Classification
is determining the class identity of each object in an ROI or a scene.

SAR sensors are attractive since they provide data in a wide range of conditions (day or night, in
dense fog or thick cloud cover) with no degradation in performance [1]. However, several issues make
detection and classification in SAR data very difficult and very different from other sensor imagery.
These include: the speckle present in SAR images [2]; SAR images are not continuous images,
rather they generally consist of several bright and isolated pixels; SAR images vary significantly if
the object aspect view varies by only a few degrees; the intensities of the different peaks in a SAR
image vary significantly with the depression angle ! of the SAR and the aspect angle 2 of the object
(for our 5.5 ° depression angle data, the largest pixel value varies by a factor of 100 over a 180°
range of aspect angles for a typical object); and the energy in different aspect views varies widely

by a factor of 10* over the same 180° aspect range for a typical object).
g

2 Prior Work

Typical SAR processors such as those developed by MIT Lincoln Laboratories [3] use several
stages such as a prescreener (this detects regions of interest, ROIs), discriminator (to reduce the
false alarms and the number of ROIs to be further processed), and classifier. Our filters are shift-
invariant and thus can be computationally efficiently applied to the entire SAR scene; thus they
can perform all the functions of the separate stages as well as augmenting the performance of any
stage.

Our major concern are filters (shift-invariant ones) for SAR detection/recognition. Earlier SAR

tests [4] indicated that 2-D templates (images) gave better performance than 1-D ones (range

!The depression angle of a SAR system is the angle between the horizontal and the line of sight of the radar when

the radar is pointed towards the ground.
>The aspect angle of the object is the angle on the ground between the front of the object and the radar’s line

of sight projected to the ground. An image with the front side of the object on the left is the 0° aspect view. The
aspect view angle increases with the clockwise rotation of the object; the 90° aspect view is the view with the front

of the object on the top of the image; and the 180° aspect view occurs when the front of the object is on the right

of the image.



profiles), since more information is present in 2-D images than in 1-D images (however, the test
sets used were included in the training set, or a large number (360) of filters were used for each
object). The present SAR classifier [5] uses shift-invariant pattern matching template filters and a
quadratic distance correlation filter [6]. However, 72 template filters seem to be used per object in
the first classifier (each template is the average of five images at 1° aspect intervals; it thus seems
to contain all test set imagery) and 160 filters are necesssary for a 5-class problem in the second
filter set (and it can only be applied to ROIs and not to full scenes with more than one object
present). However results are very impressive since Pc3=97% recognition was obtained for netted
targets and Po=100% was obtained for bare targets (a 2 class problem with only a 68° range of
aspects was considered; separate filters seem to be necessary [7] for each 35° range of aspect views)
and Pga* = 5% was achieved (rejection of 95% of the 148 clutter chips) by fusing [8] outputs from
multiple detection algorithms . Thus, 2-D filter methods clearly merit attention, but the number
of filters required should be reduced, Pr4 should be improved and tests over a full 360° aspect range
are needed.

Distortion-invariant filters that recognize an object independent of its aspect view or other
distortions are of prime concern, since they allow use of a reduced number of filters per object
(rather than requiring one filter for each distorted view or small range of distortions of an object);
they are also shift-invariant and can thus handle multiple objects in a scene in efficient parallel
hardware. Prior SAR processing using older versions of distortion-invariant filters has considered
Synthetic Discriminant function (SDF) [9] and Minimum Average Correlation Energy (MACE)
(10] filters. These filters are designed from training set images using linear algebra techniques.
The SDF filter is a linear combination of training set images with the same correlation peak value
(typically one) specified for each training image. The MACE filter specifies the correlation peak
value and requires the filter to minimize the correlation plane energy due to the training set images
(this reduces false alarms and sidelobes and improves discrimination, but can result in poor intra-
class recognition of non-training set data [11]). Tests of these filters were performed on a 3-class
problem with a 35° range of aspect angles (35 images per class at 1° intervals in aspect) and with
100 clutter chips. Half of the 35 images were used for training (17) and half (18) for testing. All
Ngg = 17 training images were included in each filter. The SDF (MACE) filters gave P = 100%

3P¢ or percentage of correct classification is the percentage of the targets which were correctly classified among

all the targets tested.
4P pa or percentage of false alarms is the percentage of the clutter images which were falsely detected as targets

among all the clutter images tested.



(74%) and the percentage of the 100 clutter chips with false alarms was Prpa=29% (37%). These
results are surprising since all of our MACE filters have better Pr4 than SDF filters. The use of all
training images (N7 = Nrg) in each filter can be one source of poor P¢, since large N7 is known
[11] to produce poor P¢ and large Ny also produces poor Pry (since all images within the convex
volume of N are recognized). Different thresholds (0.7 and 0.35, where the correlation peaks were
constrained to be 1.0) were used in the SD¥ and MACE filters and thus comparisons do not seem
fair. We modified the original MINACE algorithm [12] to overcome MACE and SDF problems
and modified it for SAR data (Section 4.1).

From this brief summary of prior work, we find that SAR classifiers can approach Po=100%
and Ppy =~ 5%. Thus, for detection, our goals are Pp® ~ 100% and a better Prpy < 1% using

fewer filters per object class, and using the full 36(° range of object aspect distortions.

3 Databases

The training set imagery used in SAR detection and classification is typically inverse SAR
(ISAR) data or model-based data. The input image on which detection and classification is per-
formed is typically a sidelooking or stripmap SAR image.

The SAR object images we use are from the Georgia Tech Research Institute (GTRI) database.
The images are obtained using a 35 GHz SAR sensor with a bandwidth of 600 MHz at a depression
angle of 5.5° in the ISAR mode. For each orientation (aspect angle) of the object, a stepped
frequency radar waveform is transmitted (the frequency is linearly increased). The radar beam
illuminates the entire object, thus shifted versions of the transmitted signal are received for each
reflector on the object. The FFT of this 1-D return signal is formed to yield one complex valued
1-D range profile of the object at each aspect view angle. The range resolution obtained with a
signal of bandwidth (B) is ¢/2B where c is the propagation velocity (3.0 x 108 m/s) of the radar
signal; for a bandwidth of 600 MHz, we thus obtain a range resolution of 3 x 10® m/s /2(600 MHz)
= 0.25m ~ 1. Such a high resolution range profile is available for every 0.04 ° aspect angle rotation
of the object. To produce one ISAR 2-D image of the object at a given orientation, we place the
1-D range returns for 20 different rotations of the objects at 0.04 ° increments side-by-side, thus

covering an angular range of 0.8°. The range X cross-range image is obtained by windowing these

5Pp or percentage of detection is the percentage of the targets which were detected among all the targets tested.

In our algorithms, detection preceeds classification.



1-D signals using a Hamming window and taking a 1-D FFT in the cross-range direction. The
cross-range resolution obtained by imaging over an angular range of u radians is A/26u, where A
is the wavelength of the radar signal. The 35 GHz frequency corresponds to a wavelength A of ¢/ f
= 3.0 x 108 /(35 x 10%) = 8.57 x 1073 m; for an angular range of 0.8°, fu = 0.8 x 3.14/180° =
0.01396 radians and we obtain a cross-range resolution of 8.57 x 1072/(2 x 0.01396)=0.30 m =1".
The final output image is 64 pixels in range and 20 pixels in cross-range. The object occupies 32
range bins (pixels 24 - 55 in the range direction). We extract these 32 x 20 pixel region from this
output. Thus all of our object images are 32 x 20 pixels with a resolution of 1’ x 1’.

We use another 20 non-overlapping range profiles to produce another ISAR image. Some of the
range profiles are missing in the database and hence the aspect angles of the object in the final
images are generally 1 © apart in aspect angle; every ninth or tenth image is 1.1° different in aspect.
There are a total of 350 images at different aspect angles for each object. We refer to these images
as the aspect angle views from 1° to 350°, although they cover the whole 360° range of aspects.
The database contains four objects- a Camarro, a Dodge van, a pickup truck and a bulldozer. The
pickup truck and the bulldozer are used in our tests as they resemble military vehicles more than
the other objects do. Bulldozer images are shown in Fig la and b and pickup truck images are
shown in Fig 1c and d.

To test the clutter rejection of our filters, we used a set of real SAR clutter chips also at 1’ x 1’
resolution. These chips were obtained from a larger set of 127 2048x512 pixel clutter scenes called
the MIT Lincoln Labs Advanced Detection Technology Sensor (ADTS) data. These are scenes
of Stockbridge, NY obtained using a sidelooking SAR system at 35 GHz frequency with a 30°
depression angle. The 100 clutter chips we used are the 128x128 pixel clutter regions of these
scenes that passed the first two stages of the Lincoln Labs baseline system [3]. These contain both
natural and man-made clutter. Fig 2 shows two typical clutter chips used in our tests. As seen,
both images have very bright pixel values and significant structure. Since our object images are 32
X 20 pixels, we have to test each 32 X 20 pixel region in every clutter chip. Within one 128 x 128
pixel clutter chip there are (128-31)(128-19) = 97 x 109 = 10,573 different 32 x 20 pixel regions
that fully fit in the 128 x 128 pixels. Thus there are a total of 100 x 10573 = 1,057,300 32 x 20
pixel clutter test images in these 100 chips.

All object and clutter images are available in HH,HV and VV polarizations. These are combined
in a polarimetric whitening filter (PWF') [1] to reduce speckle without reducing resolution; all data

we processed have been polarimetrically whitened. PWF adds intensities, so the output data we
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Figure 1: SAR images of bulldozer (a)1° aspect and (b)3°aspect and pickup truck (c)1° aspect and
(d)3° aspect

Figure 2: Typical clutter chips






