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Abstract

Many replicated disk storage and file systems take either a

software-oriented approach to fault tolerance. This paper

fault-tolerant disk storage system that falls in between th,

ries. The implementation enhances a Reflective Memory-

system consisting of an array of standard computers. Util

line, this project provides the basis for high-availability r~

without compromising the performance level achieved by

paper entails the implementation of the log-ahead replication algorithms developed to run

gO-intensive applications such as a direct access storage device (DASD) subsystem. Per-

formance measurements indicate that using a log-ahead primary copy replication algorithm

in Reflective Memory imposes very little overhead (approximately 5% or less) over conven-

tional systems for supporting replicated, distributed, cached storage system services.

1. Introduction

Many existing fault tolerant systems may be categorized as hardware solutions that rely on redundant logic,

lock stepped hardware, and specialized power supplies, or software solutions that rely on standard network

protocols or clustering techniques. Both approaches have their shortcomings. The hardware approaches are

designed to scale to high workloads but tend to fall behind the technology curve and become obsolete

1Portions of this paper appear in the 28th Hawaii International Conference on System Sciences, January 3-6, 1995.

This research was sponsored by Encore Computer Corporation, 300 Nickerson Road, Marlborough, MA 01752.
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quickly; they rarely use standard hardware components. SoRware approaches offer more flexibility, in choice

of components and configurations, but tend to incur significant performance overhead and are often limited

by message passing, standard protocols and the speed of network interconnects. It is often difficult, using

’either approach, to offer high performance for I/O-intensive applications such as on-line transaction process-

ing (OLTP).

Studies indicate that hardware faults are a minor cause of down time in OLTP systems [7]. Apart from power

failures which may be addressed through specialized power supplies, system outages can be attributed to

other causes such as:

¯ Software failures, upgrades or repairs

¯ Data reorganization, migration or backup

Hardware or software upgrades and repairs require a modularity allowing some hardware or software subsys-

tems to be taken off-line, upgraded and brought back on-line transparently. Data reorganization, which

involves redistributing data among storage devices or migrating data to new devices, has been supported by

proprietary mainframes for many years, yet is not found in many open systems to date [6].

Data mirroring algorithms, such as primary copy replication, have been developed for transaction oriented

~ systems to provide high availability and recovery from system failure [10]. While such algorithms are preva-

lent among fault-tolerant network file systems, often there is a significant performance penalty associated

with replicated I/O at network speeds.

The Infinity architecture, outlined in this paper, provides the fundamental building blocks to realize a fault-

tolerant system offering the advantages of the hardware and software approaches. A massively parallel proc-

essing (MPP) system, it interconnects nodes via high-bandwidth Reflective Memory, where each individual

node consists of a computer built from standard components. This paper addresses the implementation of a

fault tolerant disk storage system using the Infinity MPP.

1.1 Goals

The goal of this paper is to implement a high performance fault-tolerant file and storage system that is able to

address many of the common causes of down time in OLTP systems through replication. The goal of the

implementation is to keep the performance of the replicated system as close to the performance of the con-

ventional system as possible during normal mode of operation. Further goals include extending the

’functionality of the system to include capability for on-line recovery and repair in order to minimize down

time.
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Infinity represents a modular MPP interconnecting multiple nodes. The Reflective Memory interconnect ex-

ploits the modularity of this architecture allowing to dynamically remove, repair, and return subsystems of an

MPP to service transparently without affecting the remainder of the system. These capabilities provide the

basis for extending Infinity with fault-tolerant functionality.

Utilizing the basic Infinity MPP disk storage system, the objective is to implement a fault-tolerant file and

storage system with the following features:

ruinimal performance overhead for maintaining replicated storage and file systems

capability for on-line maintenance and software upgrades, where individual storage subsystems (or MPP

nodes) can be removed or added without down time

¯ capability for on-line data reorganization and migration to maintain high utilization and efficiency

A running prototype system will be used to evaluate these design goals. The implementation platform for the

fault-tolerant system is a dua/node Encore Infinity series. The primary end application is a non-stop DASD

emulation application driven by a mainframe [8]. Preliminary experience and performance measurements in-

dicate that Reflective Memory is a very efficient intercormect for building massively parallel fault-tolerant

systems. We use the prototype DASD system to validate the low performance overhead of this replication

scheme and to demonstrate the ability to recover the system and carry out data reorganization on-line.

In order to meet the design objectives and simplify the implementation, the decision is made to address single

points of failure only. The probability of the same component failure on multiple systems is low and, there-

fore, the choice is made not to expend hardware resources beyond dual module redundancy to guard against

concurrent failures.

Note that the goals of this paper do not including assessing the fault coverage of the implementation with

respect to all possible system failures encountered by disk storage or file systems. The aim is to demonstrate

an efficient implementation for building scaleable, highly available systems based on Reflective Memory and

well-documented replication techniques. The low performance overhead of the implementation will be vali-

dated through performance measurements on a working system.

In the remainder of the paper, we compare Infinity to other fault-tolerant systems, highlight key design deci-

sions and describe the architecture and the actual configuration used. We continue by describing the design,

presenting an analysis of the algorithms used to implement mirroring services. Finally, we summarize our

experiences with DASD emulation that has been shown to survive node failures and utilize on-line recovery

in a manner transparent to the end user.

Fault-Tolerant Disk Storage System Using Reflective Memory 3



1.2 The Infinity Architecture

Architecturally, Infinity links standard hardware and software components to implement individual subsys-

tems of a massively parallel processor (MPP). Each node of the system contains multiprocessor CPU board,

local memory and a separate power supply. For performance and throughput, the high-bandwidth Reflective

Memory bus interconnects the nodes or subsystems. For ease of programming and integration, it uses a

shared memory abstraction as the basic communication mechanism and runs a standard UNIX operating sys-

tem. Figure 1 illustrates the system architecture.

0

Figure 1: Infinity Architecture

Reflective Memory allows selected memory regions to be reflected or shadowed between two or more sub-

systems comprising the MPP. This hardware-assisted memory reflection provides a fault-tolerant and

persistent global shared memory mechanism. The properties of Reflective Memory allow a subsystem to be

individually removed or added while maintaining a globally consistent view of the shared-memory region

and without disrupting memory accesses and updates already in progress from other subsystems.

The fault-tolerant storage system is based on the full or selective replication of a file system on at least two

distinct subsystems, which we call Input/Output Caching Controllers, that, in conjunction with transaction

processing systems, provide both a hardware and software fault-tolerant environment. Each Input/Output

controller is capable of providing cached file system or disk services on top of a massive array of disk con-

trollers, drives and tape backup devices. User programs may access the Input/Output controllers from a

distinct set of computing subsystems or a mainframe. These computing subsystems or nodes may also run a

standard UNIX operating system and, although, in some instances, may support a local file system, they

maintain little state and offload most of the file-system work to the Input/Output controller. The front-end of
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the storage system essentially performs only a routing function. It determines the destination of each disk

request and forwards the call to the appropriate controller whicl~ executes the task and returns the result.

Differently from network operating systems that may incur performance overhead in handling client/server

protocols and associated data copying, Infinity relies on the "zero-protocol," shared memory-based communi-

cation that adds virtually no overhead to file system I/O performed on the Input/Output controller. More

importantly, it avoids data copying by utilizing memory mapping: a dynamic configuration capability allow-

ing blocks of memory to be either in private mode (mapped into a single program’s address space) or 

reflective mode (mapped into the network global shared memory space). Combining the dynamic mapping

capability with extremely efficient memory based message passing, the controllers act as an intelligent direct

memory access (DMA) engine capable of executing disk transfers directly into memory that can be accessed

by multiple I/O controllers, without added intervention from the operating system aside from specifying re-

flection addresses at system initialization. Figure 2 illustrates memory-mapped disk I/O between controller

nodes.

I/O Controller 2
Node Reflective

Memory

I/O Controller 1
Node Reflective

Memory

Disk Subsystem

DMA into Reflective
memory

Figure 2: Memory-mapped I/O

Dynamic memory reflection implements a mirrored, low performance overhead, fault-tolerant cache for the

disk storage system described here. Whether a file system call is forwarded to one I/O controller or pair of

replicated controllers is dependent on the configuration of the Reflective Memory mapping. It is transparent

to the end user program whether a write request is issued to one or two I/O controllers.
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Because mirroring can be configured in hardware, utilization of redundant hardware during normal mode of

operation can be used to effectively increase system capacity for transactions. In particular, a fault tolerant

configuration broadcasts transactions that update to multiple controllers with very little or no degradation in

performance; read only transactions are routed among those controllers. In either case, hardware reflection

frees up replicated processing resources on each subsystem for local use until one of the subsystems experi-

ences a failure.

1.3 Related Work

There is a wide spectrum of design alternatives in building fault-tolerant file and disk storage systems. At one

extreme, hardware-oriented approaches are based on special-purpose, lock-stepped replicated hardware; at the

other .extreme, software approaches rely on routing and replication across a network to provide high-

availability service to users. As ~a massively parallel processor, Infinlty’s architecture does not strictly follow

either of the above categories.

Infinity is also different from the existing massively parallel computers, such as nCUBE [5] or Paragon [9];

that support multiprocessing but fail to provide the shared-memory abstraction for their interconnects. In

addition, many of those systems lack even rudimentary support for nodes being able to enter or exit the con-

figuration without taking the entire system off line [19]. In contrast, Infinity’s hardware and software allow

any node to enter or exit the configuration without rebooting, atomically updating an entering node’s state in

Reflective Memory.

Infinity is not an "ultracomputer" in the quest for the Teraflops Supercomputer [4]. Instead, Infinity strives

towards scaleable, fault-tolerant and massively parallel input/output processing [I] [13] [17]. From the user

perspective, Infinity appears similar to the emerging "open-cluster" computers that are used for on-line trans-

action processing [13] [14].

Many of the "open cluster" computers use RAIDs [12] and dual-hosted or multi-hosted disk storage systems

to increase reliability. IBM’s AIX High Availability 6000 clusters utilize disk sharing between clustered

workstations to provide enhanced availability [2]. Similarly, Infinity utilizes RAID technology and dual-

hosted disks. Most such clustered systems, however, rely on sophisticated lock managers to coordinate file

access between nodes. Unlike these systems, Infinity does not require a distributed lock manager because the

file system resides on each I/O controller, not on the machine issuing requests.

Infinity is conceptually similar to a shared-memory MPP except that the actual memory is shared via its "dy-

namic reflection" capability; memory is accessed and modified at memory access speeds, on the order of tens

of nanoseconds. Shared-memory based software mechanisms provide inter-process coordination and syn-
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chronization. This paper describes the software mechanisms that provide fault-tolerant input/output process-

ing.

From the fault-tolerant input/output perspective, the replicated d/sk storage systems introduced here are dif-

ferent from the low-level approaches such as RAID in that they provide higher-level mirroring. High-level

mirroring allows for an entire file system, including cache, to be replicated, resulting in more flexibility and

better performance° Moreover, any file system can be layered on top of the mirrored caching in Reflective

Memory. For full disk replication, the primary copy replication with log-ahead algorithm that will be detailed

later bears similarity to other primary copy algorithms such as HARP [10], though the actual implementation

is simplified by the capabilities of Reflective Memory.

2. Fault-tolerant Architecture

The essential elements of the fault tolerant storage and file system are a pair of Input/Output cache controller

nodes interconnected via Reflective Memory. We first present a brief overview of Reflective Memory and

look at the actual configuration.

2.1 Reflective Memory

The Reflective Memory bus is the backbone of the Infinity computer, capable of interconnecting multiple

processing nodes with at least two Input/Output controller nodes (or controllers) [15]. Each Reflective Mem-

ory bus provides a peak throughput of 53-100 megabytes per second. The high bandwidth of the bus,

combined with simple shared memory-based messaging, allows nodes to access the storage system residing

on controllers at local speeds. A total of up to nine nodes and/or controllers can be configured to share Re-

flective Memory.

The actual Reflective Memory is a VME bus compatible board that contains 64 to 512 megabytes of memory

to provide efficient coupling of processor nodes for time-critical applications. From an operating system

point of view, it is an external memory board that is mapped in to an otherwise unused address range, with an

access time of 75 nanoseconds. It behaves very similarly to a conventional memory board but allows memory

updates to be selectively reflected across the Reflective Memory bus to other interconnected subsystems.

Although the Reflective Memory bus is a very high-bandwidth bus, it provides a reliable memory abstraction

protected via parity checking. Network protocols with checksums are not necessary to ensure data integrity

between communicating subsystems. Similarly, flow control is provided by hardware, maintaining the shared
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memory abstraction without affecting the way software is written. Utilizing shared memory principles offers

"zero protocol" communication between physical memories on separate machines [11].

To provide replication spanning separate buildings, Reflective Memory supports a fiber-optic link (FORMS)

allowing the bus to span distances up to 3 kilometers. Across the fiber-optic link, the semantics of Reflective

Memory remain identical.

2.2 The DASD Configuration

In the DASD configuration, one or more Infinity controllers service mainframe requests. Figure 3 illustrates

the non-replicated DASD configuration. In this configuration, a mainframe issues I/O requests to the Infinity

controller through specialized multiplexing boards. The controller handles the request using a cache imple-

mented in software and SCSI disks.

Disk Channels

Mainframe

~ SIVlP Cache IO

Controller
Node

SCSI controllers

SCSI disks

Figure 3: DASD non-replicated configuration

Figure 4 illustrates the replicated configuration where two controllers service mainframe requests. In this

case, the I/O controllers are interconnected via Reflective Memory and the cache resides in Reflective Mem-

ory so that it is visible to both nodes. The fault-tolerant configuration can support the following high

availability DASD functionality:

¯ dual-copy : disks may be mirrored on individual controllers or between controllers

* concurrent copy : database snapshots can be taken for backups on line

stable storage cached writes : I/O completes when it resides in Reflective Memory of two controllers and can

subsequently survive the failure of a single controller
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