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Abstract

Our goal is to transform a low-level circuit design into a more abstract representation. This is done
in two stages. Tranalyze, an existing analysis tool, takes a switch-level circuit and generates a
functionally equivalent gate-level representation. The thesis focuses on the second stage, which
takes a gate-level sequential circuit and performs a temporal analysis that abstracts the clocks from
the circuit. The user must provide information about the clocking methodology, when the inputs
are set and the outputs are observed. The analysis then generates a cycle-level gate model with the
detailed timing abstracted from the original circuit. Unlike other possible approaches, our analysis
does not require the user to identify state elements, give the timings of internal state signals, or
give a high level description of the desired functionality. The temporal analysis process has appli-
cations in simulation, formal verification, and reverse engineering of pre-existing circuits. As an
example, given a domino logic circuit, we can generate the equivalent static gate representation.
Experimental results show a 20%-50% reduction in the size of the circuit and a 2 to 100 times

speedup in simulation time.
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Section 1

Introduction

1.1 Background and Motivation

Typically, a hardware design process involves a hierarchy of stages. A designer normally starts
with an abstract behavior of the system and goes through several transformation steps before
obtaining a detailed implementation of the circuit. Synthesis tools are used to aid a designer in cre-
ating a manufacturable circuit. As Figure 1.1 shows, the synthesis process involves a top to bottom

design flow. Every successive stage adds more detail to the circuit design.

Least Detailed -
Abstract Behavior Synthesis  Analysi
RTL
gates
> Tranalyze
transistors
Most Detailed physical layout '

Figure 1.1 Levels of Detail in a Circuit Design



While synthesis tools help a designer create a manufacturable circuit, there exists a need for tools
that transform detailed circuit models into more abstract, less complicated models. This process,
also shown in Figure 1.1, is a bottom to top flow. A more abstract circuit design may provide
advantages in the areas of simulation, formal hardware verification, and reverse engineering of
existing circuits. As designs grow larger, it becomes impractical to simulate an entire low-level
design. Transformations are performed to remove details from the circuit design, thus producing a
smaller abstracted circuit and improving the performance of a simulator. The task of formal verifi-
cation is to verify that a circuit functions according to its abstract specification. Typically, there is a
wide gap between a detailed circuit and its specification. Tools that move a circuit up the design
chain allow us to reduce this gap. Finally, there has been a recent interest in being able to reverse
engineer an existing circuit design. As the design industry matures, old circuit designs are uncov-
ered in which the functionality of the circuit is unknown or lost. The circuits may have compli-
cated clocking and timing patterns, making them difficult to understand. Performing a temporal

analysis will abstract out the timing, thus enabling the user to understand the functionality.

A tool called Tranalyze [9] has been created that transforms a switch-level circuit into a function-
ally equivalent gate-level representation. However, this circuit generated from the switch-level
analysis is still a very low-level representation. If the clocking methodology is known, the clocks
can be abstracted through a “temporal analysis” that would generate a higher-level circuit, as
shown in Figure 1.2. This new circuit will provide the three advantages described previously.
Since as much as 90% [15] of the circuit activity in sequential circuits is directly attributable to
clocks, abstracting out the clocks will speed up the simulation process. The removal of the clocks
will also make the new circuit more readable than the original circuit, since the new circuit will not

contain logic corresponding to the clocks.
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Figure 1.2 Abstraction process in circuit design

1.2 Domino Example

The following example explains the benefit of temporal analysis. Consider the switch-level dom-

ino circuit shown in Figure 1.3.

-

Figure 1.3 Switch Level Domino Circuit

The abstraction process of Tranalyze can be broken down into a few steps. The first step performs
a switch-level analysis and generates a low-level gate circuit. For this domino circuit, the switch-
level analysis generates a functionally correct but very complicated gate-level representation.
Without the clocking pattern, all clocks are treated as generic inputs. The gate-level circuit in Fig-
ure 1.4 represents most aspects of the circuit generated by the switch-level analysis. The behavior
of the circuit is similar to an RS latch with the set activated on a low clock and the reset on the
and of the clock and data inputs. More about the actual circuit that the switch-level analysis in

Tranalyze generates will be covered later.
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Figure 1.4 Gate-level Representation of Figure 1.3

Domino logic circuits are usually operated over two phases, known as the “precharge” and “dis-
charge” phases. During the precharge phase, the clock () is low which drives net A high and net B
to a low logic state. During the discharge phase, the clock is set high. If both nets a and b are high,
net A is pulled to ground. However, if either a or b is low, net A does not have a path to ground and
consequently retains its high value from the precharge phase. This is due to the stored charge asso-
ciated with each net. Therefore, under the proper clocking scheme, net A is essentially the nand
of nets a and b. Net B is easily recognized to be the invert of net A. Typically, in a domino cir-

cuit inputs are set during the precharge phase and outputs observed during the discharge phase.

After the switch-level analysis generates a gate model, the second stage of Tranalyze performs a
temporal analysis to abstract the clocks from the gate model. Given the appropriate clocking pat-
tern, information regarding when inputs will be set and when outputs are to be sampled, our exam-
ple reduces to the one shown in Figure 1.5. This model is very simple to read since the clock has
been abstracted out. By taking advantage of the temporal information specified by the user, a sim-

ple static logic gate is produced.

a —

Figure 1.5 Temporally Analyzed Domino Circuit

Performing a temporal analysis on the circuit that the switch-level analysis of Tranalyze generates
has taken the circuit to a higher level of abstraction. The clocks and associated activity have been

removed, thus resulting in faster simulation. The task of formal verification has also become easier
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with the new circuit. Finally, notice that the nand functionality of the circuit has been automati-

cally extracted.

1.3 Previous Work

Most of the previous work done in the area of clock abstraction is based on the idea of clock sup-
pression. This method attempts to suppress the clocks during simulation. The fundamental differ-
ence between this method and ours is that clock suppression only applies to simulation. Clock
suppression is implemented as algorithms in special purpose simulators. As opposed to the clock
suppression method, our temporal analysis generates a new circuit that can be simulated using any

general gate-level simulator.

Apart from clock suppression, other work has been done that uses the clocking information to gen-
erate a more simplified model. This new model may be used for other purposes, such as finite state

machine extraction and formal hardware verification.

1.3.1 Clock Suppression

The original concept of clock suppression was devised by Ulrich[20][21][22]. The suggested
method is to temporarily disconnect the sequential circuit from the clock source and reconnect it
when a data input is received. These ideas have since been implemented in a simulator for switch-
level circuits. However, there are two problems with this method. When performing concurrent
fault simulation, inputs are coming in at many different times, so the amount of time that the cir-
cuit can be disconnected from the clocks is reduced. Furthermore, by working with clock signals
only, we cannot take advantage of information known about the input nets, which could further

reduce our circuit complexity.

Both Weber[23] and Takamine[19] introduce new signal values that represent periodic signals.
Weber’s model introduces a new state, P, to represent periodic signals. Associated with this new
state is the signal wave information, encompassing the period, the rise times, and the fall times.
Using this wave concept, Weber is able to incorporate gate delays in her model. On the other hand,
Takamine introduces four separate states to describe periodic signals that are currently high or cur-

rently low, in both positive and negative logic. His work does not incorporate gate delays. With



both Weber’s and Takamine’s methods, gains are realized because signals are combined to reduce

the number of periodic signals that need to be evaluated.

Both Weber and Takamine’s models produce good results, with most of the clocking information
being suppressed. However, with either method, there is no guarantee of a full clock suppression,
but rather a “partial clock suppression”. Although the number of periodic signals has been
reduced, there may still be some signals that cannot be suppressed by these methods and are thus
evaluated during simulation. Another disadvantage of both Weber and Takamine’s methods is that
with the introduction of new states, new truth tables must be developed for each gate primitive that
incorporates the newly introduced signal values. For Takamine’s method, in which four new states

are introduced, this quickly complicates even the simplest of logic gate truth tables.

A new general approach is called “Static Clock Suppression”[15][16]. Razdan performs his analy-
sis on a phase-level model similar to that of COSMOS[7]. A change in any of the clocks is defined
as a new phase. Razdan only allows inputs to change at the beginning of a phase. His algorithm
can be broken down into three parts: Presimulation, Event Analysis, and Augmented Simulation.
During Presimulation, all nets (except constants) are initialized to a logic value X. The clocks are
then assigned their corresponding values for the first phase. An initial event-driven simulation is
performed to determine if the value of the clocks can be propagated to the sequential elements of
the circuit. This is repeatedly done for each phase, and the results are then stored at each net for
each phase. Simplifications are done since only non-X values are stored. During the Event Analy-
sis stage, the nodes are partitioned into modules, which are defined as evaluation functions whose
activity is likely to be suppressed. It is also at this stage that all nodes are scheduled for simulation.
Finally, during the Augmented Simulation stage, an event-driven simulation is performed on all

modules.

Like other work done in this area, this algorithm produces very impressive simulation results with
improvements of up to 200%. However, a few restrictions have been placed with Razdan’s
method. As mentioned earlier, inputs can only be set at phase boundaries. In addition, nets must
stabilize before their values are reported to the user. Thus the user is unable to view nets during an

oscillatory period.



1.3.2 Other methods

Kam [11] generates a finite state machine (FSM) from a transistor netlist, given information relat-
ing to clock signals and clock modules. The method involves performing a fix point computation
of the steady state response. This is similar to symbolically simulating the circuit until it reaches
stability. The FSM generated is described as a binary decision diagram (BDD), as opposed to our

gate-level circuit representation.

One immediate problem with Kam’s method is that it is not able to handle circuits that do not sta-
bilize, i.e. oscillating circuits. Another disadvantage is that inputs can only be changed on phase

boundaries, similar to the restrictions placed by other methods in section 1.3.1.

1.4 Our Approach

All of the previously mentioned methods deal with circuits at a phase-level, meaning data inputs
can only be set at phase boundaries, i.e. when a clock is changed. We remove this limitation by
working with a discrete time model. This allows inputs to be changed and outputs to be sampled at
arbitrary points in time. As opposed to previous approaches, our approach also allows input nets to
take on multiple values in one phase. Similarly, any net can be sampled at multiple points in the
same phase. In effect, these input and output nets are multiplexed into and out of the circuit over a

period of time.

Another limitation of earlier approaches is the lack of a way to deal with oscillating nets. Most of
the previous approaches either could not deal with oscillating nets or merely set the net to be a

logic X. We can display the true value to the user for a given discrete time.

All of the clock suppression approaches are implemented inside a logic simulator. However, we
will generate a new abstracted gate-level circuit that can be simulated using any gate-level simula-

tor. A form of symbolic simulation is used to perform the temporal analysis.



1.5 Organization of the M.S. report

Section 2 will present a detailed description of the temporal analysis that we are performing on cir-

cuits. Section 3 describes the actnal implementation of our work, and Section 4 presents our

results. Finally, Section 5 offers concluding remarks.



Section 2

Clock Abstraction

We have developed a tool that abstracts clocks from sequential gate-level circuits. Given a sequen-
tial circuit and the corresponding clocking scheme, we produce a new, simpler circuit that has
implicitly incorporated the clocking scheme. As opposed to traditional phase-level timing
approaches, our approach uses a discrete timing model. After presenting our algorithm, examples

will be given that help to explain our temporal analysis method.

2.1 Discrete Timing Model

2.1.1 Basic Model

It is worthwhile to define the terminology used to describe sequential circuits. Figure 2.1 shows a
basic model for a sequential circuit. Primary inputs (PI), or external inputs, are made up of data
inputs (D) and clocks (0). The combinational portion of the circuit (C) uses the primary inputs and
present states (PS) to generate the outputs (O) and next states (NS). The next states are a function
of the inputs and present states, thus implying a Mealy machine model. The states are held during
a zero-delay evaluation of the circuit. The next states are updated to present states as each next
state passes through a unit delay (8). This delay represents the smallest increment of a time delay.

Thus, with a unit delay model a state is held for one time unit.



DI el O
PS NS

Figure 2.1 Unit Delay Model

After performing a temporal analysis on the circuit modelled in Figure 2.1, a model such as the one
in Figure 2.2 is obtained. In the new model, the clocks have been abstracted and the unit delays
have been replaced by cycle delays (A). The behavior of the cycle delays is similar to that of the
unit delays in Figure 2.1; however, states are now held for a full clock period, as opposed to a sin-
gle time unit with a unit delay. Note also that the combinational portion of the circuit is not neces-
sarily the same as the combinational portion in Figure 2.1. Extra logic may be added to make sure
that all user-specified visible nets are present in the new circuit. Also, some logic may be deleted if

none of the user-defined visible nets are dependent on this logic.

DI(t) o \r—> o)

PS NS

Figure 2.2 Cycle Delay Model

Now let us go back to the circuit in Figure 2.1. Given a n-phase clocking scheme, simulating the
circuit would entail setting all the data inputs and clocks, simulating the circuit at time 0, and then
repeatedly updating the clocks and data inputs and resimulating the circuit. If data inputs only

changed at phase boundaries, it would take n simulations per clock cycle to analyze this model.
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However, since we allow data inputs to change outside of phase boundaries, it may actually take

more than » simulations per cycle.

Given the nature of sequential circuits, it is probable that each clock “activates” the circuit during
one phase, and uses the other phases to hold the value. While these other phases do not update the
states, under conventional simulation they still must be simulated. Since there are no clocks in the

circuit in Figure 2.2, this circuit need only be simulated once for each clock cycle.

2.1.2 Timing Specifications
In order to temporally analyze a sequential circuit, the user must provide the temporal details of
the circuit. All primary inputs are set over periods of time, and output nets are sampled at discrete

points in time. This information must be supplied by the user in a separate file.

One restriction of earlier work done in this area was that the inputs can only be changed when
clocks are changed. Our scheme allows the user to change the inputs at any time in a cycle. Thus,
we have chosen to use a discrete timing model over a phase-level timing model. Under a discrete
timing system, data inputs and clocks are set for an interval of time. Clocks must be set to a con-
stant logic value. If the value of a data input is known, it can be set to a logic value. Otherwise, a
symbolic variable is introduced and the data input is set to this variable. Variable names must

explicitly be given by the user for every interval in which an input may take on a different value.

The user must specify the output nets or visible nets in the circuit and the discrete points in time
which the user wishes to sample each output net. Note that whereas data inputs and clocks are
specified over an interval of time, outputs are sampled at discrete points in time. This allows for
nets that oscillate over time to be reported. With traditional simulators such as COSMOS [7], a net
must be stabilized before it can be reported. If the net does not stabilize, i.e. it oscillates, COSMOS
will report an X. With our methodology, we can report unstable values since we are only interested
in the value at a particular time. For instance, Figure 2.3 shows a timing diagram for a circuit that
takes two time units to stabilize. With our temporal analysis, the user may sample points at any
discrete time in the cycle, including points ¢, t+1, and t+2. Traditionally, phase-level simulators will

only report the value after time t+2.
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