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1. Introduction

While many algorithms in computer vision use the 2-dimensional coordinates of points or intensity
patterns (features) in camera images, few algorithms specify how these image coordinates are to be
obtained. Algorithms for recovering camera pose or scene geometry, for instance, frequently take as their
input the positions of features visible through a sequence of images. To provide these positions, the algo-
rithms employ separate feature trackers, which choose features in one image and follow them as they
change position through the rest of the image sequence.

Feature trackers such as the one developed by Lucas and Kanade[1] are useful for tracking the small
feature movements in a sequence of images taken in rapid succession, but are less reliable when tracking
the larger feature shifts between images taken farther apart in time. Thus, to be useful in real time systems,
a tracker must either be made fast enough to process a rapid succession of images as they are taken, or its
tracking range must be extended to handle the larger feature shifts between images taken less frequently.
This paper explains how the Lucas-Kanade tracker can be modified to satisfy both goals, running at near

frame rate, and tracking over larger feature shifts.

1.1 The Lucas-Kanade tracker

The Lucas-Kanade tracker takes the intensity patterns in small, square windows in one image of a
sequence, and looks for matching patterns in the next image. It then finds the difference in position
between each original feature window and its match, with subpixel accuracy. Lucas assumed that besides
shifting, each feature only changed slightly, so that the sum squared difference between the feature in the
first image and a window in the second image would be minimized when that window matched the actual
new position of the feature. Given this, he derived a pair of linear equations in terms of the shift between
the original feature and its best match. Because the derivation used a linear approximation, the solution to
the linear equations gives only an approximation to the true shift, but iteratively solving the equation, as in
Newton’s method, provides arbitrarily accurate results. Extensions to the tracker, developed by Tomasi and
Kanade [2], also allow the tracker to choose which features it will follow and to detect its own tracking
errors, so that it can operate autonomously.

While Lucas’ feature tracker, with Tomasi’s feature finder and error detector, tracks accurately and



autonomously, it operates under two restricting conditions. First, the current implementation of the feature
finder and tracker must run on offline, being both time and memory intensive. Second, the tracker only reli-

ably follows shifts of one pixel or less, where the linear approximation used in its derivation is valid.

1.2 Modifying the tracker

To be useful in real time applications, the Lucas-Kanade feature tracker must run faster or track far-
ther. In addition, reduced memory requirements would allow the program to operate on small computers
carried by autonomous systems. This paper presents the tracker, the Tomasi-Kanade feature finder and
error criteria, and the additional modifications needed to reduce the tracker’s time and memory require-
ments and increase its reliable tracking range. These modifications reduce the amount of time spent detect-
ing new features by a factor of 1000, by making the feature detection program operate less often and
choose suboptimal, yet perfectly trackable, features. The same changes reduce memory requirements for
finding new features by a factor of 15. Time spent tracking features is also reduced by a factor of 50, as the
tracker follows fewer features and uses simpler formulas to calculate eigenvalues, invert matrices, and
evaluate error criteria. Reversing the tracking equations saves additional tracking time, makes the tracker
more accurate, and reduces memory requirements of the tracker by almost half. A second set of modifica-
tions introduces a multiresolution tracking approach which increases tracking range from 1 pixel to 16 pix-

els.

2. The Lucas-Kanade Tracker and Tomasi-Kanade Finder

We begin with an explanation of the current tracker, examining the derivation of the Lucas-Kanade
tracking equations, the feature selection and error detection criteria proposed by Tomasi and Kanade, and

the restrictions they operate under.

2.1 Derivation of the tracking equations

Given a feature window on one image, the tracker must find a matching window in the following
image and return the distance between the positions of the original feature and the match. To see how this
works, define /(x,y) to give the intensity of pixels at image coordinates (x,y) inside a window in the first

image. If the camera moves only slightly before taking the next image, then the new image should contain



a copy of the original intensity pattern, shifted to a new position. Thus the matching feature is described by
I(x-dx, y-dy), where (dx,dy) is the shift in feature position, which the tracker must determine.

In reality, the feature will probably be distorted by camera zooming, lighting changes, and parallax,
so that the second image will not contain a perfect copy of the original feature. Thus we must look for the
intensity pattern J(x-dx,y-dy) in the second image that most nearly matches /(x,y). For small (dx,dy) the
best match between I(x+dx,y+dy) and J(x,y) should occur at about the same shift, and the Lucas-Kanade
tracker finds this latter shift by minimizing for all dx and dy the error given below.

E= Y woyUx+dyy+dy) —J(xy)1° EQ

x,ye W

Here W is the set of pixels in the feature window J, and w(x,y) is a weighting function. Assuming dx
and dy are small, we can approximate E using a Taylor series expansion of the shift in /, truncated to the

linear termsl, and rewrite the sum that must be minimized.

I(x+dx,y+dy) =I(x,y)+dxI (x,y) + dyly(x, y)

L= z w(x, y) U(x, y) + dxI (x, y) + dy]y(x, y) = J(x, y)] 2 (EQ2)
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I, and [, represent the x and y derivatives (gradients) of /(x,y). Lucas used the weighting function

w(x,y) to emphasize pixels where the second derivative of / was small, making the linearization more accu-

rate. Differentiating equation (2) by dx and dy, and setting the result to zero, we have:
S wix, y) U, y) +dxL(x, ) +dyl (x, y) = J(x, )] L (x5, y) = 0
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(EQ3)

We can write these equations conveniently in one matrix form:
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Here I,1,, 1,1, and 1,1, are pixelwise products of the gradients (called double gradients). The equa-

tion can be abbreviated as Gd=e, where

1. Section 5 explores the validity and impact of this assumption
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The double gradient matrix G can be calculated completely from the image /, while the error vector

e can be found from images I and J. We can obtain the solution vector d by inverting G, as in equation (6),

provided that G is nonsingular.

d=G'e (EQ6)
This vector d will probably be slightly incorrect, due to the linear approximation used in equation
(2). On the other hand, d should contain some dx,jyost and dyamest Which are nearly correct. If we resam-
ple the first image, shifted by dXaimost and dYa1most> then the best I(x+dx,y+dy) will occur at smaller values
of dx and dy. We can iteratively solve for d and shift the first image, causing dx and dy to converge to 0, as
I(x,y) moves to the same position as J(x,y). When iteration has converged to the point that the incremental
dX3imost a1 dYgimost Fall below some threshold, we can stop iterating and sum all of the incremental dx,.

most a1d dYa1most to find the distance that had originally separated I(x+dx,y+dy) and J(x,y).

2.2 Tomasi’s feature selection criteria

A major assumption in the tracking process, made in equation (6), is that the double gradient matrix
G is invertible. Noting this, Tomasi asserted that the best features to track would be those that provided the
most invertible G matrices. Because a matrix becomes noninvertible when one of its eigenvalues goes to
zero, he chose features whose G matrices had the largest lower eigenvalues. The lower eigenvalue of G is
further important because its reciprocal bounds the extent to which error in e can propagate to error in d.
That is, |8d] < |8e| /A, . (G). Referting to the lower eigenvalue of the G matrix for the feature as the
eigenvalue of that feature, the best features to track (from solvability and noise reduction viewpoints) are

those with the highest lower eigenvalues.

2.3 Detecting tracking errors

If a feature moves a long distance (more than a pixel) between frames, so that the linear approxima-
tion in the tracker derivation may not be valid, or if the feature changes or disappears, then the tracker may
converge to an incorrect dx and dy. If this happens, then the feature at (x+dx,y+dy) in the first image should
not be very good match for J(x,y). To detect the tracking error, Tomasi compared the variance between

J(x,y) and the final /(x+dx,y+dy) to a threshold, and removed as incorrect any shifts that produced a vari-



ance above the threshold. In practice, it has been possible to find a threshhold, for any given image

sequence, that accurately predicts when features have been mistracked.

2.4 Problems with the finder and tracker

Tomasi’s implementation of the feature finding and tracking algorithms works well, but has three
weaknesses. First, implementation of the tracker and finder is slow and memory intensive. Second, the
algorithm tracks only across short distances, due to the linear approximation used in its derivation. The
remainder of this paper looks for solutions to these problems. We will bein by modifying the feature find-
ing algorithms to increase speed and decrease memory consumption. Then we will modify the feature
tracking algorithm to the same effect. Finally, we will examine how the linearity assumption limits track-
ing range, and how to increase that range. With these improvements, the feature tracker will be fast and

robust, running in almost real time and tracking over large distances.

3. Faster Feature Finding

Tomasi’s program FEATURE, which selected new features to be tracked, is the most time and mem-
ory consuming part of the feature tracking implementation. On a Sparc 1+, FEATURE spends over 4 min-
utes per image detecting new features, while tracking those features requires only30 seconds per image. In
addition, FEATURE’s calculations use over four times the memory required during actual tracking. Thus,

the first improvements to the tracker must make the feature finding code more efficient.

3.1 Finding features in the current implementation

Tomasi’s implementation of the tracker calls the feature finder in every frame, so that the tracker can
detect and track a maximal number of features. With each new image, FEATURE calculates the trackabil-
ity of every possible feature window, orders the windows by this trackability, and adds the best new fea-
tures to the list of features to track.

As set forth in section 2.2, the trackability of a feature is simply the lower eigenvalue of the double
gradient matrix G for that feature. Thus, the first step to finding new features, calculating trackability,

involves calculating G and then finding its lower eigenvalue. The equation for G for a feature I(x,y) is



repeated below.

G- SIIw Y IL1Lw
LIwYIIw
To calculate the trackability of the feature /(x,y), FEATURE must first find gradients /, and /,, and

(EQ7)

multiply them three ways to produce the double gradients /,/,, I,/, and /,I, at each pixel in the window.
Then it must sum the double gradients over the window, using a weighting function w, to find the elements
of G. Finally, it must calculate G’s lower eigenvalue. Each gradient and double gradient appear in multiple
feature windows, and because we will want to examine every possible window, we save time by calculat-
ing the entire gradient and double gradient maps once, before summing over windows.

FEATURE performs the trackability calculation in four steps. First, it finds the gradients I, and I,
over the whole image, using a Canny edge detector. Next, it pixelwise multiplies these images to produce
double gradient images. Third, it convolves these maps with a gaussian, performing a weighted sum over
each feature window, to produce maps of G;;, G5, and G,. Finally, it finds the eigenvalues for GG at each
pixel and records the lower eigenvalues.

Once the eigenvalues of all possible features are recorded, FEATURE uses a generic sort routine to
order the list of features by decreasing eigenvalue. It then removes any feature whose eigenvalue is below
some minimum, and any feature whose window overlaps the window of a feature with a higher eigenvalue.
Any features that remain on the list are then accepted as new features to be tracked.

FEATURE insures that the best features are always tracked, but it is slow and memory intensive,
and several modifications will allow us to reduce its time and memory requirements. First, we can call the
feature finding code less often, on fewer features. Second, we can find more efficient ways to calculate the
trackability of each feature. Third, we can use a more efficient method for sorting out which features to add

to the list of features to track.

3.2 Finding fewer features, less frequently

Tomasi’s implementation called FEATURE on each image, so that it could detect and track a large
number of features. While tracking a large number of features may be useful for creating a model of the
world, many applications such as real time recovery of camera pose require only a few features. The extra
features may allow least squares algorithms to average out noise, but a large number of features becomes
redundant, and wastes processing time. To avoid this waste and yet assure that any program down the pipe-

line has enough features to work with, we could limit the maximum and minimum number of features the



tracker will follow. In the initial image, and whenever the number of features being tracked falls below the
minimum, the finder would be called to detect new features, bringing the number back up to the maximum.
While the number of features remained between minimum and maximum, the finder would be dormant.
Thus the finder would not be called nearly as often as in the original implementation.

To see how effective this reduced finder usage is, I tested the performance of the tracker on two
image sequences. The first sequence was one of Tomasi’s test sequences: 181 images of a miniature hotel,
viewed from a slowly moving camera. The improved implementation chose the maximum of 50 features in
the initial image, and tracked all but 1 correctly through the entire sequence. Because the number of fea-
tures did not drop below the minimum, the finder was only called this once. The original algorithm would
have called the finder in each of the 181 frames, so the modified algorithm decreased feature finding time
by 99.4%.

The second sequence showed 50 aerial images of Pittsburgh. The sequence was more difficult to
track, because features often disappeared or jumped large distances. Thus the tracker lost many features
and had to call the finder a second time. Even so, the reduced usage provided a 96% decrease in feature

finding time over the original implementation, calling the finder twice instead of 50 times.

3.3 Finding trackability faster

Calling the finder less often reduces time requirements, but when the finder is called it must still cal-
culate and sort trackability values for a large number of features. Thus we can further increase feature find-
ing speed by calculating the trackability of each feature faster. Starting from Tomasi’s implementation, we
can make several approximations, simplifications, and recombinations that will speed up the program and
save memory. We can approximate and separate the convolutions used to find gradients and sum double
gradients when calculating G. We can reduce the number of points at which we convolve. We can define
and approximate a closed form equation for the eigenvalues of G, rather than relying on a generic eigen-
value finder. Finally, we can recombine the loops of the algorithm to decrease overhead. Each of these sim-
plifications will reduce either the number of operations required or the amount of data available for a

calculation, reducing the time required proportionally.

3.3.1 Calculating G faster by simplifying convolutions

The first step in calculating trackability, as explained in section 3.1, is to find the elements of a fea-

ture’s G matrix. In this calculation the gradient finding and double gradient summing operations are essen-



tially convolutions, which we can make them faster by simplifying the convolution filters, separating the
2D filters into 1D filters, and sliding the resulting filters across the image.

FEATURE finds gradients using the Canny algorithm, convolving the image with a gaussian filter in
one direction and the derivative of gaussian filter in the other. To avoid blurring the image too much during
convolution, the gaussian and derivative of gaussian have a small variance of 1/4 pixel, and both filters are
only 3 pixels long. The values of the gaussian filter with this variance, normalized over 3 pixels, are (0.00,
1.00, 0.00). Convolving an image with this filter has no effect, so we can ignore this first convolution. The
values of the derivative of gaussian filter, again normalized over 3 pixels, are (-1/2, 0, 1/2), with pixels fur-
ther from the center adding nothing. Thus the gradient at any pixel reduces to the difference between its
adjacent pixels, divided by two. Skipping the division here will cause the eigenvalue to be high by a con-
stant factor of 4, but does not affect the relative magnitude of eigenvalues. Thus we can still sort out the
best features if we skip the division, and find the gradient at each pixel with one subtraction. For compari-
son, convolving with a 3x3 pixel mask would have required 18 operations per image pixel.

To produce the elements of G, we must now perform a weighted summing of double gradients (the
pixelwise products of the gradients). Because we want G for every possible window position, the summing
operation is actually a convolution of a mask w, the size of one feature window, over an image of double
gradients 1,1, I,],, or I,I,, FEATURE uses a 2D gaussian function for w, requiring 2n? operations at each
image pixel to pixelwise multiply the mask and the image, and sum the products. The tracker seems to
track just as well when w is simply 1 inside the feature window and 0 outside, however, and convolving
with this w requires only n? additions. Thus we will use the flat w, reducing by 50% the number of opera-
tions used in the summing.

To further increase summing speed, we can separate w into a step function in x, the length of the
window, multiplied by a step function in y, the width of the window. Convolving an image with the x filter
and then the y filter will have the same effect as convolving with the combined filter, but will be much
faster. If the filter is n by n pixels, a 2D convolution requires n? operations at each image pixel, while two
1D convolutions require 2r operations per image pixel. For an 11x11 pixel feature window, using the two
pass convolution reduces our operations by 81%.

Because the 1D convolution masks are flat, each 1D convolution can be further simplified by sliding
its mask along the image. The output of the 1D convolution at image pixel x, as shown below, is just the
sum of image pixels 1 through n. The output at position x+1 is the sum of pixels 2 through n+1. This sec-
ond output is just the first output, plus the value of pixel n+1, minus the value of pixel 1. Thus the output at

pixel x+1 can be found with one addition and one subtraction, rather than » additions. For an 11 pixel filter,



that is another 81% reduction in operating time.

convolution (x+1)

|12 n |n+l
I |

convolution (x)

With the 4 convolution simplifications above, we have reduced gradient finding from 18 operations

per pixel to 1, and double gradient summing from 2n? operations per pixel to 2.

3.3.2 Grid convolution

Even with summing reduced to 2 operations per pixel, the finder must find and store G elements for
the 240,000 image pixels in a 512x480 image. One way to decrease time and memory requirements is to
consider only the features on a grid in the image. Recording only every 5Sth output of each 1D convolution,
for instance, reduces the memory required to hold those outputs by 80%. The time savings, while not as
spectacular, is still noticeable. The sliding convolution described in 3.3.1 requires 10 operations to slide the
filter across 5 pixels, whether one or five outputs are recorded, so we do not save time convolving any
given image row or column. However, implementing the convolution as two 1D convolutions, as described
in 3.3.1, the first convolution pass only records every 5th output column, so the second pass only operates
on every 5th column, reducing our time by 80%. Further, because the second convolution also records only
every 5th output, only one pixel in 25 is available for eigenvalue calculation, reducing eigenvalue compu-
tation time by 96%. Without the sliding convolution, the grid convolution, requires n additions at every Sth
pixel, instead of 10 operations per 5 pixels. So for an 11 pixel mask, using the sliding convolution still
takes less time.

While this grid convolution decreases time and memory requirements, it only provides one pixel in
25 as a center for a new feature, and we may miss some of the best features. However, if large feature win-
dows are centered 2 pixels apart, then their G matrices are found from nearly the same set of image pixels.
Two 11x11 pixel windows centered 2 pixels apart have two thirds of their pixels in common. Thus if one
window is centered on a very trackable pattern, the other window will contain most of that pattern, and
should be nearly as trackable. Even if the grid convolution misses the best features, it should find nearby
features which are almost as trackable. Moreover, if we can expect an abundance of trackable features, so

that we can risk ignoring some, then we can make the grid spacing even wider, further decreasing the time






