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Abstract

The prototype CMU ATM Switch represents the first implementation of the shared memory switch
architecture presented by Bianchini and Kim [1, 2, 3] that supports input and output data rates
at full ATM bandwidth. The architecture is designed to support BISDN services (i.e. bursty
traffic) using the CCITT ATM standard and features a shared input queue, multicast capability,
preservation of packet order with respect to each output port, low hardware complexity, low packet
delay, and low packet loss. This thesis documents the construction of the prototype switch focussing
on the actual implementation and its debugging. An overview of the switch architecture, design,
and relevant background material is also provided.



Chapter 1

Introduction

1.1 Project History & Purpose

In a series of papers|[1, 2, 3], Bianchini and Kim develop a new shared-memory switch architecture
for ATM networks supporting BISDN. The switch supports the high bandwidth, multicast, and
bursty traffics inherent in BISDN traffic. The architecture features lower hardware complexity,
cost, and construction than previous, similar switches. In addition, simulation results, published
in those papers, show that the new switch exhibits substantially better performance.

In the fall of 1991, a limited number of students in a senior computer engineering design class
at Carnegie Mellon University built scaled-down versions of an 8x8 impi mentation of the switch
architecture. Using the experience and information gained from the construction of those switches,
the building of a full scale prototype was initiated. This document represents a summary of the
CMU ATM Switch, from architectural overview through the testing and debugging of the resultant
hardware.

1.2 Terminology

1.2.1 What is “ATM”?

ATM stands for “Asynchronous Transfer Mode” and is the CCITT recommended transport protocol
for BISDN traffic. ATM networks are cell switched networks in which each cell (c.f.Figure 1.2.1) is
a fi:.ed length packet consisting of a 5 byte header and a 48 byte payload.

1.2.2 The ATM Cell Header

The 8 bit Virtual Circuit Identifier (VCI) and 16 bit Virtual Path Identifier (VPI) within the cell
header contain the routing information for a cell. Currently, no real standard exists for the formats
of the VCI and VPIL. The switch uses the VCI as a “group number”. The most significant bit
differentiates between unicast and multicast packets. Unicast packets use lowest 4 bits of group
number to specify a single output port. Multicast packets use the remaining 7 bits of the group
number to specify a pre-arranged “group” of output ports.



Byte 1

Byte 2

Byte 3
Byte 4

VPI
VPI : Rsvd.

Byte 5 Header CRC
Byte 6 Payload (Data)
Byte 7 Payload (Data)

Byte 51
Byte 52

Payload (Data)

Payload (Data) 1

Payload (Data) I

Figure 1.1: ATM Packet Format




1.2.3 Multicast Packets

Internal to the switch, two numbers are associated with a multicast packet called the copy and
instance numbers. The copy number is the number of destinations for a given multicast packet.
The instance number differentiates between the individual copies of a multicast packet and ranges
from 1 to the copy number for that packet.

1.2.4 Omega Networks

An Omega network is a multistage switching network, topologically equivalent to a Banyan network,
consisting of interconnected 2 port crossbar switches. Forward Omega networks are routed using
the most significant bit of the output port address first. Reverse (also called transposed) Omega
networks use the least significant bit first.

The term “address” refers to a numeric identifier for a port of a switching network (Omega network,
crossbar, etc.) or the switch itself.

1.2.5 Switch Timing

A “Clock Cycle” refers to one period of the crystal oscillator on the switch. For 155.52 Mbps
operation, this corresponds to 50.5ns.

The CMU ATM Switch processes an ATM cell in 54 clock cycles. This is referred to as a “Switch
ycle” and also corresponds to the time between successive checks for cell arrivals at the inpu
ports of the switch.

Included in Appendix C are the timing charts for the switch. Each inter-chip connection is shown
across the top of the chart and the individual clock cycles of a switch cycle are labeled down the
side. The convention used in the timing charts is that a the clock cycle listed for a signal is the
cyvcle during which it is asserted on the output of a I/O pad. Some of the devices on the switch
have flip-flops built into the I/O pad and signals using these pads will show a 1 cycle delay from
the output of one chip to the input of the next.



Chapter 2

Architectural Overview

2.1 Switch Architecture

The switch consists of three distinct stages shown in Figure 2.1. The three stages, named according
to their function(s), are the Input Queue, the Multicast Stage, and the Output/Feedback Stage.

2.1.1 Input Queue

Previous designs for shared input queues similar to that used in the CMU ATM Switch required
complex hardware in either the switching network or the queue memories to provide all packets
simultaneous access to the memories [8, 9]. The input queue of the CMU ATM Switch consists
of a bank of interleaved memories and a reverse Omega network. Packets arriving at the input of
the switch are transferred through the Omega network and inserted into consecutive slots at the
bottom of the queue.

Typically, a non-blocking network with high cost such as a crossbar or Batcher-Banyan would be
required to place arriving packets in the queue. In [4], Kim proved that a reverse Omega network
is non-blocking when the packets being transmitted through the network are “ordered” at the
input ports and “consecutive”! at the output ports. A diagram showing packets meeting these
requirements appears in Figure 2.2.

Two aspects of the queue architecture guarantee satisfaction of these conditions and therefore assure
the packets will not block in the Omega network. Each output port of the Omega network writes
only to a subset of the input queue, spocifically, output port M of an N port network writes to
slot L in the input queue if and only if: L,,,4n) = M. Since packets are inserted in consecutive
slots in the input queue, this forces the packets exit the network on consecutive ports as well as
allowing the use of interleaved memories instead of N-ported memories. To satisfy the other non-
blocking constraint, the consecutive output addresses must be assigned such that, when considered
from lowest numbered input port to highest, the destination addresses are monotonically increasing
(modulo the number of ports).

The CMU ATM Switch uses a parallel address generation scheme known as a combining fetch-and-

'Ports are addressed using a modulo arithmetic, so the last and first ports of the Omega network are considered
consecutive for purposes of meeting the non-blocking conditions.
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Figure 2.1: The Bianchini and Kim Switch Architecture

add described in [6]. The address generation occurs within a degenerate (reverse) Omega network
(see Figure 2.3) built out of special fetch-and-add blocks instead of 2-by-2 switching elements and
functions as follows:

1. Input ports at which a packet has arrived assert a "1” at the corresponding input to the
fetch-and-add network. Inputs without a packet assert a 70”.

2. Fach fetch-and-add element stores the value on input 0 and passes the sum of its two inputs
to the next stage. This process repeats at each stage of the network.

3. Simultaneous with the singular fetch-and-add element in the last stage outputting the total
number of packets arriving on the current switch cycle, the current value of the bottom pointer
is input to the last stage. The bottom pointer is then incremented by the number of arrivals.

4. The individual fetch-and-add elements propagate the addresses backwards. The value coming
from the “following” stage is passed back to “input 0” and the sum of the previously stored
value and the value propagated to the element is passed to the other “input”. The backwards
propagation continues until the addresses reach the input ports of the fetch-and-add network.

2.1.2 Multicast Stage

Packets in the input queue are transferred from the input queue to the output stage of the switch
through the multicast stage. In this stage the multicast packets are replicated such that there is
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Figure 2.2: Illustration of the Non-blocking Property of a Reverse Omega Network
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Figure 2.3: Fetch & Add Network — An entire 16 port Omega network is shown with the shaded
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~1



a copy of the original packet for each destination of the multicast. During each switch cycle, the
multicast stage removes as many packets from the input queue as are needed to use the available
ports into the output/feedback stage.?

As with the input queue, a variation of the Omega network is used as the switching network for this
stage. A forward Omega network is used instead of the reverse Omega network, and the Omega
network is capable of replicating the data as it passes through the network. Packets are removed
from the input queue and assigned a range of destination ports such that each packet will have
as many output ports as copies in the multicast and that the copies will appear on consecutive
outputs. Address generation is again facilitated by a fetch-and-add network. It is proven in [7] that
this address generation scheme combined with a forward Omega network is non-blocking.

For implementation, the following problem must be resolved to yield satisfactory switch throughput.
Consider a packet entering the multicast stage from the shared queue that requires more copies
than there are remaining ports into the output stage. In such a case, maximum performance is
obtained by generating as many packets as there are remaining portss and then completing the
multicast during subsequent switch cycles.

To further improve performance of the implementation, the following optimization is also employed.
The earlier published versions of the switch architecture contained a multicast stage consisting
of a switching network capable of replicating packets into another queue. In the CMU ATM
Switch prototype, the second queue has been removed and packets proceed out of the multicast
Omega network directly into the final stage of the switch. This reduces the packet delay through
the switch by almost an entire switch cycle. However, a feedback queue is now required in the next
stage of the switch, out of the critical path. This queue buffers packets to synchronize the arrival
of packets from the multicast stage and the feedback path.

2.1.3 Output/Feedback Stage
Output Network

An output switching network forms the one of two data paths in the output/feedback stage. The
packets at the input of the stage which would not get blocked due to either internal blocking
in this network or contention at the output ports are transmitted through the network and off
the switch. Any switching network may be used for the output switching network, however non-
blocking networks such as the crossbar or Banyan-Batcher provide better performance than blocking
networks.

Feedback Path

Packets denied off-switch transmission for whatever reason use the the feedback path. This portion
of the output/feedback stage is composed of a set of memories and a reverse Omega network. All
the packets entering the output stage are buffered in the memories until the following switch cycle
at which point the packets which did not make it off the switch are returned to the beginning of
the stage through the Omega network thereby taking up some of the available inputs to the stage.

%Some ports may be reserved by cells blocked due to output contention on previous switch cycles. See section
2.1.3 for more details.



These “fed-back” packets, along with the packets from the multicast stage, are processed on the
next switch cycle as if all had come from the multicast stage.

The feedback network functions very similarly to the Omega network in the input stage. Blocking
in the feedback Omega network is avoided by assigning consecutive output port addresses to the
packets feeding back. In addition to eliminating blocking problems, by returning the feedback
packets to ports to the lowest numbered (serviced first/highest priority) input paths, packet order
is maintained for a given output port of the switch.

2.2 Prototype Architecture

The implemented architecture contains three features which differ from or are not specified in the
architectural description. While these differences do not markedly affect overall performance or
function of the switch, they are noteworthy and described in the paragraphs below.

2.2.1 Switch Controller

Multicast connections require a lookup table in the switch to allow translation of the address
information in the ATM header (the group number) into a set of output port numbers. For this
purpose, a “switch controller” has been incorporated into the prototype. The switch architecture
features distributed control, so the switch controller is not a controller in the true sense of the word;
instead, it “controls” the creation of multicast connections through the switch. The controller itself
is a simple, microcoded processor which acts as port 0 of the switch. When it receives a multicast
initiation message, it writes the appropriate data to the lookup table and issues a response to the
sender of the message. The controller also accepts commands to terminate a single multicast and
to terminate all multicasts belonging to a single input port. The net effect of having this controller
is that only 15 of the 16 ports of the prototype are available for external connections.

2.2.2 Second Queue

As mentioned in Section 2.1.2, the published versions of the architecture include a multicast queue
in which packets were stored before proceeding into the output stage. The prototype switch includes
this queue rather than buffering only the packets which are going into the feedback network. This
difference causes packets to wait slightly less than 1 switch cycle before being transmitted through
the output network.

2.2.3 Parallel vs. Serial Address Generation

The expandable nature of the architecture is in part due to the parallel nature of its operation, for
example, the combining fetch & add. Implementation details such as the number of memory chips
needed to look up all the copy numbers in parallel, limited board space, logic and speed capabilities
of the FPGAs used. etc. prevent the prototype from using all parallel operations, therefore the
address generation for the multicast and output stage switching networks has been serialized.



Chapter 3

Prototype Design

The design of the CMU ATM Switch reflects both the high bandwidth nature of ATM networks
and the components targeted for implementation (c.f. Chapter 4). At 155.52 Mbps, packets can
enter the switch every 2.74 us. Since routing packets through the entire switch at this rate is
difficult, the design of the prototype pipelines the operation of the switch to attain the necessary
bandwidth. Each stage of the switch is decomposed into a control and data path, and within each
stage, the data path moves packets through the switch while the control path calculates the switch
configuration for the next set of packets. A block diagram depicting the decomposition of the switch
and showing the inter-chip signals appears in Appendix D.

3.1 Stage Decomposition

3.1.1 Input Stage

Both the control and data paths of the input stage are divided into two parts. The control path is
divided between the fetch-and-add network and the Omega network which determines the routing
information for the data path. This is facilitated by the self-routing nature of the Omega network.
The data path consists of the Omega networks which enqueue the packets arriving at the switch
and a filter which captures the groups numbers from the packet headers.

A switch cycle begins when the first part of the control path, the fetch-and-add network, scans to
see which ports have received packets. Using that information, slot addresses in the shared queue
are generated for each packet. A self-routing Omega network, the other half of the control path,
uses those addresses to produce routing information for the datapath.

The routing information is transferred to the Omega networks which move the data into the shared
queue. As the packets emerge from the Omega networks, they are written into the queue, the other
part of the data path captures the group numbers from each packet. The group numbers serially
forwarded sent to the multicast stage.
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