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The Distributed System Monitor

Abstract

Monitoring the operation of a distributed system makes it possible to take preventative mea-

sures that can increase system reliability, but only when the monitoring function itself is reliable. This

thesis describes the Distributed System Monitor (DSM), a system monitoring tool for use in distributed

systems. The DSM uses system-level diagnosis theory as its foundation to achieve reliable distributed

operation in the: presence of system component failures.

The distributed mondtor is designed to be a general purpose tool. A specification i:s presented

which allows for configuration of the values monitored, and which provides the application designer

with a toolkit of monitoring functions, al?lowing a measure of intelligent behavior to be programmed

into the monitor’s operation. Operational overhead is shown to be minimum, and an implementation is

discussed. The distributed system monitor represents an initial step toward developng a class of practi-

cal applications of distributed slystem-level diagnosis.

Disclaimer: Any opinions, finding, conclusions, or recommendations expressed in this publication are

those of the author and do not necessarily reflect the views of the National Science Foundation.
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1 Introduction

Reliable distributed systems require the ability to monitor the fault-state and performance of

components in the distributed system [1 5]. Sy:stem monitoring must be distributed and must operate

reliably even in an unreliable distributed environment. This thesis descr~bes the Distributed System

Monitor (DSM), a fault-tolerant system monitoring tc, ol that operates correctly in a potentially unstable

distributed environment and concurrently with normal system load.

The DSM is a fully dislxibuted algorithm that executes in parallel a::; identical DSM agettls on a

number of computers connected by a communication network. The DSM agents coordinate to reliably

distribute state and performance data among all the computers. Thus, each computer mainl:ains a con-

sistent view of the state of ,every other computer in the network. The monitored state values originate

independently of the DSM agents. A separate Monitor agent running on each computer passes state

information to the local DSM agent, which then distributes the data to the DSM agents running on other

computers. The: Monitor agent can obtain state information from any application running on the local

computer.

To perform reliable data distribution, the DSM agent at each system node {,computer) continu-

ously diagnoses the fault conditions of the remaining nodes. The fault condition (faulty orJh~ult-.fiee) of

all nodes in the system is determined by executing a distribuwd system-level diagnosis algorithm,

Adaptive DSD I 1|. The diagnosis of fault conditions is used like a map to distribute monitored state

information among all the fault-free nodes in the network. The Adaptive DSD algorithm that is the

foundation of the DSM operates correctly at each fault-tree computer in the presence of other computer

failures. Distributed operation removes the risk of a single point of failure tl~at characterizes centralized

monitoring schemes.

The distributed system monitor is designed to be a general purpose tool that can be configured

for a wide variety of monitoring tasks. Provisions are made for the creation of monitor variables and

filters that dynamically determine the information to be monitored and how it is distributed among

computers in the network. Furthermore, the information monitored and t.he priorities at which this

information is distributed may be configured to vary during execution in response to changes in the

information itself.

The primm’y contributions of this thesis are (l) the specification of a configurable Distribuwd

System Monitor; (2) the extension of the reliable message passing protocols utilized by the Adaptive

DSD algorithm to achieve reliable distribution of monitor variables; and (3) implementation of the

DSM in an actual distributed computing network.
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Chapter 2 of this document describes system-level diagnosis theory and the Adal)tive DSD

algorithm that the DSM implementation is basecl upon. Chapter 3 provide::~ the DSM specitication, and

Chapter 4 describes its implementation and performance. Conclusions appear in Chapter 5.
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2 The Adaptive DSD Algorithm

The Distributed System Monitor is based upon a system-level diagnosis algorithm that identifies

the system’s fault condition. The Adaptive DSD algorithm presented in [1 ] is used in the DSM imple--

mentation because it operates on-line in the presence of fault events and uses minimum message pass-

ing overhead. This chapter presents a brief overview of system-level diagnosis theory and the Adaptiw,

DSD algorithm.

2.1 System-Level Diagnosis Background

System-level diagnosis research considers the identification of the faulty components in a com-

puting system. Classical system-level diagnosis theory represents the system by a system ,waph, with

nodes representing processors and edges representing cormnunication links between pairs of proces-

sors. The traditional system-level diagnosis approach requires that each node is capable of performing

diagnostic tests on other nodes. The outcome of a diagnostic tests is eitherj~tulty or fault-free. A test-

ing assignment represents the set of all tests performed between pairs of nodes and is indicated by a

directed graph with arcs from each tester to its testee. The collection of all the test results is called the

syndrome.

Diagnosis is a the mapping of a syndrome to the fault states (faulty or fault-free) of all the

nodes. A fault model is required to relate test outcomes to the fault states of the nodes involved in the

tests. In 1967, the seminal system-level dmgnosis paper by Preparata, Metze, and Chien [2l defined the

"PMC" fault model. The PMC fault model, used in this work, assumes that

(1) all faults are permanent (continuous and stablel;

(2) tests performed by fault-free nodes have perfect fault coverage (are always correct);

(3) tests performed by faulty’ nodes are unreliable (produce arbitrary results).

Preparata, et al. defined t-diagnosability as the property that any combination of t or fewer

faulty nodes can be correctly diagnosed, and presented necessary conditions. Hakimi and Amin [1

presented necessary and sufficient conditions for t-diagnosability and completely characterized t-diag-

uosable systems, specifying restrictions on the testing assigmnent that are required for correct diagno-

sis. Surveys on system-leveii diagnosis theory are given in [4, 5, 6].

2.2 Diagnosis Algorithms

Several algorithms which perform system-level diagnosis have been presented in the literature.

Earlier algorithms such as l11, 12, 13] and others discussed in [4] were impractical for on-line imple-

mentation in actual systems. These algorithms relied on a static testing assignment, one that is deter-
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mined completely before any tests are performed[. Static testing assignments require redundant tests of

individual nodes to maintain diagnosability for all possible fault conditions, resulting in l~igh testing

overhead. Early system-lew~l diagnosis research assumed that a central observer executed the diagnosis;

algorithms. Reliance upon a central obsm~/er inu:oduces a single point of failure and, potentially, a per-

formance bottleneck, since all test results must be collected by the observer.

Subsequent research addressed the issue of algorithm practicality. In 1984, Hakimi and Naka-

jima 171 removed the redundant testing requirement by using an adaptiw:’, testing assignment based

upon the current fault conditions. Their specification required, however, that diagnosis and testing

assignment adaptation be performed by a central observer. In the same year Hosseini, Kuhl, and Reddy

I8] described the NEW_SELF algorithm for on-line distributed diagnosis. In distributed diagnosis, each

node arrives at its own diagnosis of the fault states of the other nodes, without a central observer. Mes-

sage passing is utilized to distribute test result reports among fault-free nodes. NEW_SELF used a

static testing assignment. A later implementation [l] of NEW_SELF showed that the resulti~q~g message

passing overhead is finpractically high. In 1990, Bianchini, Goodwin, and Nydick proposed the

EVENT_SELF algorithm [9/ to, reduce the message overhead. Based on NEW SELF, EVENT SELF

distributed test result reports in an event-driven manner. It was proven that correct diagnosis is achieved

by only sending a test report message when a,[~u/t event is detected. A fault event is identified when

two consecutive tests of a node :return different results. The EVENT_SELF algorithm was the first algo-

rithm to be implemented in a distributed processing network, at Carnegie Mellon University. In the

absence of fault events, the message passing overhead was significantly h)wer than that required by

NEW_SELF. However, because its fixed testing assignment required redundant tests, overhead due to

fault events was sufficient to prevent the NEW_SELF implementation from being tested on more than

25 workstations connected by an Ethernet LAN.

Adaptive testing and distributed diagnosis were incorporated into the Adaptive DSD algorithm

(ADSD) [ 1 [, developed and implemented at CMU in 1990. The Adaptive D.SD implementation, which

also incorporated practical implementation considerations addressed in [9], was the first practical on-

line implementation of system-level diagnosis in an actual distributed environment. A description of the

algorithm follows.

2.3 The Adaptive DSD Algorithm

The Adaptive DSD algorithm, developed by Bianchini and Buskens [1 ], is a distributed system-

level diagnosis algorithm that implements an adaptive testing assignment. Each node in the network

performs diagnosis locally by determining the fault states of all other nodes m the network. ]Each node

5
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adapts, the tests it performs locally such that the overall testing assignment maintains a Hamiltonian

cycle of the fault-free nodes. See Figure I. The algorithm operates as follows. A cyclic order is defined

for all N nodes in the system. Each node t~i issues periodic tests of consecutive (modulo N) nodes in the

cycle, starting with ill+l, until it identifies a fault-free node. Thus, a fully connected network is required

for correct operation. Each node records its test results in a local data structure called the Tested_Up,:

~t = Fau t-Free 10

~1.
l=Faulty

~’"

(a)
Figure 1.

Tested_Up/10] =:
Tested_Up/[1] =
Tested_Up/[21 =
Tested_Up/[31 =
Tested_Up/[4] =
Tested_Up/[51 =
Tested_Up/[6] =
Tested_Up/[71 =

(b)
Testing Graph with Test Resulls and Associated Tested_Up Array

array, indexed by node identifier j, for 0 <Zj < N-1. Each entry of the Tested_Up/array contains a node

identifier. Tested_UPxlYl = z signifies that node ~tx has received information indicating that node ~(v

identifies node tt- as the next fault-free node in the testing assignment. Each node in the system pic-

tured in Figure ~ (a) maintains a copy of the corresponding Tested_Up/array given in Figure 1 (b). Test-

ing arcs in the figure are labeled with test results (0=fault-free, l=faulty). In this example,

Tested_UPi[7] =: 1, which indicates that node n7 tests node n1 as fault-free. Node n7’s faulty test result

from node tq) is hnplied by omission. The x’s in the Tested_Up/entries represent arbitrary information.

The basic Adaptive DSD algorithm is giwm in Figure 2(a). Each node is tested directly by only

one fault-free node, so test results ~nust be forwarded by fault-free nodes to other nodes. After a node ttv

is tested by another node nx, ny forwards a copy of its Tested_Upy array to nx. If the result of the test

performed by nx is fault-free, nx overwrites its Tested_Upx array with the information passed by nv and

sets its own enu’y Tested_UPx[XI = y. Otherwise, nx discards the information forwarded by ny, since a

faulty node distributes unreliable information. This information forwarding scheme insures that test

results are distributed to non-neighboring fault-free nodes through intermedmte fault-free nodes. Note

that test reports consist of the Tested_Up array and flow in the direction opposite to the performed tests.

Test reports are validated by arriving between consecutive fault-free tests I8]. This validation proce-

dure assumes that a node cannot fail and recover in an undetected fashion during the interval between

6
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/* ADAPTIVE DSD */
/* Execulcd al each nx, 0 _< x _< N- 1 */
/* at predefined testing intervals. */

2. repeat t
2.1. y = {y+ l ) rood N;
2.2. request fly to forward Tested_Upy to
2.3. } until (nx tests ny asjault-free);

3. Tested_Up[x] = y;

4. for i = () to N- 
4.1. if(/~:r)
4 . 1.1. Tcsled_Upli] := Tested_Upy[i];

/* DIAGNOSE */
/* The following is executed at each t~x, 0 <--r _<N-1 */
/* when nx desires diagnosi:s of the system. */

1,. for i = 0 to N-1
1,,1 STATEx[il

2. **ode_pointer = x;

3. repeat {
3.1 STATExinode~)omter] = faultqree;
3.2 node_pointer = Tested_Upx[node_pointer];
3.3 } until (node_poinler ==x);

(a)

Figure 2. The Adaptive ADSD and Diagnose Algorithms

two consecutive periodic tests. The Diagnose procedure shown in Figure 2(b) is performed locally 

any node that requires diagnosis of the system. The procedure executes at nx by tracing the fault-free

test paths from nx to other fault-free nodes.

In addition to the basic ADSD algorithm shown in Figure 2(a), ll] describes an enhanced vet-.

sion o:f the algorithm that incorporates the event-driven message passing technique introduced in [ 9] to

further reduce message count and diagnosis latency. Diagnosis latency is the time from the detection of

a fault event until all nodes can identify the event. In the enhanced version of the algorithm, the entire

Tested_Up array is not forwarded in response each periodic test result, lnstead, each node tti immedi-

ately forwards a single modified Tested_Lip/entry at the detection of a fault event. To minimize valida-

tion time, an aperiodic test is issued immediately upon receipt of a test report. Diagnosis. latency is.

reduced since each node immediately validates and forwards any new information received without

waiting for the next periodic test to occur.

Table 1 summarizes the performance bounds for the Adaptive DSD algorithm. The Adaptive

DSD algorithm will correctly diagnose up to N-I other nodes as faulty. The algorithm issues the mini-

mum number of tests required for diagnosis each testing period, exactly one test per node. Diagnostic

messages are distributed onty in response to fault events. A single fault event results in N diagnostic

messages, one message per node. In Table 1, Afrepresents the number of fault events that occur during

one period. Diagnosis latency for the event-driven version of the algorithm is the total time required to

validate each of the N update: messages forwarded after a fault event. For the:: basic algorithm, diagnosis
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latency can be longer and is bounded by the number of the nodes in the network times the testing

period..

Adaptive DSD Performance Measures

Diagr~osability N- 1

Test Count N

Message Count NAf

Diagnosis basic a~gorithm NTvalidate < L <_ NPtes,~Latency (L)
event-driven NTvalidate

Table 1. Adaptive DSD Performance Bounds

The ADSD algorithm haas been shown to be practical. It was successfully implemented in the

Electrical and Computer Engineering department at Carnegie Mellon in 1990 [1]. M)SD has been used

to diagnose the CMU ECE department’s network of more than 200 workstations for over 2 years, con-

suming negligible system resources. Each workstation runs the ADSD algorithm as a low-priority

background process concurrently with other processes, as illustrated in Figure 3.

; Foreground "~,
: | ISystem Configuratio~/~

~. Processes .)

::::::::::::::::::::::::::: :~ !: :! i::- ::::i:: "~ ::::U : "~:

~ [ .... :::::::::::::::::::::::::::::::::::::: :::::: i::
g*,~ ~ :::::::::::::::::::::::::::::::

::::~:::::.::::::::: ::::::: ::::::::::::::::::::::::+:.:.::-: ::..:-:::::::::

, , ::::::::::::::::::::::::::::::: :.:.:.:::: :: ;

node ni+i./’ ’. ode n- / :.. node ni 1

Figure 3. The ADSD Process

8
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3 DSM Specification

The DistribuWd Sys,t.em Monitor execute.,; in parallel as a DSM agent at each node. A DSM agent

possesses two largely independent components: a diagnosis component and a monitoring component,

as shown in Figure 6. The diagnosis component provides reliable distribution of messages to other

fault-free DSM nodes. The monitorbzg component of a DSM agent maintains general information, not

node hi.!

Figure 4. DSM and Monitor Agents

required for diagnosis, about DSM nodes. The information monitored is read from a separate agent,

referred to as the Monitor, at each node and is diistributed to other fault-free nodes in the system. This

chapter provides a functional specification of the monitoring component of the DSM agent, hnplemen-

tation details for the monitoring and diagnosis components are discussed in Chapter 4.

3.1 Monitor Variables

Each DSM agent maintains a set of local monitor variables that corresponds to state information

about the local node. The values for the local monitor variables are generated at the DSM agent by

requesting values from the local Monitor agent. Besides the local monitor variables, the DSM agent

maintains monitor variables for each of the other DSM nodes in the system. Each monitor wariable has

an associated validflag which is set to Trae if the Mo~dtor agent at the node which generates the vari.-

able has responded to the most recent update request for the variable.

Four attributes are associated with each monitor variable: name, data type, idettt{fication, nun>

bet (ID#), and update mode~period. The name and ID# are distinct for each variable at a given node.

9


