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Abstract

This work investigates automatic speech recognition in the automobile.

The report contains a description of the SPHINX speech recognition system, a description of
the speech databases used, an overview of the field of robust speech recognition, problems for
speech recognition in the automobile, and the speech recognition experiments that have been done.

Speech recognition systems work relatively well with high-quality speech. Nevertheless, when
the speech signal has been corrupted by noise sources in the automobile, recognition accuracies
decrease dramatically. In the car databases we use in this research, the recognition accuracy varies
from 78% in the best condition to 17% in the most adverse condition.

We consider various noise sources in the automobile. Tire noise is generated between the tires
and the road and it gets louder as the car runs faster. Engine noise has relatively large power in the
low frequency region. Wind noise gets louder when windows are open, as the car moves faster. The
car radio is also one of the most severe noise sources, especially when radio talk shows are on the
air. Noise from windshield wipers is also recognized as particular words.

We study a new parameter representation and various compensation techniques that could
overcome these adversities. Mel-frequency cepstral coefficients whose model is based on the hu-
man auditory perception are shown to provide better parameters for very noisy speech than the cep-
stral coefficients derived from linear prediction that are the original parameters for the SPHINX
system. Environmental normalization algorithms such as CDCN (Codeword Dependent Cepstral
Normalization) and cepstral mean normalization provide some improvements in almost every con-
dition. An extended version of CDCN called histogram-based CDCN is developed in this research.
This technique attempts to provide more accurate statistical parameters of noise for every incoming
utterance compared to the original CDCN, but it doesn’t work very well in speech with a low sig-
nal-to-noise ratio.

The adaptive noise cancellation technique is applied to overcome car radio noise. We use the
simple LMS (Least-Mean-Square) algorithm adding a gain-reduction feature to avoid divergence
in enhanced speech. This technique reduces the car radio noise with very little distortion in speech,
and improves recognition accuracy considerably.

The techniques we examined provide substantial improvements to speech recognition in the
automobile, but they do not reach the same level of performance as that of clean speech.
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Chapter 1
Introduction

Speech recognition has a long history of being one of the most difficult interdisciplinary prob-
lems. It will still take many more years to develop an unconstrained system that is able to recognize
speech under any circumstances. Early speech recognition systems achieved a reasonable perfor-
mance only under one or more of the following constraints: (1) speaker dependence (2) isolated
words (3) limited vocabulary (4) constrained grammar (5) use of close-talking microphone (6) qui-
et recording environment.

In the last 5 years, remarkable progress has been made in addressing all of these constraints as
computational power has been increasing. Nowadays speaker-independent continuous speech sys-
tems with vocabulary sizes of 5,000 to 20,000 words, using sophisticated language models, have
been demonstrated by research laboratories. However, all of these systems exhibit dramatic degra-
dations in performance when they are operated in different environmental conditions from the ones
with which they were trained.

Though the field of speech enhancement and robust speech recognition in adverse environ-
ments is relatively young, a number of work has been carried out. For example, early efforts in this
field were summarized by Lim [1983] and later results were reviewed by Juang [1991]. Previous
research in robust speech recognition in adverse environments has focussed on several environ-
ments including telephone lines, work offices, aircraft cockpits, and automobiles. This project
deals with the problem of speech recognition in the automobile.

One of the most promising applications of this problem is that of the hands-free cellular phone.
As cellular phones have become popular, speech recognition in the automobile has become very
attractive for the past 4 years. To reduce the danger of dialing while driving, vocal dialing is desir-
able. Also when the driver is speaking while driving, speech may not be intelligible and should be
enhanced for hands-free radiocommunications.

The main problems of speech recognition in the automobile are noise sources such as:

* tire and wind noise while running

* engine noise

* car radio, fan, wipers, and turn signals
* noise coming from outside the car
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The purpose of this work is to understand how badly the noises affect the performance of
speech recognition in the automobile, and to understand how these noises can be defeated by var-
ious techniques, including a newly developed technique. Though these studies have attempted to
improve speech recognition accuracy using specific speech databases, the major goal is to obtain a
better fundamental understanding of the car environment, and to establish an appropriate method-
ology in this field. This work has been focused on the “front end” of the speech recognition system,
and we have made no modification in the recognition engine to achieve environmental robustness.

The outline of this report is as follows:

* Chapter 2 provides a brief description of the SPHINX recognition system
* Chapter 3 describes the speech databases used in this research
e Chapter 4 provides noise characteristics in the automobile

« Chapter 5 provides a review of previous work in the area of speech recognition in adverse
environments

« Chapter 6 describes a set of experiments and their results, including a new environmental
compensation algorithm, called histogram-based CDCN

* Chapter 7 describes the experiment on adaptive noise cancellation for car radio
 Chapter 8 summarizes the results of this research
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Chapter 2
The SPHINX Speech Recognition System

The SPHINX system was developed at CMU by Lee et al. [1989]. It is a pioneer in speaker-
independent large-vocabulary continuous speech recognition. We briefly describe the blocks that

comprise the SPHINX system shown in Figure 2-1.

Training Speech Testing Speech
+ Time waveform * Time waveform
Signal Processing Signal Processing
LPC cepstrum
Clustering
Y Y
vQ Codebook vQ

Cepstrum Code
Diff. Cepstrum Code
2nd Diff. Cep. Code
Power, Diff. Power and 2nd Diff. Power Code
Y y

Training Recognition

Sentence Interpretation

Figure 2-1: Block Diagram of the SPHINX System

2.1 Signal Processing

All speech recognition systems use a parametric representation rather than the waveform itself
as the basis for pattern classification. These parameters carry information about the spectrum.
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SPHINX uses frequency-warped LPC (Linear Predictive Coding) cepstral coefficients (LPCC) as
features for speech recognition. They are computed as follows (Shikano [1986]):

* Speech is digitized at a sampling rate of 16 kHz

A Hamming window of 20 ms (320 samples) is used every 10 ms (160 samples)
* A preemphasis filter H(z) = 1- 0.977”" is applied

* 14 autocorrelation coefficients are computed

« a Pascal window is applied to the autocorrelation sequence

« 14 LPC coefficients are derived from the Levinson-Durbin recursion

» 32 LPC cepstral coefficients are computed using a standard recursion

s The cepstral coefficients are frequency-warped by using a bilinear transform producing 12
warped LPC cepstral coefficients

Although adjacent frames of speech are indeed correlated with each other, the SPHINX system
assumes that every frame is statistically independent. In addition to the static information provided
by the cepstrum, SPHINX also uses dynamic information represented by first-order and second-
order differences of the cepstral vector.

2.2 Clustering and Vector Quantization

Once the incoming speech has been converted to an n-dimensional vector, a data reduction
technique known as vector quantization (VQ) is used to map a vectorinto a discrete symbol. A vec-
tor quantizer is defined by a codebook and a distortion measure. The codebook is generated by a
hierarchical clustering algorithm and contains L vectors. It is a quantized representation of the vec-
tor space. The distortion measure estimates the degree of proximity between two vectors. An input
vector is mapped into a symbol in the alphabet by choosing the closest codebook vector according
to the distance metric. In the SPHINX system L is fixed to 256, so a codeword can be represented
with just one byte. The distortion measure is a Euclidean distance.

VQ greatly reduces the amount of information while maintaining most of the information of
speech events; i.e. a 12-dimensional cepstral vector and power component are compressed to 4
code words. It also reduces the computational load of the recognition engine. For these reasons
SPHINX uses the VQ technique.
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2.3 Hidden Markov Models

The Hidden Markov Model (HMM) is currently the dominant technology in continuous speech
recognition, and it is the technique used for speech recognition in the SPHINX system. A good in-
troduction to this technique is found in Rabiner and Juang [1986].

Briefly the HMM is a collection of states connected by transitions. Each transition is described
by two sets of probabilities:

* A transition probability which describes the probability of a transition from one state to the
next.

« An output probability density function which defines the conditional probability of emitting
each output symbol from a finite alphabet when a particular transition takes place.

Given HMMs and a set of training features, we first estimate the probabilities in each transition
so that each HMM has maximum probability of generating the training features. Using these prob-
abilities for each HMM and a set of testing features, we then find the most likely HMM state se-
quence by looking at the overall probability that the model produces the testing features. HMMs
have become a widely-used approach for speech recognition due to the existence of maximum like-
lihood techniques to estimate the parameters of the models in the training stage and efficient algo-
rithms to find the most likely state sequence in the recognition stage.

2.4 Speech Unit

The speech unit of the SPHINX system is the phoneme. Since the same phoneme in different
contexts can be instantiated very differently, SPHINX uses generalized triphone models as a way
to model left and right context.

In Chapter 3 we describe two databases, the Motorola car database of 7-digit strings and the
AN4 database of census information. Since both the Motorola car database and the AN4 database
do not follow a particular grammar, triphones are concatenated into words without grammar.
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Chapter 3
The Motorola Car Database and AN4 Database

In this chapter we describe the Motorola car database which was used to evaluate effects of the
noise in the automobile on the SPHINX system. We also give a brief description of the AN4 data-
base which was used as training data for SPHINX.

3.1 The Motorola Car Database

The Motorola car database was created to develop and evaluate a hands-free cellular phone at
Motorola. It consists of 12 speakers; 9 males and 3 females in their 20’s and 30’s. Each speaker
uttered five 7-digit strings in each of the 16 different conditions derived from 3 driving speeds, 0
(engine idle), 30, and 55 m.p.h., and the following other factors:

e windows up/down

* fan on/off

¢ radio off/music/ AM-talk
* wipers on/off

The digit strings were randomly generated with equally likely probabilities for all the digits,
and they were read from a script to the driver who then repeated them. The digit, ‘0, had two pro-

nunciations: “zero” and “oh”.

In addition to the five 7-digit strings, each speaker recited all the digits discretely in every con-
dition. A sample of the background noise was also recorded in each condition for each of the speak-

€rs.

The speech digit files were recorded on a DAT recorder in various automobiles using 2 micro-
phones located on the driver’s visor. One was a low-fidelity microphone which is a standard Mo-
torola “hands-free” cellular phone microphone. It uses an electret element and was filtered to have
a bandwidth of approximately 300-3,400 Hz. The other was a high-fidelity microphone, the Sony
ECM-959DT, which uses an electret element and has a flat bandpass of bandwidth 50-18,000 Hz.
The high-fidelity data were lowpass filtered to about 6,720 Hz before sampling. These files were
sampled at 8 and 16 kHz, respectively, using the line inputs of the Ariel Digital Microphone.

Since the goal for collecting the database was to make it as realistic as possible, the recording
conditions were somewhat variable and reflected what an untrained population of users might pro-
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duce. Some of the files for various speakers were missing due to recording problems which were
not noticed until the data were reviewed.

We used a portion of the files which contained 7-digit strings sampled at 16 kHz, since only
these files were valid for recognition experiment in the SPHINX system. Because the database was
too small for training, we used this database for testing purpose only.

Though the Motorola car database was collected under a wide variety of conditions, it was not
sufficient to represent the entire conditions of the car environment. For example, we should also
consider variety of weather conditions and road conditions. In the real application, therefore, it is
more feasible to train the speech recognition system with large database of clean speech and then
to operate the system in the real car environment. For this reason we used the AN4 database for
training in our experiments.

3.2 The AN4 Database

The AN4 database is composed of 74 speakers (53 males and 21 females) for training, and 10
speakers (7 males and 3 females) for testing. The training speakers and the testing speakers are dif-
ferent. The database consists of strings of letters, numbers, and a few control words. After discard-
ing some utterances because of bad recording conditions, the training set consists of 1018
utterances, and the testing set contains 140 utterances.

The AN4 database was recorded in stereo in an office environment; the primary channel was
recorded using a Sennheiser HMD224 close-talking microphone, and the second channel of speech
was recorded using an omnidirectional desk-top Crown PZM6fs microphone.

Only the training set of data from Sennheiser HMD224 was used in our experiments.

Since the AN4 Database has larger vocabulary size, we have to provide larger phonetical mod-
els and HMM models than we really need for testing data. This provides less accurate models, and
less word accuracy at last.

3.3 Summary

The Motorola car database was collected under a wide variety of the conditions. Though the
number of utterances was small, we could evaluate the effect of noise under some typical condi-
tions in the automobile. However, the database did not contain all weather conditions and road con-
ditions, so we could not evaluate the effect of noise under these conditions.
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It is more feasible to train the speech recognition system with a large database of clean speech
and then operate the system in the real car environment because of the broad variability of the con-
ditions in the real application. For this reason we used the AN4 database for training. Since the
AN4 database has a larger vocabulary than the Motorola car database, we have larger phonetic
models and HMM models for a greater number of words, which degrades recognition accuracy

somewhat.






