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Abstract

This paper develops analytical scheduling models for Futurebus+ (IEEE 896) according to Profile B,
for both central and distributed arbitration protocols. Bus scheduling models are abstractions that allow
us to reason about the timing correctness of real-time/multimedia messages scheduled on the backplane
and provide a quantitative criterion for exploring the design space of Futurebus+ implementations. We
demonstrate how the models can be used to select operational parameters such as maximum transaction
payload and to determine cost effective buffer allocation among the module interfaces. We also use the
models to examine differences in schedulability between distributed and centralized arbitration.
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1 Introduction

In this paper we develop scheduling models for the Futurebus+ (IEEE 896) backplane. A backplane
scheduling model is an abstraction used to verify the timing correctness of an arbitrary set of periodic
real-time messages. It can be used for continuous media types such as video and voice, which incorporate
timing requirements in the form of deadlines. The scheduling model verifies that these continuous media

messages are always transmitted by their deadlines.

Performance metrics such as peak bandwidth fail to account for overhead costs incurred with transmit-
ting messages. The implementation of a backplane bus creates significant costs associated with initiating
and completing a transmission and performing arbitration. Sustained bandwidth metrics improve on
this situation by incorporating overhead costs associated with message transmission, but still ignore the
bandwidth loss associated with guaranteeing deadlines. Because a backplane is not entirely preemptable,
priority inversion can occur where a high priority message is prevented from being transmitted while a
lower priority message completes. Priority inversion, or blocking, degrades schedulability [1]. Schedu-
lability is the determination whether each message will be transmitted by its deadline. Both overhead
and blocking must be included in the scheduling model to correctly determine if a given message set will
meet its deadlines. In all cases, costs must represent the worse case. Without bounding the costs, no

guarantees can be made.

Further, the scheduling model incorporates limitations on message size and/or message period. These at-
tributes of a message can have significant repercussions within a system. Message size can drive buffering
requirements, whereas message period can contribute to the end to end latency affecting a message that
passes through the backplane. In addition to limitations on any given message stream, the model is use-
ful in the selection of system parameters such as transaction size. We vary the message limitations and
system parameters and then quantitatively determine the effect in terms of schedulability. Finally, the
scheduling models allow us to quantitatively compare different arbitration techniques, again in terms of

schedulability.

Arbitration is the technique of selecting the order in which requesting modules are granted the right
to transmit. The Futurebus+ protocol defines a centralized arbitration scheme as well as a distributed
arbitration scheme. Futurebus+ arbitration for support of real-time applications has been discussed in
[2]. A description of the central arbiter may be found in [3]. The Futurebus+ standard is the definitive

description of distributed arbitration and the interface requirements of centralized arbitration [4]. In

this paper we model both the centralized and distributed arbitration techniques and use the models to
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compare the two approaches from a real-time scheduling viewpoint.

Before a module may transmit a message it must obtain tenure, or the right to transmit. The module hold-
ing tenure is called the bus master. While tenure is the right to transmit, transmission is accomplished
through the use of transactions. A transaction transfers information from the bus master to one or more
modules (slaves). Both central and distributed arbiters support early designation of a module as the next
bus master (the master-elect). This feature allows arbitration to occur concurrently with data transfer ac-
tivity on the data bus, improving bus throughput. However, early designation creates the possibility that
a high priority message will arrive after a master-elect of lower priority has been selected. The higher
priority message can now be delayed for the duration of not only the bus master’s transfer but also that

of the master-elect.

One approach to reduce the blocking is to support deposition of the master-elect in those situations where
a higher priority message is pending. This technique, which is supported by the distributed arbitration
protocol, reduces blocking but can potentially increase overhead. Without deposition, as in central arbitra-
tion, the blocking must be managed solely through the use of smaller transaction sizes. Central arbiters
can however be substantially faster than distributed arbiters. Therefore, it is interesting to compare the
costs of central and distributed arbitration from a real-time scheduling viewpoint. Our experiments will
show that in general distributed arbitration is capable of outperforming central arbitration for the selected
message set. However, with careful selection of parameters such as transaction length and buffering, the
performance gap can be narrowed and may be negligible in the operating ranges in which the bus performs

best.

These models can support transactions under Profile B with the following exceptions:

o Read Response: Split transactions would require that a worse case be defined that incorporated

both the request and response transactions as well as the worst case delay between them.

o Busy: The worst case response requires bounding the number of retry cycles and defining the delay

between retry attempts.

The central arbitration is additionally consistent with Profile B, providing a fair arbitration priority

scheme.

The main contributions of this paper are: development. of scheduling models for Futurebus+ with both cen-
tral and distributed arbitration protocols; evaluation of the impact of latency requirements and buffering

on the schedulability of the message set; comparison of the protocols from a real-time scheduling view-
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point; and demonstration of the use of the scheduling models to select system parameters like maximum

transaction length.

The remainder of the paper is organized as follows. In Section 2 we give a brief introduction to the issue
of tenure and nature of message traffic. Section 3 introduces formal terms and definitions, as well as the
traffic model. In Section 4 we develop scheduling models for Futurebus+ which allows us to reason about
timing correctness of real-time applications as well as to set configuration parameters such as maximum
transaction size. Section 5 introduces the experiment and explains the results. Concluding remarks are

contained in Section 6.

2 Background

Backplane buses provide a communication mechanism for modules in a multi-module system. Data is
transmitted on the backplane in a word-parallel manner, where word-widths are typically between 8 and
64 bits. The right to transmit on the bus is held exclusively by one module at any given time. The module

that currently holds the right to transmit on the bus (bus master) is said to have tenure.

Tenure is granted to modules according to an arbitration protocol. Arbitration is the technique of selecting
the order in which bus mastership is granted to requesting modules. The arbitration protocol is typically
a function of outstanding requests, and possibly state information. Examples include FIFO, round-robin,
and fixed-priority schemes. Prioritized arbitration is often used to differentiate between bus transactions
with differing timing requirements. As multimedia applications become prevalent, the bus will need to
support data traffic with widely different timing requirements. For example, data transfer of a file from
disk to memory may have less stringent timing requirements than voice or video traffic arriving from the

network interface card.

Multimedia applications in particular create high bandwidth, periodic traffic. While these messages may
have a natural frequency associated with the media such as the frame rate for video, the instantiation
of the message on the backplane may reflect additional requirements and constraints. These constraints
can be imposed to help manage the impact of the message stream on resources such as buffering, or to
manage requirements such as end to end latency for interactive applications. To meet these requirements
the message stream undergoes period transformation. Period transformation, or data pacing, reduces
both the size and period of messages while increasing their frequency. This has the effect of pacing the
message in a more regular manner. Figure 1(a-b) illustrates the effect of data pacing; the message has

been halved in size and arrives at twice the frequency. While this transformation modifies the message
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Figure 1. Data Pacing & Transaction Overheads

characteristics, it does not change the bandwidth demands of the message stream (when overheads are
considered, this will no longer be the case, small changes in bandwidth can occur due to integer math).

This transformation will in general reduce the schedulability of a message set.

While data pacing can be used to address system requirements, messages can be further decomposed in
order to manage the schedulability of the resource. Subdividing the message into multiple transactions
creates a tradeoff between the overhead associated with transactions, and the blocking that results from

long transactions. The impact of transaction overhead on a message is illustrated in Figure 1(c).

To guarantee timing correctness, the effect of limitations on both message size as well as the message
period must be taken into account. Creation of a scheduling model which incorporates these issues allows

us to make guarantees about timing correctness.

3 Notation and Definition

In this section we define notation used in the analysis and formalize key concepts from the previous

section.

Consider a backplane with n» modules. Each module is the source of a single periodic message stream.
Any given message stream is characterized by = (m, T, D), where m is the message length in bytes, T is

its period, and D is its deadline. A message 7 from a transmitting module is said to have met its deadline
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if it reaches the receiving module within D time-units. This work assumes deadlines are at end of period

(D = T, thus the message stream characterization simplifies to 7 = (m, T).

Consider a module which is capable of transferring a word which is W bytes wide every cycle. Let C denote

the time to transmit a message of length m bytes. Then C is given by:
m
C=f(m)= [W-I * cycle (1)

For example, a bus that can transfer 4 bytes every 50 ns takes (100 * 50)/4 = 1250 ns to transmit a 100
byte message. Using this function, the message stream = (m, T') can also be characterized as r = (C, T).
While the following work will assume that every message within the system can be transmitted at the

same speed, variations in transfer speed can be incorporated in the function f(mj).

In order to bound the worst case, it must be shown that the receiver can accept the message without
any delays or re-transmissions. Within the Futurebus+ domain, this requires both that the receiver not
respond with a status of BUSY or WAIT, and that transmission occur at peak transfer for the duration of

the message.

Each message stream is subjected to requirements (constraints) limiting the message length and/or period.
These requirements result in period transformation of the original message. The resulting transformation
is driven by the more stringent of the message size and period requirements. Limits on message size reflect
the buffering issues within the system, while limits on the period reflect bus latency. For this work let
¢ denote the transformation required to satisfy a message size limit of buf. Likewise, let ¥r denote the
transformation required to satisfy a message period limit of L. The resulting transformation v is defined

as follows:
Yo = [m/buf]
Yr = [T/L]
Y = maz(Yc, Yr) (2)

The message stream  is actually instantiated in the system as a function of ¥ and can be represented as

'

m' = [m/]
T' = [T/4]
= (mI’TI) (3)

For example if the original message r = (m,T) = (20, 1000) and the requirement buf = 8 is imposed (no
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period requirement imposed), then the transformation is ¥ = ¢¥¢ = [20/8] = 3. Thus the transformed
message is 7' = ({20/31, {1000/3]) = (7, 334). Transformations can additionally be used to increase the

schedulability of a message set by exploiting harmonic frequencies. This work does not consider such

transformations.

For simplicity in notation, subsequent references to m, C, T, and = refer to the instantiated message

stream, after transformation.

Let the n modules produce the set of message streams {r, m,...,n,..., ™}, each transformed according
to requirements buf; and L;. The message streams are in decreasing static priority order. In this paper
we assume that the backplane supports sufficient priority levels such that each message stream has a
unique priority. The schedulability impact of limited priority levels is discussed in [5]. The assignment of

priority order for this work is determined by the period of the instantiated message stream.

Each message will be transmitted through the execution of one or more transactions. The payload is
the amount of useful information transmitted during each transaction. The maximum size payload of
a transaction is TRy,q, and the time to transfer TRp,q, is given by Cree = f(TRmas). For example if
the message length is 100 bytes and TR, = 40 bytes, then the message will be transmitted in three
transactions. Since each transaction is non-preemptable, messages can only be preempted at the trans-
action boundaries within the message. Messages are independent and non-interfering at both source and

destination.

The transmission of messages involves both overhead and blocking. Overhead is defined as time spent
by a module on behalf of a message, not counting the time spent transmitting the payload. Examples
of overhead include the time to address the recipient, define the transaction, receive status from the
recipient, and pass control of the bus to another module. Blocking is defined as time during which a
higher priority message is denied the resource by lower priority messages. An example of blocking is the
delay a high priority message incurs since it cannot preempt a transaction associated with a lower priority

message.

Futurebus+ divides a transaction into three phases: connect, data, and disconnect. Ceonnect aNd Caisconnect
are the overhead components representing the connect and disconnect phases of a transaction. Table 1
summarizes the parameters that describe messages, the system parameters of the Futurebus+ backplane,

and the overhead terms described above.
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| Term B Definition

T A message stream characterized by (m;, T;, D;)

m; Number of bytes in each message of stream 7;

C; Time taken to signal m; bytes on the bus ignoring overhead
T Period after which r; generates m; bytes

D; Deadline of a message from stream =;

L; Latency requirement limiting period of message stream =;
buf; Receive buffer-size for message 7;

BUF Aggregate Receive buffer-size = 7, buf;

Yo Transformation requirement due to buf;

Prii Transformation requirement due to L;

P Degree of period transformation for message stream =;
Smaz Degree of schedulable saturation

TRmaz Maximum information (payload) carried every transaction
Crnaz Transmission time of TR a2

w Width of the bus in bytes

cycle cycle time: Bus is capable of transmitting W bytes every cycle
Ceonnect Connection overhead

Cliisconnect Disconnect overhead

Ciransfer Transfer overhead

Ceentralard Central arbiter selection of Master-Elect

Cistrivutedary | Distributed arbiter selection of Master-Elect

Table 1: Summary of notation and definitions
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4 Futurebus+ Scheduling Models

The backplane scheduling model is based on the real-time theory for scheduling tasks on a single resource
developed in [6, 7]. Consider tasks {71, ™, ..., T»} arranged in decreasing priority order. Task 7; is charac-
terized by an execution time C;, period T;, and deadline D; (D; < T;). We summarize useful results from

(6, 7).

e The longest response time for any task 7; occurs at its critical instant which occurs when it is instan-

tiated simultaneously with all higher priority tasks.
o All task deadlines will be met if the first request of each task meets its deadline.

e A task set is schedulable if the following equation holds.
. . min : Cj i
]:

In the above equation, each task r; is evaluated over its period, up to its deadline D;. The summation of the
workload is evaluated over the interval [0, D;]. If the cumulative workload’s minimum value normalized
by time is not greater than unity, then the task set is schedulable. In practice, the schedulability condition

is easily evaluated using an iterative technique discussed in [8].

Equation 4 assumes that the scheduler instantaneously observes all task arrivals, tasks are perfectly
preemptable, and overhead is non-existent ( i.e. tasks only utilize the resource as a result of transmitting
the payload). This equation produces a necessary and sufficient condition for deciding the schedulability

of a task set.

However scheduling in a backplane is not ideal. Preemption is limited to transaction boundaries and there
is significant overhead associated with arbitration and transaction management (addressing, handshakes,

ete).
The above scheduling theory may be applied to the backplane context by making the following modifica-

tions to Equation 4:

o C; which represents the execution time of task 7; on a processor, is replaced by the sum C; + Cov;

which accounts for the total amount of time spent in transmitting a message of stream 7;. Cov;
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