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1. Introduction

In an continuing search for improved digital circuit performance, it has been suggested
that logic designers abandon their standard design techniques and complimentary metal-
oxide-semiconductor (CMOS) technology in liecu of a more complex solution, including ad-
vanced processing technologies (reduced dimension CMOS, emitter-coupled logic, gallium
arsinide) and hardware-intensive architectures (stochastic arrays, RISC), that offer im-
proved performance at the expense of extra power, design time, or processing expense.
However, an inherent weakness of the clocking strategy used in most modern CMOS digi-
tal logic circuits could be exploited by a different timing strategy. Currently, an
externally-generated clock is used in these circuits to allow data transfer and processing,
using the longest delay through the circuit to fix the maximum clock frequency.
However, if only a select set of input conditions will cause this longest delay to occur,
some applications (which do not include these input values) will always have periods of
time in which the circuit would be quiescent. A timing strategy that would minimize the
unused cycle time regardless of the input values would demonstrate improved
performance; if the technology and basic architecture would remain unchanged, this

new strategy would be an attractive solution.

This thesis will analyze a new digital logic timing strategy [Maly]. This strategy takes ad-
vantage of current behavior in CMOS digital logic circuits to provide an internally-
generated clocking solution in which the unused cycle time remains a constant. An
architecture for the application of the strategy is presented, as well as methods for esti-
mating possible performance gains. Finally, performance gain estimates are made based

on data from a case study.



2. Current-Based Self-Timed Circuits (CSCs)

To understand the reasoning behind the choice of this new timing strategy, a brief re-
view of the relative merits of externally- and self-timed circuits will follow, along with a
discussion of the monitoring circuits available for use in self-timed CMOS integrated cir-

cuits.

2.1 Timing Schemes in Digital Logic Circuits

The traditional digital circuit timing methodology used to control data flow is shown in
Figure 1. Memory storage devices hold data values which can be changed only under the
control of an additional signal, the master clock. The clock is supplied simultaneously to
all storage elements from outside the circuit to ensurc the validity of the data being trans-
ferred, with new data storage occuring only when the clock is changing from one state to
another. The maximum rate at which data may flow through the system is fixed by the

longest propagation delay between any two memory storage devices.
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Figure 1 - Traditional digital circuit timing methodology

This approach is extremely general and will provide successful data storage regardless of
the application. However, this methodology may not always yield optimal performance.
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For example, if a given set of inputs does not cause the longest delay path to be exercised,
the logic states of the circuit will remain constant until the isolated clock generator can
change state again. As given delay paths can only be exercised by a select set of inputs,
most applications will rarely exercise these longest delay paths, resulting in periods of
circuit inactivity during most cycles. This unused cycle time represents lost time for data
processing, degrading overall performance. If this unused cycle time could be reduced in

enough instances, performance could be improved.

A digital circuit timing methodology that reduces this unused cycle time has been pro-
posed in which the clock signal is generated by an on-chip circuit monitor that tracks
nodal activity, producing the clock signal when all nodes are settled to a state. This moni-
tor can check either voltages or currents, depending on the implementation. The data
throughput is then determined by the average delay between two memory storage devices
and the delay through the monitoring circuit in generating the clock signal. Since this
average delay will be dependent on which data values are applied, an application that had
prior knowledge of the types of data to be used could take advantage of a self-timing strat-

egy to yield improved performance.

2.2 Monitoring Schemes in Self-Timed CMOS Digital Logic Circuits

As discussed, the implementation of a self-timed circuit requires an on-chip monitor of
nodal activity. In CMOS digital logic circuits, this entails a circuit which periodically ana-
lyzes either voltage or current behavior to determine circuit quiescence. Both ap-
proaches presented allow the maximum data rate to be determined by the average delay
through the circuit and an additional delay imposed by the monitor. An analysis of these
monitors and the delays resulting from their use will be used to select an approach that

provides optimal performance independent of the input values.



One approach to voltage monitoring has been proposed by Seitz [Seit90]. Tactics and ter-
minology used in from asynchronous data transfers (Request, Acknowledge) are applied
to enable blocks of self-timed logic to communicate. Figure 2 illustrates how these control
signals would be connected between blocks of digital logic to form Seitz’ “bundled data
intefface”. The Request signal is defined to be active only after data is valid at the output

of a block; Acknowledge signal is asserted only after a block has accepted the new data.
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Figure 2 - A new timing methodology: the bundled data interface

The two control signals are used to perform “transition signalling”, in which the actual
state of a control signal is not important; rather it is whether the signal changes state
that is tracked by the control logic. Edge-sensitive circuits (XOR gates and Muller C-cells)
are used to mediate between the Request and Acknowledge signals to ensure proper data
control. Figures 3 and 4 demonstrate implementations of the circuitry required to support
these signal characteristics. Figure 3 demonstrates Seitz’ approach to generating the
Acknowledge signal. A fixed delay on the Request input creates the Acknowledge output
signal whose delay is always longer than the longest delay through the block of logic.
This implies that the throughput of a block will be even less than that available with an
externally-generated clock. However, Sutherland [Suth89] has advanced a  solution re-
quiring the partitioning of the combinational logic circuit into smaller blocks, with the
outputs of these smaller blocks stored in specially designed registers.  This interconnec-

tion of numerous small stages of logic and registers is referred to as “micropipelining”.As



an example, Sutherland reports the partitioning of a twelve-bit by twelve-bit multiplier

into a twenty-four stage pipeline [Suth89].
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Figure 3 - The Seitz Method for voltage-based monitoring

Figure 4 demonstrates how a number of these blocks would be connected. The logic blocks
have been removed between each level of registers to simplify the drawing. The Muller
C-cells act as logical ANDs for the transition signals; that is, if both inputs are the same,
the output is a copy of the state, and if the inputs are different, the last output state is
held. The bubbled input ensures that Request or Acknowledge cannot both be asserted
simultaneously. The special registers are controlled by signals that allow the register in-
put to be loaded (Capture, or C) or ignored (Pass, or P); thesec signals are delayed (Cd, Pd)

and used in the control path as well.
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Figure 4 - Timing between blocks of logic

By inspection, the application of Seitz’ approach to a monolithic block of logic will
produce the same performance as an externally-timed circuit. Thus, Sutherland’s
architecture must be used to attain any performance gains. This would require additional
partitioning of the logic as well as the addition of many new registers and control logic,

greatly increasing the overall area required and, possibly, the power required.

While the voltage-monitoring approach takes advantage of characteristics of voliage
transience in CMOS digital logic circuits, the current-monitoring approach exploits the
nature of current flow in these circuits, The complimentary nature of the transistors
involved and the duality of the interconnection of PMOS and NMOS transistors in digital
logic circuits ensures that there is no clectrical path between the power and ground
buses when the inputs are constant. Additionally, the only time that current can flow is

6



when an output node is changing state; thus, when all nodes have changed state, no
additional current will be switched into either the power or ground bus, and the total
current flowing in these buses will decrease monotonically as the bus discharges. A
sensor could detect when this current magnitude falls below the level indicative of an
settled circuit (or “threshold“ level), creating a logic level signal to indicate this
condition. This logic level signal could then be processed through some logic to create

the clocking signal for the circuit.

To wuse this current monitor, there are several issues which must be resolved. One re-
quirement is that all blocks of self-timed logic have separate power and ground buses to
ensure that each block is checked separately for switching. In addition, the threshold
current for each sensor must be separately evaluated to maximize performance gains.
Finally, although the relationship between current magnitudes and output voltage set-
tling is understood qualitatively, a quantitative relationship must be developed as well to

allow a more thorough analysis and to provide further insights.

The difference in the monitor delays is apparent. The current-based monitor checks the
current magnitudes, producing circuit delays that are a function of actual circuit activity.
The voltage-based monitor, however, produces circuit delays that are a function of the
longest circuit delay regardless of the circuit activity. In addition, the current-based
approach requires less overhead in the design process. It can be seen that Sutherland’s
micropipeline concept could be applied with a current-based monitor to allow additional
performance gains. As the current-based approach performs true circuit activity
monitoring while permitting performance that is better than the longest delay, the
current-based approach to monitoring and clocking a self-timed circuit was selected,

creating the general CSC architecture.



2.3 A General CSC Architecture

Figure 5 shows a general representation of a single CSC block. The Logic Circuit repre-
sents the logic circuit and the memory storage devices for the inputs. As the Logic Circuit
switches states, the current flowing through the circuit is fed into the Current Monitor.
This circuit compares the Logic Circuit current with the “threshold” current, creating a
logic-level output that signals whether the Logic Circuit has settled. The Self-Timing
Logic uses the output of the Current Monitor to generate the clock signal used by the

Logic Circuit.
)
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Figure 5 - The general CSC architecture



3. Methodology for Estimating Performance Gains of CSCs

As discussed previously, the use of a current-based monitoring scheme requires that cir-
cuit activity be characterized in terms of current behavior.  The relationship between
current flow and output voltage settling must be dctermined so that the Current Monitor
will trigger the Self-Timing Logic properly, allowing the correct data to be captured in
the memory storage elements. Of particular concern is evaluating a current level that is
indicative of a settled circuit. This current level should be sufficiently low that the confi-
dence level of circuit quiescence is high, but not so low that performance gains are lim-
ited. An analysis of the nature of current flow in CMOS digital logic circuits led to the de-
termination of three key current levels. These important current levels will be used to
analyze the current-voltage relationship and to allow proper setting of the threshold

current used by the Current Monitor.

To develop the first two of these current levels, a special instance of circuit switching
shall be considered. In this case, called the “minimum switching case”, the minimum
number of complete state transitions possible in the circuit will occur. This requirement
on circuit switching allows an initial estimate of circuit switching behavior by setting an
upper limit on the monitor threshold current level. It should be noted that this definition
is somewhat weaker than would be necessary to ensure that the minimum current is ac-
tually switched, which would allow output voltages to glitch before returning to their
original state. This requirement would cause the problem to be substantially more diffi-
cult to resolve, and for the purposes of this project, the stated requirement is sufficiently
strong.  The current level seen when all output voliages have settled in the minimum
switching case shall be the first index current level. The second index level will be the
peak current in the minimum switching case; this figure will be of importance if the out-

put voltage levels should settle before the peak current has been attained.



The third key current level will arise from a characteristic of the current waveform. As
the minimum switching case will cause relatively few circuit transitions, the current
magnitude should decrease with time monotonically after the peak current value has
been achieved. This is because switching should occur simultanecously, with current
magnitude decreasing after the peak as the ground bus discharges. In many cases,
though, the propagation of increasing or decrcasing voltages through the circuit will
cause staggered switching, resulting in the magnitude of the current to increase briefly
(or “loop”) before rolling off again. If the the ground bus current “looped” around the
threshold current, the sensor could glitch, causing an erronecous clock cycle.  Thus, the
third important current Ievel should be the maximum current that will ensure that the
current magnitude will constantly decrease. The minimum of these three current levels,
then, would be the maximum value for the sensor threshold current. To evaluate the volt-
age-current relationship, delay times to achicve thesc important current levels as well as
the delay required to ensure all output voltages are settled should be recorded as well for

later correlation.

To determine whether an external-timing or a current-based self-timing strategy is ap-
propriate for a circuit, an comparison of data throughput between the two strategies
should be conducted. As previously discussed, knowledge of the longest voltage delay (i.e.
delay to ensure all output voltages are settled) and the average current delay (i.e. delay to
the threshold current level) must be available to conduct this analysis. This average cur-
rent delay should be evaluated with a set of randomly generated input patterns and, if
possible, with a set that would be typical for the application under consideration. The
first set of simulations will allow a general sense of performance gains, while the second

set will allow a more specific assessment of performance gains.

There will be two criteria used to evaluate the performance improvement possible from

using a current-based self-timing strategy. The first will be the percentage increase in
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throughput possible when changing from voltage-based external timing to a current-

based self-timing strategy. This can be expressed as:

G— - 1) * 100 %,

tac * tmon

where ty) represents the longest voltage delay, t,. the average current delay, and ty4p
the current monitor delay. This longest voltage delay should include not only the
propagation delay, but also the set-up time for the memory storage device. A later

analysis will determine the relative importance of this added time.

The second criterion will be the percentage of paths whose delay in a CSC will be greater
than the longest voltage delay. If this percentage is sufficiently high, or if the paths in-
volved are sufficiently vital to system performance, overall system performance could be

degraded, rather than improved, by using the CSC strategy.

4. Case Study

Appropriate test cases for the CSC architecture exhibit several distinct characteristics. In
an actual implementation of the architecture, a wide distribution of possible delays may
result in a sharp contrast between designs whose performance is limited by average delay
lengths and those bounded by the longest delay length. These delays should be highly de-
pendent on the input data, causing the generation of the longest and shortest delays to
occur only under specific conditions. While actual implementations may include several
synchronized blocks of self-timed logic, the input data should be sufficiently buffered
that synchronization issues are insignificant to allow analysis to focus on the monitoring

strategy.
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