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Abstract

This thesis discusses the design and implementation of a 16x16 ATM BISDN multicast
switch presented by Bianchini and Kim[1]. The switch is separated into a data path and
control path and explained in terms of its three stages: input, multicast, and output/feed-
back. The report also examines the special features of the switch, including a shared
memory input queue, multicast functionality with packet splitting, and distributed control.
At a lower level, the hardware utilized to build the prototype board is given with regards to
its effect on the implementation decisions. Finally, the requirements to be observed when
interfacing the switch to the outside world are detailed.
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1.0 ATM Communications and the Switch

Bianchini and Kim [1,2] present an architecture of a shared memory multicast switch for
BISDN (Broadband Integrated Services Digital Network) supporting ATM (Asynchro-
nous Transfer Mode). The switch is shown to effectively handle bursty traffic and multi-
cast connections. This thesis presents an implementation of the switch with 16 inputs and
16 outputs (16x16). Implementation features include a shared input queue, distributed
control, and multicast function with packet splitting.

The ATM packet standard consists of 48 bytes of data and a 5 byte header. The switch
supports two classes of packets, control and data, with formats shown in Figure 1. The
packet header contains an 8 bit group number that defines the destination of the packet. If
Multicast/Unicast (M/U) bit of the group number is set to 0, then the packet is a multicast
packet and the destinations of the packet copies must be determined from a look-up table
on the switch. If the M/U bit is a 1, then the packet is a unicast and the destination is indi-
cated by the low 4 bits of the group number byte. The source number in the third byte of
the header fills t_he lower 4 bits and defines the port number of the sender of the packet.
The subdest and subsource fields are reserved for future expansion°

A control packet is used to set up and terminate multicast connections. Control packets
are sent to a switch controller located at port 0. Therefore, control packets always are uni-
casted to port 0 with a group number byte of 10000000. The body of the control packet, as
shown in Figure 1, shows that the source port information of byte #3 in the header is
repeated in the body at byte 6, followed by the control command. The two bit control
comnaands are:

1) (01) Request a free group number for a specified list of destinations;

2) (10) Remove, or free, a group number that the port has finished using;

3) (11) Release all group numbers owned by the particular node.

4) (00) No Operation (Controller Idle);

In the case of a remove command, the controller must know the group number to be
removed, shown as byte 8 of the control packet in the figure. For a multicast request, the
port must provide copy number and destination information for each desired multicast
connection. The switch allows one port to multicast to 15 outputs at one time since port 0,
the switch controller, should not be included in a multicast.
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ATM Packet Header: standard

~- VCI--> < VPI ~

Byte #1 Byte #2 Byte #3 Byte #4 Byte #5

ATM Packet Header: modified for implementation
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e#1 - Byte #2 - Byte #3 - Byte #4 - Byte#5

\ M/U bit 

Control Packet Body

Source I Command Group #to remove [
I

Byte #6 Byte #7 Byte #8 Byte #19 Byte #20Byte #21

FIGURE 1. Packet Format Used in Implementation

Byte #34

2.0 Switch Implementation and Design

Packets enter the switch at the ATM rate of 155 Mbits/sec. Considering that each packet
consists of 53 bytes, packets arrive at 2.74 microsecond intervals. Realizing that the work
necessary to route a packet from its input port to its destination was difficult to perform at
that rate, two options were considered to parallelize switch operation. First a wide data
path was considered for the packets; instead of an 8 bit wide data path, construct the trans-
fer networks for 16 or 32 bits wide. Thus, instead of requiring 53 clock cycles to transfer a
packet, transfer times would require only 27 or 14 longer cycles. The major drawback of a
wide data path was the resultant explosion in the size of the transfer network hardware.
Also, more circuitry would be necessary to partition the data in more than byte-wide
slices.

Instead of widening the data path, switch operations were pipelined to simplify the work
done by each switch stage before new packets arrive. The stages are input, multicast, and
output/feedback. The input stage is responsible for synching the arrival of packets from
the outside world with the switch cycle, routing incoming packets to the input queue, and
maintaining input queue statistics. The multicast stage must look-up packet copy numbers
and multicast the packets. The feedback/output stage retrieves packet destinations, tags
packets for output or feedback, and routes them accordingly. The stag.es are staggered, to
decrease delay through the switch. Each stage consists of 54 cycles, hereafter called a
switch cycle: 53 data transfer cycles and one synch cycle. The clock speed must be
2.74usecs/54 or approximately 50ns, or 20Mhz.
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Ideally the switch would be produced in custom-made VLSI chips, but Xilinx FPGAs
were targeted for the prototype. From experimentation, the high speed version of the Xil-
inx FPGAs proved to meet the timing constraints outlined above.

The architecture of the FPGAs influenced several implementation decisions. The chips
utilized are the Xilinx 3090s which have 144 configurable I/O pins and 320 configurable
logic blocks (CLBs) [3]. The speed grade required for full-speed operation are the 125
MI-Iz parts, but 100 MHz parts were used for debugging. The basic block diagram of a
CLB is shown in Figure 2. Note that CLBs can be used for logic functions with 2 ouputs
of 4 variables each (Figure 2a) or 1 output of 5 variables (Figure 2b).

The logic capacity and number of I/O pins of the Xilinx 3090s each independently limited
implentation options. For example, a parallel version of the multicast fetch and add was
logic limited and required an entire Xilinx. In that instance, it was necessary to perform
the multicast fetch and add serially to simplify the circuitry and save chips. The size of the
3090s also affected the design of the output network, which is discussed in the feedback
control section.

Any function
B of up to four

variables

Any function
of up to four
variables

C
D
E

F

G

B

C
D
E

(a)

FIGURE 2. The Two Most Common CLB Options.

Any function
of up. to five
variables

(b)

The number of I/O pins affected two major areas: the implementation of the queues and
the number of Xilinx required for the 8-bit wide omega networks. Originally, random
access interleaved memories were planned for the input queue. However, the number of
address lines needed to access the read and write ports of 2Kx8 memories necessitated
extra Xilinx chips for storing addresses. Therefore FIFOs were chosen as the queue
media, replacing the many address lines with a smaller number of push and pop signals.

The omega networks are constructed for single bit widths and then replicated 8 times.
With 16 inputs and outputs to each 1 bit network, only 4 copies fit within one Xilinx chip.
The total number of pins required is 4"16 (inputs) + 4"16 (outputs) = 128. An exception
was the multicast omega network that required complex logic such that one Xilinx chip
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did not have the capacity for 4 copies of the i bit wide network. Instead, the multicast
omega was spread across 3 Xilinx chips: 2 Xilinx are 3 bits wide and the third contains 2
bits.

The Xilinx speed also affected the switch design, mainly causing the addition of extra
pipeline stages. The off-chip/on-chip I/O of the Xilinx is sufficiently slow such that to
ensure correct timing, each input or output signal was registered in an I/O block. Data
passing between Xilinx chips encounters an automatic clock delay of 2 cycles, one to pass
through one Xilinx’ output flip/flop and the second to be latched into the following Xilinx’
input flip/flop. For example, consider the omega network design used for both the input
and feedback networks. Normally, 16x16 omega networks are composed of 4 pipelined
stages, however with the addition of the input and output registers, the time required to
traverse the network increases to 6 cycles (see Figure 3).

Input Stage 4 stage pipelined omega netwolk Output Stage

input 0

input 1

input 15

16x16 Omega Network

output 0 ~

output 1 ~

output 15 ~

FIGURE 3. Added Pipeline Stages Due to Registered I/O

2.1 Data Path Design

Figure 4 illustrates the switch data path that packets traverse from switch inputs to outputs°
Packets enter the switch asynchronously and are deposited in ATM FIFOs for temporary
storage and synchronization. From the ATM FIFOs the packets are forwarded to the
shared input queue. Entering packets must be placed in sequential positions in the input
queue, or sequential banks since the memory is interleaved, thus the ideal transfer network
for the input stage is an omega network. The omega network is self-routing with "for-
ward" orientation because the destination bits are checked from LSB to MSB.

Packets from the input queue are multicasted in the multicast omega network and simulta-
neously presented to the feedback queue and the crossbar output network. Depending on
the destinations, the packets either cycle through the feedback network or are transmitted
through the crossbar°
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FIGURE 4. Packet Data Path.

Packets arrive at the feedback/output stage only at the rate of 16 copies or less per switch
cycle. It is likely that many multicast packets will have to be split, or only a portion of
their copies will become candidates for output on a single cycle° In the case of a split, the
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cutoff packet is temporarily stored in the FIFO adjacent to the multicast omega. The
remaining copies of the cutoff packet will be multicasted on the next switch cycle.

The feedback queue is positioned to reduce delay experienced by data using the switch. If
the feedback queue were placed on the output end of the feedback omega, then the time
needed to route the feedback network would have lengthened and affected the critical
path of the switch control as discussed below. Note that the feedback omega network and
multicast omega network can both send packets to the crossbar switch and the feedback
queue. That allows packets to feedback multiple times if necessary.

2.2 Control Path

The control path must correctly route the corresponding omega networks in each of the
input, multicast, and output stages. The control task is complicated since each stage of the
pipeline is staggered in order to reduce switch delay. Also, control information is located
in the 5 byte header of the packet, therefore the data and control paths merge at specked
points to get control information from the packet to the control path. The control for each
stage of the switch is outlined in the following sections. Throughout the discussion of the
control path, it will be useful to refer to the switch block diagram located in Appendix B of
the report.

2.2.1 Input Stage Control

Figure 5 shows the timeline of events for the control of the input stage.

Begin omega
Begin input f&a network routing

0 1 10 17 18 51 53

Number removedSend bits First addr First data byte enters
from input queuelatched bits out to input omega

pre-router returned

~--~. one switch cycle ~.._

FIGURE 5. Timeline of Input Stage Control

The numbers on the timeline represent the clock cycle count within the 54 cycle major
switch cycle. Cycle 0 is defined arbitrarily as the time at which the input control chip polls
the ATM FIFOs to see if they contain any portion of an inbound packet. Each input that
has sent or is in the process of sending data is assigned a flag called a "send bit." The send
bits are used as inputs to the fetch and add circuit to determine the positions (addresses) 
the input queue for the arriving packets. Using FIFOs for the input queue, the addresses of
packets refer to the bank in which the packets reside.

Because of timing and hardware constraints, the fetch and add was implemented as a pipe-
lined design with serial adders. The serial fetch and add design is given in detail in the
input stage control chip documentation (Appendix E). The fetch and add requires 21og2N

cycles to complete (log2N on the forward path and log2N on the return, where N is the
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number switch ports) and sends 16 generated addresses 4 bits serially into the input net-
work pre-router conveniently LSB first.

Although omega networks axe self-routing (the destination addresses can be used to route
a path for following data), the imposed limit of 54 clock cycles per switch cycle forces the
use of a pre-routing network. The input pre-router is a normal omega network except no
data travels through it. Instead, the pre-router determines the paths to be taken by the fol-
lowing packets and stores routing bits to be sent to the data networks. The bit patterns axe
stored in 4 sets of 8, one set for each of the 4 stages of the omega. When the last byte of
data from the packets of the previous switch cycle enter the input omega, the pre-router
sends the first set of routing bits. Therefore, the routing path for the next switch cycle’s
packets is created "just in time", or one clock before the data arrives. The same process
occurs within the other three pipelined stages of the omega network, as shown in Fig-ure 6.

~~¢1 1:4 demux

e 24 cycle 25 cycle 26

routing bits from pre-router

cycle

Stage 1 S S 3 Stage 4

FIGURE 6. Stage By Stage Loading of Network Routing Bits.
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The input stage control chip keeps several statistics about the queue to feed to the multi-
cast control chip and switch users. The base parameters kept are the input queue top and
bottom pointers. The top and bottom pointers are broken down into two segments: the
lowest 4 bits are the bank pointers and identify to which of the 16 banks the addresses cor-
respond. The high 6 are used to determine the current depth within the queue (see Figure
7). The bit length of the pointers is a result of the size of the Input Queue FIFOs, which are
4Kx8. Conservatively dividing each 4K FIFO by 64 (the nearest power of 2 for a 53 byte
packet) gives 64 packets per FIFO. Multiplying by the 16 input queue FIFOs yields a total
of 1024 packet positions available, requiring 10 address bits. If all the positions in the
input queue are filled with packets, the switch is full and arriving packets will be dropped
until positions are available.

Top and Bottom Addresses
6 bits 4 bits

top]blt bank
TOP/BOT pointer pointer

Depth Bank #

Abstract Version of Input Queue

Top -~’ packet n
W’mdow [ packet n+l
’of ~lueue ] packet n+2 ’
ae~th I packet n+3"

Bottome.~l. p,,acket., n+4,

102!

Implemented Version of Input Queue

Bank 0 HFO
T
A

ILl packet n+16

Bank 1 FIFO

packet n

H

E
A
D

packet n+171 packet n+l

Bank 15 HFO

packet n+15 [

Case in which Top Bank is 0

FIGURE 7. Top and Bottom Pointer Format.

As shown in Figure 8, the Bottom Bank pointer is incremented by the input fetch and add
cicuit and any overflow causes the carry to be added to the BOT pointer. The Top Bank
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pointer is incremented by a 5 bit quantity returned from the multicast stage called
#REMOVED. #REMOVED represents the number of packets from the input queue the
multicast stage was able to remove during the previous switch cycle. The number
removed, ranging from 0 to 16, is added to the Top Bank pointer, and once again any carry
increments the TOP pointer.

The input queue is deemed full when the bottom pointer wraps around and catches the top
pointer. To simplify the logic for determining when the input queue is full, the FULL flag
is raised from the input control chip when BOT+I equaled TOP. In worst case, the Top
Bank pointer could be 1111 and the Bot Bank 0000 at the time, so the FULL flag will be
raised with 31 empty positions in the queue. The simplification allowed the entire input
control logic, with the exception of the pre-router, to reside in a single Xilinx chip. When
the FULL flag is raised, no send bits will be latched by the input control chip°

Along with the FULL flag, the input control chip keeps an IN_QUEUE counter, a NUM-
BER_ADDED register, and a SOME_ADDED bit. The IN_QUEUE counter is composed
of 5 bits: the lower 4 representing the number of packets in the input queue ff less than 16
exist, the highest bit is a flag that indicates there are more than 16 packets. The NUM-
BER_ADDED register is used solely for testing purposes and the SOME_ADDED bit
tells the multicast control chip whether or not any packets entered the switch during the
current switch cycle.

2.2.2 Multicast Stage Control

The multicast stage control is much more complicated than the input stage and requires
several additional xilinx chips. The multicast stage must communicate with both the feed-
back controller and the input controller. Recall that during each switch cycle only up to 16
packets may leave the switch. Any of the candidate packets may have been previously
blocked and reside in the feedback queue. Thus, the multicast controller must wait for the
feedback bottom pointer to be returned. The pointer is a 5 bit value (0-16) describing
exactly how many feedback packets already fill the candidate list for the current cycle’s
output. Subsequently, the multicast control chip attempts to complete the candidate list
with packets from the input queue.

Initially, the multicast control chip uses the group number byte of the packet headers to
determine the packets’ copy numbers. If the M/U bit of the group number byte is a 1, the
multicast controller knows the packet is a unicast and makes the copy number 1. Other-
wise, the switch uses the group id as an index to retrieve copy numbers from the destina-
tion table, a four-ported memory filled with information from control packets. The
partitioning of the destination table is shown in Figure 9.

To save cost (in terms of board space, money, and logic), only one destination table mem-
ory was utilized. Therefore, the copy numbers of packets undergoing multicasting must
be looked-up serially, using the group number bytes from the top packets in the input
queue. If random access memories had been used for the input queue, accessing the group
number in the packet headers would have been trivial. However, the information in the
input queue FIFOs cannot be read without being destroyed° Thus, data emerging from the
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