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Abstract : Design Automation Systems such as MICON rely heavily on database systems for
design information retrieval. In our current configuration, over 90% of the system synthesis time
is spent on accessing the database. Here we address the significance of the database system by
considering three database issues. First, a way to compare the performance of different database
systems while embedded in a computer aided design (CAD) system. Second, a way to predict
database performance when synthesizing different designs. Finally, a way to identify key areas for
improvement resulting in improved performance of the CAD system. The methodology was
applied to two different relational databases coupled to the MICON system. The results was over
a factor of three speedup in total database processing time resulting in over a factor of two reduc-
tion in MICON run time.



1.0 Introduction

Database systems are found in a variety of computer applications. Not surprisingly, Design Auto-

mation (DA) tools are among those applications which require the ability to store and rapidly

access large amounts of data. One such design automation system, MICON [Birmingham, Gupta,

Siewiorek 1992], synthesizes designs at the system level. The set of MICON tools allow for the

capture of hardware design knowledge and the synthesis of new systems based on its accumulated

knowledge. The synthesis tool, M1, is a knowledge-based system which designs by the method of

synthesis-by-composition. Figure 1 shows a sample M1 input and output. Synthesis-by-composi-

tion involves traversing a hierarchy of objects and putting together objects that fit the required cri-

teria. The selection of objects relies heavily on retrieval of information from the database. Section

1 of this report describes the relationship of the database to the MICON synthesis system while

Section 2 presents measurements on time spent in various phases of the design of a personal com-

puter and a process control computer. Section 3 presents a performance model for databases

inspired by instruction frequency performance models commonly used to describe computer work-

stations. Section 4 demonstrates the use of the performance model in predicting database perfor-

mance. Section 5 illustrates how simple modifications can be made to remove performance

bottlenecks yielding over a factor of two improvement in system performance. Finally, section 6

draws some conclusions about the research.

1.1 Database Organization

The database which MICON uses is built upon the table-based relational model [Korth, Silber-

schatz 1991]. Each row in a table represents a relationship among the values in the row. Expres-

sions which identify sets of information are formulated on relational algebra and relational

calculus. Expressions for sets of information are converted into database queries (requests for

information). SQL (Structured Query Language) is an ANSI standard that is based on both rela-

tional algebra and relational calculus.
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Query
Tot.~ amount of boa~ area ~ ~tuarc inche~ >
Total ammlnt of board co$~ < nearest dollar >
To~l ~lnount of power di~sipatlon aIIowcd < milliwatts ~
Is a CO.PROCESSOR needed
Is HO needed
Is SIO needed
Is TIMER needed
Is a Keyboard Commoner needed

Namo of Pwcessor Fam~y
Pmcessor narn~

i0000
1000

50000

?
68008

1000000
2000

?
40000

N
N
o

MALE
9

NONE

?
N
N
o

5
DTE

Figure 1 Sample M1 Input (top) and Schematic for Ml’s Output Netlist (bottom)
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MICON currently uses the Informix Relational Database System and interacts with the database

through SQL queries. Thus MICON’s information is organized into tables. For example, MICON

has a part table since its basic object is a part. In MICON, parts can be abstract or physical. For

example, a two input NAND gate would be an abstract part while a 74F00 would be a physical

part. The part table contains information about the name of the chip, an associated id, package

type, etc. Other tables contain characteristics of the parts, the function of the parts, the pin infor-

mation, and so on. One way to represent the logical structure of the information is through an

entity-relationship diagram (E-R diagram) illustrating entities and the relationships between them

[Korth, Silberschatz 1991]. An entity is an object that exists and is distinguishable from other

objects [Korth, Silberschatz 1991]. In an E-R diagram, entities are in boxes, relationships are in

diamonds, and attributes are in ovals. A directed line from relationship A to entity B means that

there is a one-to-one or a many-to-one relationship from A to B. An undirected line means that

there is a many-to-many or many-to one relationship. Figure 2 is an E-R diagram for part of the

MICON database. The diagram shows us that the entities are parts, characteristics, functions,

specifications, logical pins, and physical pins. Each entity has associated attributes. Some of the

key attributes have been included here. For example, the part entity has a unique id, chip name, id

for shared characteristics, and id to map a physical pin to a logical pin. The relationships between

the entities are shown by the diamonds. For example, the function entity has a relationship with

the part entity but not with the characteristic entity.

The way that the MICON tools interact with the database is through a client-server model built on

IPC sockets (Figure 3). None of the tools make direct calls to the database. A set of client routines

are provided to allow for simplified interaction with the database. The client routines package the

requests into buffers which are sent through IPC packets. This interface provides a way to specify

the type of information (part, characteristics, pins, etc.), the specific attributes desired (chip name,

id, type, etc.), and the qualifications that are desired (part function is a NAND, etc.).
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Figure 2 E-R diagram for part of the MICON database

Figure 3 Client - Server Model

The actual database access is through a server process that interprets the client’s request and trans-

forms these requests into database queries. The results are then repackaged into a buffer and sent
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back to the client. Thus besides spending time on its own processing, a client program must wait

for the network, wait for the queries to be built and results buffered, and wait for the database to be

accessed. Section 2 provides data on the relative time spent during design in each of these phases.

2.0 Motivation

The synthesis tool M1, makes extensive use of the database in order to select parts during design.

It was speculated that the database access time was a significant part of M1 ’s execution time but

this had not been completely verified. By measuring the time for different parts of the system, the

impact of the database on the overall performance could clearly be recorded. The measurements

were taken from M1 designing a CGA card1 (Figure 4). This design contained 45 physical parts,

E

Informix

.."

100 200 300 400 500 600 700 800
Tirn~

Figure 4 M1 Execution Time (CGA Card Design)

¯ Database (91.5%)

[] Other (6.4%)

[] Network(1.3%)

Buffer & Build (0.8%)

23 abstract parts, and 80 nets. 91.5% of Ml’s overall execution time was spent waiting for the

database. Of the total 665 seconds, 9 seconds were spent over the network and 5 seconds were

spent building the queries and buffering the results. Only 43 seconds were actually used by M1.

1. All measurements were taken from a Sun3 running SunOS.
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Thus the overall synthesis time is a direct function of database performance. By way of compari-

son, a different commercial database system, Sybase Relational Database System, proved to be

significantly faster than Informix (Figure 5). With Sybase, the overall time was reduced 63% 

Sybase

Informix

0 100 200 300 400 500 600 700 800

¯ Database
[] Other
[] Network
[] Buffer & Build

Time (sec)

Figure 5 M1 Execution Time Comparison

246 seconds. The database time was 190 seconds which meant that the time for the other compo-

nents stayed constant. Yet, the database time was still the largest component of the execution time

(Figure 6). Section 3 provides a model for estimating the time spent in the database as a function

of query types and frequencies.
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Sybase

¯ Database (77.3%)
[] Other (1.69%)
[] Network (3.9%)
[] Buffer & Build (1.9%)
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Time(sec)

Figure 6 M1 Execution Time w/Sybase (CGA Card Design)
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3.0 Database Evaluation Model

In the comparison of Informix and Sybase, Sybase clearly required less execution time for the

CGA card design. Why is one database better than another? Without a better way to compare

database systems, whether one database is always better than another is unclear.

3.1 Number of Queries Per Second (QPS)

The simplest model involves the average time per query for each database system. A queries per

second (QPS) rating could be taken by dividing the total number of queries by the time it took 

do the queries. This would be similar to a MIPS (million of instructions per second) rating which

is used in computer processor evaluation [Hennessy, Patterson 1990]. But of course like MIPS,

this type of number does not give a true indication of performance. QPS depends on the query mix,

type of queries, and size of tables being accessed.

For the CGA card design with Informix, 605 seconds were spent accessing the database and 195

seconds with Sybase. During this time 517 queries were made, resulting in a QPS rating of 0.855

for Informix and 2.651 QPS for Sybase.

3.2 An Alternative Comparison Method

A more comprehensive way of evaluating database performance is to generate a histogram of the

query types, calculating the average time for each query. The average time per query, TPQ, is

analogous to cycles per instruction used in computer performance evaluation. Next measurements

are taken of the frequency of each type of query. This query mix is analogous to an instruction mix

for a processor. By multiplying each query count by its corresponding TPQ, one can compare how

different database systems would perform for each query type. The query types which are exe-

cuted the most should have smaller TPQs.
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3.3 M1 Results

We applied this comparison method by comparing our system with Informix and with Sybase.

First we found the breakdown of query types. M1 uses fourteen types of queries (Figure 7).

Type 1
select

Type 2
select

Type 3
select

Type 4
select

T~e 5
select

Type 6
select

Type 7

max(cid) from unified_char

dtype, cid from unified_~har

max(cid) from myml

cid, char_name, rvaluetype from ~

id,manu_name from part where chip_name = "BOOT_0"

id,chip_name from part where manu_name = "BOOT_0"

select cid, sval from characteristic where (char_of = 455 OR char_of = (select char_id from part where
id =455))

Type 8
select id, sig_id, map_id,pack_id,char_id from part where

Type 9
select pin~name,pin_index,isa from pins_logic where run_of = -455

Type i0
select isa, fun_res,link_type from function where f_of in (select char_id from part where id = 455)

Type ii
select char_id from part where man~_name = "BOOT_0"

Type 12
select na~e,x_or from specific where spec_of=-455

Type 13
select id , chip_name, manu_name from part where char_id in (select distinct f_of from function where
isa = "BOOT_0" and lira_type = 0)

Type 14
select id,chip_name,manu_name from part where char id in (select distinct f_of from function where isa = "RESIS-
TOR_0 u) AND id in (select char~of from characteristic where cid= 23 and sval = "i0000")

Figure 7 Example of each M1 Query Type

These types of queries reflect the need for specific types of information necessary for part selec-

tion. The average time for each query type was measured for both database systems (Figure 8).

The measurements were taken by starting a timer before a query was sent to the database system

and stopping it after the results were stored in buffers. The average time was then taken from these

measurements. Notice that performance varied from query type to query type and from database

to database. For example, the queries are ranked by decreasing time for Informix, yet query 9

required five times longer on Sybase compared to Informix.
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¯ Informix

[] Sybase

Query Type

Figure 8 Average Query Time per Type for the CGA Card Design
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Now consider the mix of queries for the CGA card design (Figure 9). Query type 7 is executed

the most. Also notice that there are distinct ranges in which the query counts tended to cluster.

This is because when M1 is looking for a part, there are certain attributes that is always needed.

Thus for any particular M1 request for information, a certain number of queries need to be done

every time.

Finally, by taking the query count of each type of query and multiplying by the TPQ for each

query, the system performance under query load can be observed. (Figure 10). Then by summing

over all query types in Figure 10 for each database system, the total database times can be com-

pared. Section 4 illustrates how to predict the time spent in a database system.
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Figure 9 Query Mix for the CGA Card Design
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Figure 10 Total Time Per Query Type for the CGA Card Design
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