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Abstract

The current trend in high performance microprocessors is to issue multiple instructions in every
machine cycle. While this results in a computer with high peak performance, the full potential of the hardware
resources will not be utilized unless the compiler is able to extract sufficient parallelism from the program.
This report discusses some of the issues involved in producing a parallelizing compiler for a instruction level
parallel computer known as the XIMD. One of the major obstacles to parallelization is the problem of memory
aliasing. The uncertainty caused by indirect memory accesses imposes a serial order on indirect memory
accesses. This ordering of memory operations is frequently pessimistic. Static memory disambiguation tech-
niques are used to relax this serial ordering. The problem of recovering control flow information from assem-
bly language programs is also investigated. This process is necessary because we implemented the XIMD

compiler in a postpass phase.
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Chapter 1. Introduction

This report describes some of the issues involved and techniques used in producing a research
compiler for a new instruction level parallel (ILP) architecture known as the XIMD [Wolfe 1991]. The
XIMD compiler is written as a separate program that works in conjuntion with a modified GNU C Com-
piler (GCC) [Stallman 1990]. C programs are compiled with GCC to produce an intermediate RISC code,
which is then processed by the XIMD compiler to produce XIMD code. The XIMD compiler itself consists
of two major components: a target-independent parallelizer, which extracts parallelism from the serial code
produced by GCC, and a target-dependent code scheduler, which maps the exposed parallelism onto an

XIMD machine model.

1.1  Content of Report

The focus of this report is on the parallelizer. The scheduler is documented in [Newburn 1992].
The parallelizer’s work can be grouped into two major categories: recovery and parallelization. Recovery
refers to the work that has to be done as a result of doing parallelization in a postpass phasel. Control flow
information concerning loops, functions, and function calls are present in the C source code, but they are
not available in the assembly listing that reaches the XIMD compiler. Thus, they need to be recovered

somehow, as memory disambiguation and code scheduling depend on having a control flow graph.

Parallelization refers to the analysis and optimization that are done to increase the performance of
a program on a ILP machine, such as a superscalar or very long instruction word (VLIW) processor. At the
basic block level, parallelism can be exposed by representing the operations in a basic block as a dataflow
graph. Optimizations such as register renaming can be used to remove data dependences other than true
dependences. In addition, memory disambiguation can be used to eliminate dependences cause by memory

aliasing.

One significant omission from this report is the topic of loop transformations. Even in loops where

1. This is called a postpass phase because parallelization is done in an addition pass over the program, after
the many passes that the C compiler has already made over the program.
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the body contains complex dependences, loop transformation can be used to expose additional parallelism.
However, the suitable transformation for each case depends on the target architecture. See [Wolfe 1982],

[Allen 1987], and [Zima 1991].

1.2 Overview of the Chapters

We will start with a brief description of the architecture used in this project; the XIMD architecture
is described in Chapter 2. In Chapter 3, the compiler and the compilation environment is covered in detail.
In Chapter 4, we go over two abstract program models. One corresponds to the high level language; the
other corresponds to the intermediate RISC code. Chapter 5 discusses the problems of recovering control
flow information. Chapter 6 describes well-known global dataflow analysis techniques. Chapter 7 dis-
cusses the problem of data dependency in loops and provides motivation for doing memory disambigua-
tion. The subject of memory disambiguation is treated extensively in Chapter 8. The techniques covered
include the greatest common divisor (GCD) test, the separability test, and the Banerjee test. In Chapter 9,
we show how to use the dependency tests to perform memory disambiguation and discuss some of the
issues involved in disambiguation. Chapter 10 covers symbolic derivation, the process by which a mathe-
matical description for each memory access is constructed. This information is used to perform memory
disambiguation. In Chapter 11, we look at the result of running the Livermore Loops through the parallel-

izer.

Page 2 of 42



Chapter 2. The XIMD Architecture

The term XIMD stands for variable instruction multiple data and is based on Flynn’s classification
of computers in [Flynn 1966]. Like the VLIW [Fisher 1984], the XIMD has multiple functional units run-
ning in locked step. Its distinguishing feature is that each functional unit has its own sequencer. Thus the
architecture can exploit control flow parallelism as well as data parallelism. In addition, the condition
codes and synchronization bits provide low cost synchronization amongst the functional units. Figure 2-1

shows a canonical XIMD.

Global Register File

Functionall |Functionall Functionall |Functional
Unit Unit Unit Unit

cc cC cc e
] [] [ ] []

Instr Mem Instr Mem Instr Mem Instr Mem

TSB TSB TSB TSB

Sequencer| | ||Sequencer Sequencer| | | [Sequencer

P w t v twt ow

Condition Code (CC) and Synchronization Bit (SB)
Distribution

Figure 2-1 XIMD

The XIMD is a superset of the VLIW; this means that it will always do at least as well as the

VLIW. If there is program that can be executed faster on a VLIW than on an XIMD, then that program can

Page 3 of 42



always be run on the XIMD while the XIMD is operating like a VLIW!. Its additional capabilities come at
the small cost of replicating the sequencers. [Palmer 1991] describes the design and implementation of a
prototype XIMD machine. For more information concerning the capabilities of the XIMD architecture, see

[Wolfe 1991].

1. An XIMD operates like a VLIW when all sequencers read from the same location in the instruction mem-
ory.
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Chapter 3. Compilation Environment

3.1 Overview
The compilation environment for the XIMD consists of compiler, linker, and simulator. Figure 3-1

illustrates the interaction among the various XIMD tools. A program is first compiled using a high level

User Program

HLL
Compiler

Compiler

Scheduled
Code

XIMD
Linker

XIMD
Simulato

Figure 3-1 Compilation
Environment.

Simulation
Results

language (HLL) compiler to produce unscheduled code in the form of an assembly language listing. The
HLL compiler that is used right now is GCC. The assembly code is then processed by the XIMD compiler
10 produce a schedule for the XIMD computer. The XIMD Linker links the scheduled code with library

code, start-up code and possibly other scheduled code. The result is a file that can be simulated on the
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XIMD simulator.,

3.2 XIMD Compiler

The XIMD compiler is divided into two parts: the parallelizer and the scheduler. See Figure 3-2 .

'

Instruction-Set-Dependent
Interface

Y

Control Flow Analyzer

Parallelizer *

Dataflow Analyzer

Figure 3-2 Structure of y
the XIMD Compiler Disambiguator
Y
Loop Scheduler
Scheduler )

Fine-grain Scheduler

'

3.2.1 Parallelizer

The main job of the parallelizer is to perform memory disambiguation. Because a lot of informa-
tion is lost in the translation of a HLL program into intermediate RISC code, the parallelizer needs to
recover some necessary information first. The next step is to perform global dataflow analysis, which is a
collection of commonly used techniques that can determine a program’s run-time behavior. If we had
implemented the XIMD compiler by modifying an existing HLL compiler, we would only need to add the
disambiguator and the scheduler. Control flow information would already be present in the HLL compiler,

and dataflow analysis is performed by most compilers. The decision to implement the XIMD compiler as a
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separate program is strongly influenced by our desire to maintain as small a program as possible. The cur-
rent implementation has the advantage of being independent of the language frontend. It should be possible
to use a Fortran frontend as well as the C frontend. In addition, modifying the scheduler for a new instruc-

tion set architecture should involve only changes to a small portion of the parallelizer.

322 Scheduler

The scheduler uses two different scheduling methods. Iteration mapping is the technique used to
schedule loops. In this method, iterations of a loop are assignéd to different functional units and executed
in parallel. [Cytron 1984] describes a similar technique for multiprocessors. The other technique is com-
paction, which is used to schedule the code outside of loops. The goal of compaction is to completely exe-
cute a set of operations in the shortest time possible. This is accomplished by executing as many of them in
parallel as possible. Two factors limit the degree to which operations can be executed in parallel. One is the
amount of parallelism (or lack of data dependences) in the set of operations. The other is the amount of
parallelism in the target machine. A good code compaction technique must be able to produce a schedule

give these two constraints. The scheduler was designed and implemented by Chris Newburn.
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Chapter 4. Program Model

In this report, we will refer to the program being compiled at two different levels. We use the HLL
model to refer to high level language constructs of the program. For example, we are talking about the
HLL model when we use terms such as procedures, arrays, and statements. Certain concepts, such as those
used in memory disambiguation, are more easily illustrated in terms of the HLL program model. On the
other hand, the XIMD compiler accepts input in the form of intermediate RISC code. We are sometimes
forced to discuss certain algorithms in terms of the format of our input. We use the register transfer level

(RTL) model to refer to the program when it is represented in intermediate RISC code.

4.1 HLL
In the high level language model, we define the program as a set of one or more procedures. Each
procedure contains a list of zero or more statements, each of which may be an assignment, a loop, or a

call. A more formal specification follows!:

program - procedure™

procedure - ‘proc’ proc-name statement” ‘end’

statement - assignment |loop | call

assignment - scalar-var ‘=" expression

loop - ‘for’ scalar-var ‘=" expression ‘to’ expression statement* ‘end’
call - proc-name ‘(’ expression” )’

A program also has associated with it a set of variables. A variable is cither a scalar, if it holds
one value, or an array, if it can hold more than one value and is accessed one value at a time using a sub-

script. A subscripted variable is a scalar since it holds one value.

For most of this report, we will be dealing with loops and assighments. Thus we will leave out the
details concerning variable declaration and program declaration. When discussing loops and the memory
disambiguation problem, we will typically use a segment of code such as Example 4-1. There are two

statements S and 7 in the body of the innermost of m loops.

*
1, The character ¥ means one or more occurrences, whereas — means zero or more OCCurrences.
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Example 4-1

L;: for K; = LB; to UB;
Ly: for Ky, = LB, to UB,
Ly: for K, = LB, to UB,
S:
T: -

end

end
end

We define the following convention for dealing with loops and statements:

USE(S) = the set of variables whose value is read by statement S.
DEF(S) = the set of variables that are written by statement S.

LB;  =the lower bound of loop L;.

UB; = the upper bound of loop L;.

K; = the loop variable of loop L;.

LB  =(LB,LB,,....LB,)

UB  =(UB,UB,,...,UB,)

K =K, Ky, ..., Kp)

Sd) = the instance of statement S when K = I, for some vector I of length m.

Example 4-2

L;: for K =1 to 2
L,: for K, =1 to 2
S:
end
end

In Example 4-2 ,m =2, LB, = LB, =1, UB; = UB, = 2. The statement S(K) is executed 4 times in

the following order: S(1,1), S(1,2), §2,1), $(2,2).

4.2 RTL

We describe the RTL model from the bottom up, starting with the machine on which the instruc-
tion set executes. The machine has a register file with registers RI, R2, R3, ... ,Rn, where n is the size of the

register file!. In addition, there are a few special purpose registers:
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« PC - Program counter. Points to the current operation.

« SP - Stack pointer. Points to top of stack.

« FP - Frame pointer. Points to the current stack frame.

» RP - Return pointer. Points to the instruction to execute when the procedure returns.

« cc - Condition code. Holds the result of the last comparison.

In addition, there is a main memory that can be directly accessed with a constant or indirectly

accessed with a register. An operation1 is a basic unit of computation and is described by the following:

operation - assignment |10ad |store |branch

assignment - reg ‘<’ expression

load - reg ‘<’ ‘[’ address ‘]’

store —> ‘[’ address ‘]’ ‘<’ reg

branch - if cc PC ¢ constant | ‘PC «’ constant | ‘PC <’ reg
address - reg ‘+’ constant lreg | constant

There are four types of operations. An assignment involves some arithmetic computation or bool-
ean comparison whose result is assigned to a register. Load and store are transfers that occur between a
register and a memory location. The address of the memory location is computed as the sum of a constant
plus the content of a register. Branches can be conditional or unconditional. Unconditional branches
include direct branch (specified with a constant) and indirect branch (specified with a register). A constant
is the sum of one or more integers and symbols (or labels), where the symbol represent a memory address
that is to be resolved. A basic block is the longest sequence of operations for which there is only one entry

into and one exit from this sequence of operations. A program is a set of basic blocks.

In this machine model, calls are performed by loading RP with the appropriate return address, and

then branching to the first basic block in the procedure. Example 4-3 illustrates this with a call to printf():

Example 4-3

1. The parallelizer assumes # = oo, If register allocation is done at all, it would be the responsibility of the
scheduler. The current implementation of the scheduler does not perform register allocation.

1. We will use the term operation since instruction is sometimes used to describe a group of operations that
are dispatched simultaneously.
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RP ¢« _Ll1
PC ¢« _printf
Ll:
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Chapter 5. Control Flow Analysis

The XIMD compiler receives as its input a sequential list of operations. At this point, we have an
RTL model of our program. All we know is that this list of operations makes up the basic blocks and that
the basic blocks make up the program. We need to construct a HLL. model from the input, because sym-
bolic derivation requires knowledge of loops. We would also like to group the basic blocks into procedures
since a procedure provides an appropriate scope in which to perform global dataflow analysis. However,
before we can recover HLL constructs such as loops and procedures, we need to have a graph in which

every transfer of control between basic blocks is represented by an arc.

5.1  Control Flow Graphs

The control flow graph (CFG) is a flow graph1 where the vertices are basic blocks, and an arc from
vertex A to B means that control may transfer from basic block A to basic block B via a branch. This does
not include transfer of control due to procedure calls. Since, by definition of a flow graph, a CFG must

have a start vertex from which every vertex is reachable, each procedure can be modeled by a CFG.

Before we can have the CFGs that correspond to the procedures, we need to construct a graph that

represents the entire program.

The initial list of operations is broken up into basic blocks by following these rules:

« If an operation is a branch, then it is the last operation of a basic block.
« If an operation is the target of a branch, then it is the first operation of a basic block.
Once basic blocks are constructed, control flow arcs are added according to the last operation of

each basic block:

» Direct unconditional branch: add arc from this basic block to the basic block corresponding to
the target of the branch. If there is a write to RP in the current basic block, the arc is added to
the basic block corresponding to the symbol written into RP instead.

1. See Appendix A for definitions of graph theory terms that are used in this report.
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» Indirect unconditional branch: Do not add any arc.

» Conditional branch: Add one arc to the basic block corresponding to target. Add another to the
basic block that follows the current basic block in the original list of operations.

Figure 5-1 shows how a list of operations is converted into two CFGs. Note the lack of an arc from

cc «—R5<R3 cc—R5<R3
ifcc PC ¢« _L1 ifccPC« _L1
R5 «RS5+4
PC « L2 / \
Ll: RP « L2 R5«<R5+4| _L1:| RP« _12
_12: R5 «R5+Rl \;__Z
L3: Rl «R3 _L2: | R5 «R5+R1
PC «RP )
: _L3:| R1«R3
PC < RP

Figure 5-1 Construction of CFG

basic block _L1 to basic block _L3 despite the unconditional branch from _L1 to _L3. This is because _L3

is the first basic block in another procedure, and there is no control flow arc for procedure calls.

5.2  Procedures
To partition the basic blocks of a program into procedures, we need to find the first basic block of
each procedure. All of the basic blocks that can be reached from the first basic block by traversing through

the control flow arcs belong to that procedure.

There is no exact method for determining whether a basic block is the first basic block of some
procedure. The parallelizer uses a heuristic that gives correct results as long as there are no computed
branches!. In the absence of computed branches, any basic block that doesn’t have a predecessor is the first

basic block of some procedure. It is then a simple matter to find all of the basic blocks for that procedure by

1. A computed branch is an indirect unconditional branch that is not used to return from a procedure.
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