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Abstract

The multiple instruction streams, low synchronization cost and synchronous nature of

the XIMD (variable instruction stream, multiple data stream) architecture create an oppor-

tunity for a new architecture-compiler interface. As an extension to the VLIW (Very Long

Instruction Word) architecture, the XIMD can exploit all VLIW scheduling techniques but

these do not take full advantage of the unique features of the XIMD. A new loop scheduling

method for the XIMD, Iteration Mapping, is proposed that can exceed the performance of

VLIW loop scheduling techniques on an XIMD.

The medium-grained parallelism between loop iterations has been selected as the target

for the first XIMD compiler implementation. This paper discusses how the relationship

between the characteristics of loops and the architecture affect scheduling, presents the

Iteration Mapping scheduling technique, presents performance data for loops scheduled using

this new technique and compares it with recent results on software pipelining for the VLIW,

and demonstrates the applicability of the technique for loop-intensive code. The weighted

harmonic mean of the speedup for 4 functional units on the first fourteen Livermore Loops

is currently 3.5, and the weighted harmonic mean of the speedup for selected loops that

Iteration Mapping is particularly well suited for on 16 functional units is 14.5, more than

90% of linear speedup. The concepts behind Iteration Mapping are clean and understandable,

leading to a compiler that is straight-forward, fast, and easy to implement.



1 Introduction

The architectural features of the XIMD [34] pose many interesting opportunities for new schedul-

ing techniques and interaction between the compiler and the hardware. [34] originally proposed

the architecture, while [26] describes an initial implementation. No specific compilation methods

for the XIMD have been proposed to date, and it is that problem this paper addresses. The initial

compiler development has been carefully focused on loop scheduling. The XIMD is a superset

of the VLIW, so all fine-grained scheduling techniques for the VLIW[23, 5, 7], are equally

applicable to the XIMD. The distinctive features of the XIMD are best highlighted when the

low-overhead synchronization mechanisms are used to coordinate multiple instruction streams.

Loop iterations provide the medium-grained parallelism that can be exploited with these features,

and Iteration Mapping is proposed as a scheduling technique that can better take advantage of

the XIMD architecture to schedule loops than fine-grained-based software pipelining techniques.

Iteration Mapping is a form of software pipelining, a scheduling method that allows operations

from consecutive iterations to be overlapped. It is so named because it maps each iteration onto

a single functional unit (FU): iteration i is mapped to FU(i raod N), where N is the number of

functional units. Each iteration is executed serially, and because each functional unit has its own

sequencer in the XIMD, it is allowed to follow its own path through each iteration. Consecutive

iterations are overlapped as much as possible, subject to data and control dependences.

Using Iteration Mapping to schedule loops for the XIMD, code can be generated whose

performance exceeds that produced by Percolation-based software pipelining techniques [12, 2,

5, 27] for the VLIW. The cases where fine-grained-based scheduling methods will significantly

outperform Iteration Mapping are easily detectable, such that a single compiler can choose the

most appropriate of the two methods. Three particular advantages of Iteration Mapping are that

it can maintain near-linear speedup for 16 functional units or more on many loops, handles

multiple paths, and may be applied to any loop in a nested loop. The harmonic mean of the

speedup for Iteration Mapping for the first 14 Livermore Loops with 4 functional units is 3.5.

A complete set of compilation and simulation tools has been implemented for evaluating this

technique. XCOM is the name given to the initial implementation of an XIMD compiler. This

set of tools is pictured in Figure 1. XCOM is partitioned into two stages. The first reads in the
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Figm’e 1: Tool Set for XIMD Compilation and Simulation

intermediate code representation produced by the front end, reconstructs the control flow and

dataflow information, and performs analysis to prepare for the second stage, the scheduler. The

first stage was designed and implemented by Andrew Huang, at Carnegie Mellon University.

The theoretical development of Iteration Mapping and the design and implementation of the

scheduler was done by Chris Newburn.

This paper presents Iteration Mapping as a new technique uniquely able to take advantage

of the architectural features of the XIMD. Section 2 reviews the XIMD architecture. A range

of loop scheduling techniques are available to the XIMD. The factors that determine how loops

are scheduled and a brief background of other loop scheduling techniques are presented in

Section 3. Section 4 describes Iteration Mapping in detail. Section 5 presents collected data on

loop characteristics, compares Iteration Mapping with a Percolation-based software pipelining

technique, and gives some initial speedup results. Section 6 contains some conclusions and

points to some further work to be done.

2 Description of the XIMD

The XIMD [34] is an extension to the VLIW architecture. The four most salient characteristics

of the XIMD are: multiple functional units driven by a common clock, a sequencer associated
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Figure 2: Canonical VLIW

with each functional unit (FU), a distribution network of condition code bits and software-set

synchronization bits as input to the sequencer, support for a variable number of instruction

streams, and a global register file. Like a VLIW compiler, an XIMD compiler has a global

view of the machine resources and can statically schedule parallel code so as to minimize the

necessity of dynamic hardware mechanisms. However, the independent instruction streams and

inter-functional unit synchronization of the XIMD allow for some dynamic resolution of control

flow that is not available to the VLIW.

The canonical VLIW [14] architecture is illustrated in Figure 2. All functional units operate

on the same clock, and may or may not be homogeneous. It has one sequencer and thus one

flow of control. A VLIW scheduler tries to schedule operations in parallel across multiple

FUs. Control dependences from basic block boundaries restrict the scope of operations to be

scheduled in parallel, and this effect becomes stronger as the number of functional units per

sequencer increases. The VLIW is able to exploit fine-grained parallelism well because FUs

can communicate data easily through shared registers. The canonical VLIW has a single, global

register file. As the number of FUs increases, so does the number of ports. Global register

files with up to 24 ports, simultaneously supporting two reads and one write for each of the 8

functional units, have been built [26].

The XIMD (variable instruction stream, multiple data stream) is shown in Figure 3. It is 
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Figure 3: Canonical XIMD

extension to the VLIW architecture in that it provides one sequencer for each functional unit

and adds a distribution network for condition code bits and software-set synchronization bits.

These augmentations allow greater capability and flexibility in managing the flow of control. A

machine with N FUs can emulate a VLIW by having all N FUs proceed in lock step with a single

flow of control, or it can have up to N different control streams, emulating a tightly-coupled

MIMD. The actual number of control streams can vary between 1 and N from cycle to cycle

throughout the execution of a program. The independent instruction streams avoid the VLIW

code explosion problems that arise from having to handle multiway branches.

The next state of each sequencer is a function of its current state and the synchronization and

condition code bits of all functional units. The added sequencers and the distribution network for

synchronization and condition code bits are the only difference in hardware complexity between

a VLIW and an XIMD.

The synchronization methods supported by an architecture impact the kinds of parallelism

that can be exploited. If the synchronization overhead is high, it can only be used infrequently,

between large chunks of code such as whole processes. If the overhead is low, it may be

used on a cycle-by-cycle basis to exploit fine-grained parallelism. There are two types of

synchronization in an XIMD: implicit and explicit. Implicit synchronization involves using

static delay to guarantee dependences at compile time. Explicit synchronization[34] employs



dynamic software or hardware mechanisms that may be scheduled at compile time to resolve

dependences at runtime.

A VLIW scheduler statically determines when all of the operations will be scheduled so

that all dependences are satisfied without explicit synchronization. Because the XIMD is a

superset of the VLIW and all functional units run on the same clock, it can also use implicit

synchronization. In addition, it can make use of explicit synchronization between the different

instruction streams. A typical MIMD machine uses explicit synchronization in the form of

semaphores, communication through memory, or operating system calls to synchronize processes

on different processors[3, 17, 22]. The synchronization overhead in these cases ranges from a

half dozen to hundreds of cycles, and forces the granularity of parallelism that can be effectively

exploited to be rather coarse. The XIMD can communicate between instruction streams by using

synchronization and condition code bits, and by passing data through registers in the common

register file. Barrier synchronization[lO] is implemented on the XIMD by having each FU set

the synchronization bit in the sequencer portion of its instruction when it reaches the barrier and

wait at the same instruction until the synchronization bits of all FUs are set. These types of

synchronization can be scheduled by the compiler to be used on a cycle-by-cycle basis, reducing

the synchronization overhead to 3 cycles or less even in the case of pipelined FUs. It is then

possible to exploit both fine- and medium-grained parallelism using the XIMD architecture. This

capability is what motivates the new scheduling techniques presented in this paper.

An XIMD compiler must choose the best way to schedule operations in parallel on the

multiple functional units. It can schedule for a single instruction stream using the VLIW model,

or it can schedule for multiple instruction streams and use implicit and explicit synchronization

to resolve data and control dependences between the multiple instruction streams. The common

clock ensures that relative delay between iterations on instruction streams may be held constant

to maintain dependences. The compiler can also make use of explicit synchronization, via

synchronization and condition code bits, to resolve runtime control dependences. The freedom

provided by this architecture-compiler interface allows for simpler scheduling methods with

greater performance than for the VLIW for many loops.

For this paper, several simplifying assumptions are made. The latency of all operations is

assumed to be one cycle. Memory is assumed to be perfect, such that all memory accesses can be
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completed in a single cycle. In future work these assumptions will be relaxed for a more realistic

machine model. Functional units are assumed to be homogeneous. The symmetry that this

provides permits identical code from different iterations to be executed on each FU. Conditional

execution [20, 11, 31] is not assumed, since it is unnecessary for loop code scheduled with

Iteration Mapping. A register coloring algorithm has not yet been implemented, so an infinite

register file is implicitly assumed, although the number of registers is expected to scale no more

than linearly with the number of functional units without spilling registers back to memory[l].

3 Loop Scheduling

The obvious goal of scheduling a loop is to complete all iterations as soon as possible on the

available resources. In a parallel architecture like the XIMD, there are three issues to consider

in scheduling loops: how the architecture is most efficiently exploited to complete all iterations

as soon as possible, how data and control dependences are resolved, and how multiple paths

through the loop body due to conditionals are handled. This section explores these three issues

and briefly describes related work in loop scheduling.

3.1 Exploitation of the Architecture

There are three mechanisms available for scheduling loops for machines with one instruction

stream: compaction, loop unrolling, and software pipelining. Compaction reduces the time to

complete one iteration, the iteration latency, by parallelizing operations within a single loop body.

Percolation Scheduling[24] is one example of a fine-grained compaction technique. When the

body of an iteration is compacted, data and control dependence constraints may leave some of the

resources unused, an effect called internal fragmentation. One means of making more operations

available to fill these slots is loop unrolling[13, 16]. The unrolled loop body consists of more

than one iteration. Since more resources are filled with useful instructions, the utilization of the

loop that is unrolled and compacted tends to be higher. If a loop is unrolled U times, it overlaps

the execution of operations in only U iterations. Software pipelining[18] overlaps multiple

iterations in a continuous fashion: ideally they are overlapped until throughput on the available

resources cannot be further increased. In this way, software pipelining can improve performance
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of loop unrolling alone. Software pipelining may or may not be used in conjunction with loop

unrolling. The objective in software pipelining is to minimize the initiation interval[21], which

is the minimum delay between the initiation of consecutive iterations. Obtaining an optimal

ordering of operations on multiple functional units is an NP-Complete problem[4]. The essential

challenge posed to fine-grained-based schedulers is that of exploiting instruction-level parallelism

across multiple FUs. The goal is to minimize underutilization due to internal fragmentation.

Multiple instruction stream architectures can have iterations allocated to consecutive func-

tional units. The essential challenge in this case is to minimize external fragmentation. External

fragmentation refers to resources that are left unused between iterations on the same FU because

of synchronization. This idea may also be extended to the extension of iteration latency due

to synchronization. This delay is a result of data and control dependences. For either type of

architecture, the goal is to maximize utilization in order to increase throughput, measured in

iterations per cycle.

3.2 Dependences

Data and control dependences constrain how operations are ordered or parallelized within an

iteration, and how iterations are overlapped. Operation b depends on operation a, a6b[19], if a

must be executed before b. The operations are ordered for one of four reasons: because data is

being passed from a to b, to keep b from overwriting data read or written by a, or because a

determines whether b is executed. These are called true-, anti-, output-, and control-dependences,

respectively.

A dependence between operations in different iterations is called an inter-iteration or loop-

carried dependence[19]. There are two kinds of inter-iteration dependences. Consider an in-

stance of operation a in iteration i and an instance of operation b in iteration i + 1. If a occurs

in the loop body lexically before b, the dependence arrow points down; this is called a lexically

forward dependence[9]. See Figure 4. If a occurs in the loop body lexically after b, the depen-

dence arrow points up; this is called a lexically backward dependence. The dependence latency

between operations a and b is the number of cycles between where the result of a is produced

and where that result is used by operation b.

In a parallel schedule, operations can be scheduled no earlier than the results of operations
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Figure 4: Lexically forward dependence a’6b’, lexically backward dependence a"6b", dependence
latency b’ - a’ - 1 = 4, b" - c~" - 1 = -8. These iterations have 13 operations each.

they depend on are produced. When entire iterations are overlapped, as for the multiple in-

struction stream case, consecutive iterations must be delayed by at least the longest lexically

backward inter-iteration dependence. If the delay were any less, some operation b that is data or

control dependent on an operation a in the previous iteration would be scheduled too early. One

important instance of inter-iteration control dependences is the dependence on exits in the pre-

vious iteration. If one iteration exits from the loop, no operations from future iterations should

permanently change any variables live[l], or yet to be used, at the exit. All of these types of

dependences must be guaranteed to maintain the semantic correctness of the program.

3.3 Multiple Paths

If the loop body contains conditionals, there are multiple paths through the loop body. If the

lengths of these paths differ, the iterations have variable latencies. Path length is determined

by the number of operations on that path, the number of iterations in some loop contained

in the path, cache misses or variable-latency instructions (not considered in this paper), and

synchronization delays. Iteration Mapping provides a means of handling dependences that lie on

different paths and straddle inner loops with a mixture of implicit and explicit synchronization.



3.4 Related Work

An XIMD compiler can choose between scheduling code for a single instruction stream using

fine-grained-based techniques as a VLIW, or it can use medium-grained techniques with the

multiple instruction stream model. Iteration Mapping is most similar in concept to Cytron’s

doacross[9], which falls into the latter category. Doacross comes from the multiprocessor domain

where implicit synchronization is unavailable. It employs knowledge of the approximate relative

static delay between two processes to minimize synchronization overhead between processors.

However, [9] does not fully address actual synchronization costs, and cannot take advantage of

implicit synchronization available to the XIMD.

Several loop scheduling techniques have been proposed for the VLIW. They exploit medium-

grained parallelism between the loop iterations and use compaction mechanisms such as Per-

colation Scheduling to exploit fine-grained parallelism as well. They fall into two categories:

those based on unrolling and those that use software pipelining. Trace Scheduling [13] and Tree

Grafting[16, 20] are two techniques based on unrolling that use fine-grained scheduling methods

to move operations between basic blocks[13]. Profiling, speculation, and in some cases, fixup

code are elements of these methods.

One class of software pipelining techniques is based on Percolation Scheduling[24]. An

example is Enhanced Software Pipelining[ 12, 5]. The basic idea of this method is that the body

of one iteration is compacted, then operations from the next iteration are percolated up to fill

holes in the schedule, subject to data dependences. This procedure is repeated so as to obtain

the steady state of the loop with the smallest initiation interval. Current implementations allow

the initiation interval to vary with different paths, but do not allow an initiation interval of

less than one. Perfect Pipelining [2] is very similar except that it uses unrolling in conjunction

with software pipelining, and can achieve an initiation interval of less than one. The technique

used by [27] is a combination of these two. These software pipelining techniques are able to

handle multiple paths through the loop body. The initiation interval of these techniques may

vary depending on which path is taken through the loop. Some of them have been extended to

handle operations with multicycle latencies[25].

A completely different approach to software pipelining is based on a modular schedule,

where the initiation interval ii is fixed so that resources are used in a pattern that repeats every ii
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