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Abstract

Real time applications differ from other programs in that they require not only a predictable

level of performance, but the performance of the underlying system (OS and hardware) must 

guaranteed in order ensure that deadlines are met. Currently, performance optimizations rely on

improving average case behavior (i.e., using probabilistic methods), with the result that guaranteed

worst case performance is often an order of magnitude slower than average performance. In light

of this deficiency, we present a cacheless architecture which makes use of multiple processor

contexts (ala CDC 6600) to provide guaranteed high performance real time processing. The

architecture executes a single instruction from each context every major cycle, each context having

roughly the same performance as a standard uniprocessor running with the cache disabled. A key

feature of the machine is predictability: any instruction which does not access shared memory

executes in a single cycle. Instluctions accessing shared memory are guaranteed to complete within

a small, predictable number of cycles. The memory hierarchy allows the execution time of every

context to be independent of the others, except during shared memory access. The architecture is

modeled and simulated at the instruction set level, yielding performance comparable to cached

architectures while maintaining high predictability.

1. Introduction

One of the primary bottlenecks in today’s high performance systems is the low speed of

main memory relative to the central processor. In order to overcome this performance gap, most

systems use caches to supply the bulk of information to the CPU in a more reasonable amount of

time. However, caches work on a probabilistic basis. This is a disadvantage in applications for

which predictability is critical, such as real time. Caches provide increased performance in the long

run, but do not reliably provide the same level of performance on every program or even from one

execution to the next. Performance may vary due to reload transients after task switches or

changes in data and instruction reference patterns during execution.



Rather than using a cache, one may instead compensate for slow memory by maintaining

multiple processor contexts [4,6] which keep the processor busy while memory requests are

pending. The need for a cache is eliminated by allowing several instruction streams to feed the

processor simultaneously, each using an independent register set. One instruction from every

context is executed in the time required to perform a pipelined main memory access. This scheme

eliminates the memory bottleneck by allowing processor speed to be matched to memory

bandwidth, rather than to memory latency. A side benefit of this scheme is that both memory and

processor activity is highly pipelined, with each pipeline stage independent.

We propose that multiple processor contexts be used not only as a means of achieving high

performance, but also as a means of greater predictability. Multiple contexts allow one to replace

the inconsistent performance of a cache with highly predictable memory performance, while at the

same time providing a set of highly independent processing contexts for multitasking support. This

paper describes the MACS (Multiple Active Context System) architecture, a high performance,

multiple context, cacheless processor designed around the goal of predictability. The design is

excellent for real time systems because the execution rate for a given stream of instructions is

completely predictable, and multiple contexts allows multiple threads to execute with independent

timing characteristics. The design differs from previous multiple context architectures in its

emphasis on probable execution speed and independent timhag of each context.

Several machines have been designed or built which make use of multiple processor

contexts in order to hide memory latencies. The CDC 6600 [6] uses a single central processor

which services a set of 10 peripheral processors in a round robin style. Memory requests are

issued each minor cycle by a peripheral processor and complete in a single major cycle. The HEP

processor [4] supports up to several hundred threads, and is connected to a network of processors

and memory modules. Threads waiting for memory accesses to complete are queued until the data

arrives, while other threads continue executing. Weber and Gupta [7] explore the possibility of

maintaining a small number of contexts within a single cached processor, switching contexts

whenever a cache miss occurs on the current thread. Nikhil and Arvind [2] describe a multiple



context architecture, P-RISC, which uses single instruction fork/join and overlapped memory

access to hide memory latency and fully utilize memory bandwidth during memory intensive code.

The remainder of this paper is organized as follows: Section 2 gives motivations for and

describes the advantages of the MACS architecture. Section 3 describes the architecture in detail,

showing how the processor and memory system interact. Section 4 considers several memory

conflict resolution schemes, necessary for allowing multi-threaded applications. We describe the

implications of multiple threads accessing shared memory, and provide theoretical results

describing the best and worst case performance of multi-threaded applications. Simulations

demonstrating the effectiveness of the memory scheme and the theoretical results for sample

programs are presented. Section 5 presents conclusions and section 6 describes future work.

2. Motivations

The primary goal of the MACS project is to provide hardware support for real time

applications. A real time system needs to guarantee minimum completion times for a set of tasks

over all possible execution paths; this requires a lower bound on the performance provided by the

hardware. Since timing must be guaranteed in the worst-case situation, increasing the average

performance of the hardware (as by a cache) does not help one to meet stringent timing goals if the

worst case performance remains low. As such, our efforts are focused on achieving high worst

case performance rather than average performance.

2.1. Bridging the processor/memory speed gap

There is an increasing gap between processor and memory speeds. While caches help to

bridge this gap, they are ultimately limited by the hit rates they achieve. If performance

proportional to processor speed is maintained, the miss rate of the cache must be cut by more than

half every time the processor speed doubles. Since larger memories typically accompany faster

processors, the cache hit target is even harder to achieve as the processor/memory speed gap

widens. The ability of caches to adequately feed future high speed processors is therefore

questionable.



2.2. Eliminating unreliable performance gains provided by caches

Caches are a means of increasing a computer’s average performance without helping, and

possibly hurting, worst case performance. While the cache offers a performance advantage most of

the time, variable effects such as contention from other processes and cache flushes during cot, text

switches can cause hit rates to vary from run to run. For this reason, real time applications are

typically run with the cache disabled when determining the guaranteed level of performance offered

by the system [1,3]. Since running cacheless starves the processor, these systems suffer both in

terms of resource utilization within the CPU and in overall performance during real time

processing.

2.3. Simplified scheduling in a multi-tasking environment

Multitasking is another situation in which the guaranteed performance of a real time system

can fall well below the average performance. Often a real time system contains a number of

independent threads. Since multiple threads compete for system resources, the workload of any

given process affects the throughput of the other processes in the system. Worst case performance

for a process then occurs in the situation when every other process has a maximized workload.

In order to make execution time predictable, it is desirable that the timing for each process

be independent of the workload of the other processes. This simplifies not only the initial

determination of a process’s worst case performance, but also eases maintainability by allowing a

process to be modified without requiring every other process’s timing to be re-evaluated. The

MACS architecture addresses this problem by running every process on essentially independent

hardware, isolating the requirements of a given process from others in the system.

2.4. Eliminating task switch overhead

In addition to the problem of scheduling in a multitasking environment, context swaps can

consume a sizable fraction of CPU time. With typical context swaps requiring 10-.100

microseconds, it is impractical for multiple threads to execute several hundred times per second.
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MACS performs a context swap on every instruction in hardware, removing the overhead of saving

state and eliminating the issue of scheduling granularity.

3. Architecture

3.1. Multiple active processor contexts

The central feature of the MACS architecture is its use of multiple processor contexts to

replace the cache and eliminate context switch overhead. While this in itself is not a new idea, this

feature is used as the basis for minimizing all sources of unpredictable execution speed. Two

sources of unpredictability are addressed: Variable execution time within the instruction stream of a

single thread, and variable execution time due to resource conflicts between multiple threads

running on a single processor. In multiprocessing systems, unpredictable performance in a single

stream is caused by an indeterminate cache hit ratio (resulting in variable memory latency), and

structural, data and control hazards within the instruction execution pipeline. Running multiple

threads in a single system causes unpredictable behavior by introducing cache reload transients,

contention on memory accesses, O/S overhead for task switching and forking, and O/S overhead

for inter-task synchronization.

In the MACS architecture variable memory latency is eliminated by use of multiple

hardware contexts. The period of a major cycle is sufficiently long that accesses to memory

complete within a single major cycle (in the absence of contention). An instruction fetch is issued 

the end of each instruction, and the result arrives at the same time the next instruction from the same

context is again scheduled for issue. This eliminates the need for an instruction cache and ensures

full utilization of the processor. Data references are handled in the identical manner using a second

bus.

Structural hazards are eliminated by ensuring the CPU has enough hardware to execute one

instruction per minor cycle for any two consecutive instructions. By giving each context an

independent register set and not allowing register references between contexts, we ensure that

consecutive instructions within the execution stream (as seen by the execution pipeline) contain data



dependencies separated by a least a major cycle. This permits a very deep execution pipeline

without the possibility of suffering from inter-instruction data dependencies or the need for result

feed-back lines. Control hazards do not occur because all previous instructions for the given stream

have completed when a branch instruction issues, and the instruction fetch for a branch target

occurs at the same point in time as would the fetch for a sequential instruction.

3.2. Multiple memory banks

Since it is important to allow single cycle access to data memory, data and code reside in

different memory banks in order to prevent contention between the data and instruction fetch.

Likewise, in order to prevent contention for a single bank between different contexts, each context

has a set of data banks and memory banks available for exclusive use. At most one instruction and

one data access are performed each minor cycle by a context (and these need to go in parallel) so 

single data and a single instruction bus are shared by all memory banks. Each context can issue

both an instruction fetch and a local data request on each cycle without contention. Guaranteeing

single cycle response on memory requests makes it necessary to limit memory requests to word

boundaries; this avoids accessing multiple chips, banks, etc.

Register File Execution
(C copies) Pipeline Control

Main memory
(multiple banks)

Instruction Bus

Data Bus

Fig. 1. Block Diagram of MACS Architecture



Memory banks may be either local to a particular context or shared among two or more

contexts. Memory banks are homogeneous; the distinction is enforced in the mapping from

<context, address> to <memory bank, address>, which is performed within the processor.

Memory requests are sufficiently pipelined that requests may be issued every minor cycle,

so long as requests are to different banks. The operation latency of a memory request is the number

of cycles between the time the memory request is made and the time the result is written into the

register file. For accesses free of contention this is equal to the major cycle time. The issue latency

of a request is the minimum number of cycles which must pass between the time one access begins

to be serviced and the time another access can begin to be serviced. This is a single minor cycle for

requests to separate banks of memory, but probably more for accesses to shared memory banks.

The time between consecutive accesses to the same bank has also been called the bank busy time.

It is likely that the issue latency is much smaller than the operation latency. For example, a

typical memory load might require the following operations:

1. Calculate the address (such as register + offset).

2. Translate address to physical address space.

3. Transmit address to memory controller.

4. RAM cycles request (repeats some number of times).

5. Drive data bus.

6. Apply ECC logic.

7. Write result back to register file.

Because of the large number of steps required to perform an access, it is quite possible for a

machine using fast memory chips to still have a very long operation latency. The IBM RS/6000,

for example, has a 40ns clock and uses 80ns main memory. Though the memory chips require

only 2 cycles to perform the access, the total memory latency is 10 or 12 cycles, for data and

instructions, respectively.

The bulk of the above sequence of operations can be pipelined so that each stage is

performed in a single minor cycle. Unfortunately, the cycles required for the RAM chip to cycle



cannot be pipelined, and this leads to a multi-cycle issue latency for multiple requests accessing the

same memory bank. We expect that the issue latency of memory will be at most 1/4 to 1/2 of the

operation latency, depending on implementation and technology.

The allocation of memory banks to contexts need not be hardwired, and can easily be

modified at run time. A page table mapping a <context,virtual bank> to a physical memory bank

allows an arbitrary mapping between contexts and memory banks, and is not too large to be placed

in very fast memory. Given a large number of memory banks relative to the number of contexts,

efficient distribution of memory among processes is possible even when different processes have

widely varying memory requirements. A pipelined tree of buses for memory bank selection and

transactions can be implemented in order to maintain a small cycle time in spite of the large number

of memory banks.

Shared memory is implemented by allowing more than one context to map a virtual page to

a single physical memory bank. It is not necessary for the processor to know which banks are

being shared; shared memory banks are only different from locally accessed banks in that they

sometimes suffer contention. Contention is handled using a first-come first-served algorithm,

ensuring that all shared memory accesses are serviced within a bounded and predictable number of

cycles. This is discussed in section 4.3.

By sufficiently partitioning memory by process thread and function, the effects of memory

contention are eliminated except for that occurring on access to shared data. Note that both multiple

contexts and data partitioning are used to compensate for high memory operation latency. If

memory latency is very large relative to processor speed then both methods can be used. Smaller

latencies can be compensated for by 1.) employing a smaller number of contexts, or 2.) supporting

two or more accesses per bank on each major cycle. The second altemative would be accomplished

by allocating a single memory bank to multiple contexts which are evenly spaced in the context

scheduler’s round-robin schedule.



3.3. RISC style instruction set

The MACS architecture is best designed around a RISC instruction set, since this ensures

that all instructions can be decoded and issued in a single cycle. The simple addressing modes

supported by a RISC architecture ensure that memory instructions are capable of computing

effective addresses in a short time, and memory indirect references are eliminated. This is

necessary to allow memory accesses to be issued early enough in the major cycle that the memory

bank responds by the end of the cycle. Using a load/store architecture ensures that instructions

initiate at most a single data memory request on any cycle. This eliminates the possibility of

memory contention within a single thread, and simplifies determining the maximum stall during

contention on shared memory accesses. Finally, RISC instructions fit in a single word and can be

fetched in a single memory cycle, eliminating the problem of instructions spanning multiple words

or memory banks.

3.4. Hardware support for inter-thread operations

A large number of contexts is necessary in order to compensate for long memory latency;

unfortunately, it is not certain that an equally large number of processes will be available to run on

the system. Also, with C contexts the performance of an individual thread could be as low as 1/C

of that expected for a cached system. This makes the use of multi-threaded processes important

both in order to ensure full utilization of the hardware and to boost performance.

In order to remove variable effects of the operating system, to expose as much timing

information as possible to the application compiler, and to support the use of fine grain parallelism,

MACS supports single instruction fork/join operations as well as single instruction synchronization

primitives. Since all context information is already in the central processor, it is easy to add a small

amount of additional hardware to handle the inter-context operations. This avoids the performance

overhead and unpredictability of performing such operations in software, and allows one to

decompose a problem into a greater number of threads before synchronization overhead affects

performance.



3.4.1. Fork~Join support:

The fork instruction specifies an address at which execution of a new thread should begin

after the next major cycle. The context to which the thread is assigned is determined by the

hardware, and is returned to the parent for subsequent join or synchronization operations.

Allowing a one word argument to be passed to the child during the fork is sufficient to specify a

shared buffer which contains further arguments.

The join instruction is similar to a UNIX wa/t; it stalls the current context until the specified

child context halts.

3.4.2. Synchronization support:

The synchronization primitives lock, unlock and rendezvous are supported in hardware. A

special purpose set of lock registers is used to provide fast atomic operations. The lock instruction

atomically reads a lock register and increments it. If the register is non-zero then the thread is put

on a queue and waits. The unlock instruction decrements a lock and releases the next process if it is

non-zero.

The rendezvous instruction specifies a lock number and the number of threads with which

the rendezvous will be made. The first rendezvous instruction executed on the lock sets the lock

value to be the thread count and waits. As each succeeding thread executes the rendezvous

instruction the lock is decremented. When the lock reaches zero all the threads are released.

Note that by performing all synchronization using hardware locks, it is easy for the

processor to detect potentially fatal conditions such as deadlock. When such a condition is detected

a "deadlock" exception could be raised for each of the threads involved, and appropriate action

taken.

3.4.3. Broadcast memory stores:

Multi-threaded programs which heavily use shared data structures can sometimes be rnade

more efficient by distributing a local copy of the data to each thread. This is most efficiently
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achieved using a broadcast write. This is accomplished by having a single context issue the data

write instruction, and then re-issuing the same virtual address and data during the following major

cycle for each context to which the data is directed. A context which is the recipient of a broadcast

write gives up its execution cycle during the major cycle on which the broadcast write is issued,

since the page table and data bus is required for the broadcast.. As an example, consider the

following code to broadcast the contents of an array to a set of contexts.

master .word 0 # context number of master
.Icomm src 400 # source army
.Icomm dest 400 # destination array

Ictx rl # get context number of this thread
Iw r2, master # get context number of master
rendez O, 4 # 4 context rendezvous on lock 0
bne rl, r2, got_data # branch if not master thread
la r3, src # load address of source array
la r4, dest # load address of destination array
addi r5, r3, 4"100 # load address of last location to copy

broadcasLarray:
Iw r6, (r3) # load source value
bsw r6, (r4) # broadcast destination value
addiu r3, r3, 4 # increment source pointer
addiu r4, r4, 4 # increment destination pointer
bltu r3, r5, broadcast_array

got_data:
rendez O, 4 # 4 context rendezvous on lock 0

In this example, the rendez instruction ensures that all the threads are ready to receive the data. The

master context is the context which will read and distribute the data. The broadcast store copies the

data r6 to virtual address (r4) in each context. Note that all the involved contexts must agree

beforehand on a single virtual address at which to receive the data. The second rendezvous informs

all contexts that the broadcast is complete.

An issue not addressed here is determining which contexts should receive the broadcast.

One possibility is to supply a bit vector to the broadcast write instruction, indicating the recipients.

Such a bit vector would fit in a single register. A more secure method is to have recipients issue an

instruction specifying that they will accept a broadcast from a specific context, and then store this

information somewhere in the processor.
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