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Abstract

When a listener is presented with a low-frequency stimulus which arrives at one ear
earlier than the other, a fused acoustic image will be formed whose position is

determined by the interaural time difference. Although several models of low-frequency
binaural interaction have been proposed, none exists which is specifically intended for

use at high frequencies. Nonetheless, we have applied the position-variable model
(Stern and Colbum, 1978; Shear, 1987) successfully to the task of predicting the
subjective lateralization of high-frequency amplitude-moduated tones and bandpass
noise. The object of this research was to provide more experimental data in areas in
which the theoretical predictions of this model do not describe the available data to

determine whether we could reproduce the phenomena, and if so, to suggest methods in
which the model might be adapted to reconcile the differences. We found that several of

the discrepancies between theory and data occurred because subjects simply are
unable to produce self-consistent results when listening to high-frequency stimuli, and
the standard deviations of the data are too large to ascertain whether or not some of the
finer details of the predictions actually appear in the data. A more serious discrepancy,
first noted by Trahiotis and Bernstein (1986), is that the model predicts that subjects will

lateralize AM tones to a greater degree than bandpass stimuli, whereas the opposite is
in fact the case. The model also predicts an insufficient amount of lateralization for 2-

kHz stimuli in general. These two disparities can only be remedied by changes in the
model.
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Chapter 1
Introduction

Although the field of psychoacoustics has been studied for quite some time, recent
advances in audio technology have sparked new interest in the question of how the
human auditory system determines the position of a sound source from cues in the
sounds themselves. This ability, known as localization, stems from the fact that we
perceive sounds binaurally-- with two ears -- and rely on small differences between the
signals at each ear to extract position information. The audio industry commonly
exploits this ability by intentionally mixing enhanced or artificial interaural differences into

stereo sound recordings in order to cause the instruments’ or vocalists’ voices to appear
to emanate from different locations to the left or right. Further developments, such as
"surround sound" systems, expand the apparent soundstage to encompass an entire
plane: sounds can now appear to come from front and back as well as left and right.

People who have listened to sounds reproduced with the latest products, two of which
are Hughes Aircraft’s Sound Retrieval System and Dan Lowe’s QSound system (Levine,

1990), marvel that they add literally another dimension, thus creating a full 3-D sound
system.

Yet several questions remain. Exactly what cues are useful in deciding whether a
particular sound originates from the left or right, front or back? Are different cues more
appropriate for sounds of different frequencies? Do all people use the same cues, and if

so, do we use them in the same ways, or to the same degree? Is it possible to predict
where a given person will localize a particular sound?

Numerous researchers have performed experiments to address these questions. In

many of these studies the experimenter presents his subject with an auditory stimulus
through a pair of headphones and asks him to indicate where he perceives the source of
the sound to be. Because the stimuli are presented through headphones, the subject
perceives the source to be located intracranially -- inside his head. The acoustic image
is constrained to a limited area, generally along an axis connecting his ears, and his task

becomes one of lateralization.

Researchers have proposed several auditory models to explain and predict the results
of these lateralization experiments. Though they differ in their specifics, the models are

all based principally on two specific cues, namely the interaural time delay (ITD) and the
interaural intensity difference (liD). These two features are easily understood 
imagining sound radiating from a source positioned directly in front of an observer. The
source is equidistant from each ear, so its signal will arrive at the ears simultaneously
and with the same intensity. Such a condition, in which both ears receive an identical
stimulus, is called diotic and tends to be lateralized at or near the center of the head.
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Figure 1-1: As a source of sound moves toward one ear, the sound must travel an additional
relative distance of L1 + L2 before it reaches the opposite ear. The time required for the signal to
travel this extra distance is the interaura/time difference (ITD). Adapted from Shear (1987).

Now imagine the source positioned slightly toward the left of the observer as depicted
in Figure 1-1. This time the signal must travel farther before it reaches the observer’s

right ear and thus will be slightly delayed with respect to the signal at his left ear. The
ITD increases as the source continues to move away from the center line, with a
maximum of approximately 650 I~s (depending on head size) when the source lies
directly to the left of the observer. Additionally, since the head effectively blocks high-
frequency sounds, an liD is introduced with the left ear receiving the more intense
signal. This condition, in which different stimuli are presented to each ear, is known as

dichotic, and the signal is lateralized toward the side at which it arrives earlier or with
greater intensity.

The purpose of this project is to learn the degree to which ITDs affect the lateralization
of bandpass noise and amplitude-modulated (AM) tones at several frequencies, and 
use the results to improve and extend the position-variable model (Stern and Colburn,
1978). Much of this work is motivated by the results of an experiment by Trahiotis and
Bernstein (1986), which reveal that listeners tend to lateralize bandpass noise to 

greater extent than AM tones of similar frequency and lTD. We shall see that this is an
unexpected phenomenon that runs contrary to both intuition and predictions by the
model. We desired to collect a more extensive set of data through an experiment as
similar as possible to the one used by Trahiotis and Bernstein in order to ascertain
whether these effects could be duplicated, and if so, whether the current model can be
adapted to account for them.

In the following chapter we will outline briefly some of the models of acoustic
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lateralization. We will then describe the lateralization experiment and the data it
generated, and finally we will discuss some of the interesting features of the results and
their significance.
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Chapter 2
Background

Several models of binaural interaction have been developed over the years to explain
various phenomena observed in auditory experiments. Colburn and Durlach (1978)
have classified these models into four groups: count-comparison models, interaural-
difference-detector models, cross-correlation models, and auditory-nerve-based models.
A brief overview of these four general types of models will provide a context for
understanding the current position-variable model, which will subsequently be discussed
in more detail.

2.1. Classes of Binaural Models

The count-comparison models, first proposed by Bekesy (1960), assume that nerve

cells in a hypothetical auditory processing nucleus are innervated by neurons from each
ear and can be excited into either of two states, labeled "tuned Left" and "tuned Right,"
depending on the side at which the first stimulus to each nerve originates. Van Bergeijk
(1962), who extended this model, explains:

The input fibers enter the nucleus from opposite sides, and the neural signals traverse
the nucleus in opposite directions in some short time .... As the neural signals proceed
through the nucleus, they tune the neurons along their path of travel in the appropriate
sense, until the two events collide and extinguish each other. A higher brain center now
counts the number of L-tuned neurons and R-tuned neurons; if these numbers are equal,
a "center" position of the binaural image is perceived. If there is an excess to one side,
the perceived image appears on that side.

Van Bergeijk’s extension also includes contralateral inhibition, so that a stimulus from
one ear impedes neurons from being tuned oppositely, and makes use of intensity

information by hypothesizing that a louder stimulus causes a larger number of cells to be
affected and therefore has more impact on lateralization.

Jeffress (1948) suggested the first interaural-difference-detector model, which relies

on the concept of average rates of neural firing. This models the physiology more
accurately than the binary left/right states of the count-comparison models. Jeffress
hypothesized a network of delays and coincidence counters that extract interaural timing
information from a binaural stimulus by comparing the firing times of auditory-nerve
fibers from the two ears. This is also a component of the position-variable model and
will be described in more detail later (Figure 2-2). In Jeffress’ model each coincidence-
counting cell fires most rapidly in response to a particular ITD and is less excited by
stimuli presented with other ITDs. Lateralization is determined by analyzing the entire
distribution of coincidence-counting neurons and determining which ITD is represented

most strongly by the pattern of neural fidng in the network. Jeffress explained the effects
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of liDs in terms of the latency hypothesis, which exploits the fact that the delay between
the arrival of a stimulus and the time a neuron fires in response will decrease as the

stimulus becomes more intense. Jeffress suggested that a more intense stimulus at one
ear would cause fibers on that side to fire eadier than those on the opposite side,

thereby encoding intensity cues as timing information and requiring no special
mechanism to explain their effects on lateralization. However, in light of more
comprehensive data which showed that liDs play a different role from that of ITDs,
Sayers and Cherry (1957) and Stern and Colburn (1978) proposed an interaural-

intensity detector separate from the timing detector.

Jeffress’ model and a similar scheme by Licklider (1959) involve a sort of cross
correlation, but both models are sufficiently abstract that they do not easily lend
themselves to computational implementation.. Sayers and Cherry (1957) suggested the
first quantitative cross-correlation model for binaural lateralization and fusion. A stimulus
which is similar at both ears is more likely to be fused (Le. form a single, compact
image) than one that differs greatly between the ears, and cross correlation yields 

measure of similarity. Since a cross-correlation function (CCF) measures similarity
between signals as a function of the delay betwen them, it is also a convenient method

of predicting lateralization: the CCF should exhibit a maximum when its delay parameter
is equal to the lTD. In order to account for liDs, the CCF is weighted by a function
specified by the amplitude difference between the ears. It is also weighted to emphasize
similarities at small delays (since most naturally-occurring ITDs are less than one
millisecond in magnitude). The weighted CCF is time-averaged to determine the
estimated image position.

Colbum (1973, 1977a, 1977b) developed an auditory-nerve-based model which
evolved into the current position-variable model. His model describes neural firing

patterns explicitly and provides a quantitative specification of many of the parameters
which affect lateralization predictions. It contains peripheral "preprocessors" which

model the stochastic nature of the auditory-nerve signals, followed by a binaural
displayer much like that devised by Jeffress, which performs the cross-correlation and
coincidence-counting functions. The model was extended by Stern and Colburn (1978)
to include an intensity-function generator that makes use of liD information in addition to
the preexisting timing-function generator that explicitly describes the ITD information. A
centroid computer analyzes information from both of these sources and estimates the
image position. The resulting position-variable model describes 500-Hz data well. It

was further extended to higher frequencies by Shear (1987) and has remained
essentially unchanged in our implementation, although Lindemann (1986) independently

added a mechanism that models contralateral inhibition and accounts for the effects of
liD in a natural way. A more detailed description of the current version, which was used
for all the predictions in this research, follows shortly.

Although most of the contemporary models are reasonably successful in predicting the
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lateralization of low-frequency stimuli, they were not designed for use with high
frequencies. There is currently no specialized theory of high-frequency lateralization.

Though it seems that useful cues may lie in the envelopes of high-frequency stimuli,
none of the existing quantitative models explicitly uses that information. The current
version of the position-variable model uses ITD alone. In other words, we treat high-
frequency stimuli exactly the same as low-frequency stimuli and have achieved success
in predicting the results of many high-frequency experiments. The main purpose and
motivation for this work was to provide more data in several specific areas in which the

theoretical predictions differ from the experimental data, and to use the results to better
specify the parameters of the model.

2.2. The Position-Variable Model

The model of auditory processing used in this research is known as the position-
variable model. It was proposed by Stern and Colburn (1978) and extended by Shear
(1987). Although a great deal remains to be learned about the human auditory system,
the elements of the model were designed to reflect the known or hypothesized
physiology to some degree. Since there is some correspondence between the stages of

the model and their physiological counterparts, it is helpful to discuss them together. A
complete and detailed description is given by Shear (1987), but we will discuss some 
the particularly important features here.

The first salient anatomical structure in relation to the model is the basilar membrane
of the inner ear. Hair cells along the membrane transduce the varying pressure of
acoustic energy into electrochemical impulses to be transmitted to the brain via the
auditory nerve. Each hair cell responds most strongly to a narrow band of frequencies.
The characteristic frequencies of these cells are distributed approximately logarithmically
over a range from 20 Hz to 20 kHz. When a cell is quiescent it fires at an average rate
near 50 per second, but its firing rate increases to about 200 per second when the cell is
excited by a stimulus of the proper frequency. The bursts of neural activity tend to occur
in synchrony with the peaks and troughs of the waveform of a low-frequency stimulus

but lose synchrony at higher frequencies. In all cases, the firing is stochastic in nature
so it is impossible to determine exactly when the next impulse will occur, although the
average firing rate is predictable. Such a system of operation lends itself to a description
as a nonhomogeneous Poisson process, with the firing rate as the rate parameter of the
process.

The first stage of the model simulates the response of auditory-nerve fibers to simple
stimuli. Many parallel banks of processors are modeled for each ear, each containing
the series of elements shown in the block diagram of Figure 2-1. First, a bandpass filter

represents the frequency response of a hair cell by ensuring that the subsequent
elements will respond maximally only to a narrow range of frequencies. Next, an
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automatic gain control models the nature of the evoked neural response: a high output

when a stimulus is present and a low but non-zero output when the stimulus is absent.

A rectifier produces a non-negative input to a Poisson process generator, which converts

the analog signal into a series of pulses whose rate depends on the amplitude of the

analog signal. The Iowpass filter preceding the generator models the loss of timing

synchronization at higher frequencies: by filtering out the higher frequencies, it prevents

the Poisson process generator from exactly following the fine structure of high-frequency

signals.

x(t) y(t) z(tt r(t)

~ ; ~ ~ t Neural firing patter~

P~ Bandpass

~ AutomaticFilter Gain Control
Rectifier Lowpass

Filter

r(t) Poisson
Process

Generator

, ~ , > -~1 I \>
log f x(t) y(t) log f

Figure 2-1 : Block diagram of a single peripheral processor at the first stage of the model, with the
transfer function of each element below and the resulting output above. (Adapted from Shear,
1987)

So far we have considered only monaural processing. The heart of the model is the

apparatus for extracting timing and lateralization information. Binaural processing allows

the auditory system to accomplish this by comparing the signals from the ears against

each other. There is some physiological evidence (Rose, et. aL, 1966) to support the

theory that this is realized by passing each of the outputs of the auditory-nerve fibers

through a sedes of neural delay elements and recording coincidences between the

neural signals after each delay, as in Figure 2-2. Assuming that a diotic stimulus causes

corresponding hair cells in each ear to fire nearly simultaneously, activation will occur at

the "coincidence counter" which resides an equal number of delay elements away from

each ear (number 3 in the figure), for it is at this element that the signals will be most

nearly identical. In contrast, a stimulus that arrives earlier at one ear must pass through

more delay elements than the corresponding signal from the opposite ear for the two to

coincide, and thus a different coincidence counter will produce more activity.

A set of delays and coincidence counters such as this appears to exist for each of

many frequency bands, and one can imagine the entire network arrayed in the form of a
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Figure 2-2: Schematic diagram of the neural delay system and coincidence-counting cells.
Signals from the left and right ears are delayed by different amounts to each coincidence counter.
The counter at which the two delayed signals are the most similar exhibits the strongest response.
(Adapted from Jeffress (1948))

histogram: all the coincidence counters representing a particular delay are grouped
together, with those representing a diotic stimulus (zero delay) in the center, and those
with larger delays closer to the appropriate side. We expect a binaural stimulus to

activate the network maximally at the position corresponding to the actual ITD and less
strongly in nearby regions. Pedodic stimuli will also activate neurons responding to a
delay equal to any integral number of pedods away from the actual ITD, but the effect of
multiple excitations at larger delays is lessened because there is a relative abundance of
coincidence counters which respond to small delays and a decreasing number for longer

delays. It therefore seems reasonable to assume that the auditory system determines
the location of the image by means akin to computing the centroid of the imagined
histogram.

The top panel of Figure 2-3 shows the relative average number of coincidences as a
function of delay (’~), which can be considered to be an estimate of the CCF of a 500-Hz
tone presented with an ITD of 600 #s. As in the auditory system itself, the maximum
responses are expected to appear at a delay equal to the true ITD and every period of
the stimulus waveform thereafter. The estimated CCF is multiplied by a pulse-shaped
function p(-~), as shown in the second panel of Figure 2-3, which peaks at zero delay (’~ 

0) and falls rapidly and symmetrically as the delay increases to account for the relative
preponderance of coincidence counters near zero lTD. The centroid of the weighted
CCF (in the third panel) is computed and the image is estimated to be at a position
directly proportional to the value of -c at which the centroid resides.

The original form of the position-variable model included a mechanism to account for
intensity differences between the two ears. This is obviously an important part of the

auditory system’s equipment for lateralizing sounds, as one can easily vedfy by listening
to music through a pair of headphones and adjusting the balance control to change the
relative volume at each ear. Anyone who has done this is familiar with the dramatic
change in position of the acoustic image as a result of varying the liD. The original
position-variable model made use of this information by multiplying the CCF by another


