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Neural Networks for

Linear Signal Classification

Paul G. McKee

This report discusses experiments in the use of neural networks to classify linear signals
and describes the simulator used in these experiments. Given an input signal, the problem
is to determine which of several linear systems produced it. The signals were generated
through computer simulations of autoregressive moving-average (ARMA) linear systems
driven by white noise. An engineering approach is adopted in considering this application,
i.e, the ultimate goal is to build a signal classifying device for use in the field. The
most important characteristics of this device are its accuracy and speed of classification
under field conditions. Therefore, generalization is paramount. The models investigated
were back propagation, quickprop, Gaussian node networks, radial basis functions, the
modified Kanerva method, and networks without hidden units. For comparison, nearest-
neighbor classifiers were also tested. Classification performance and learning time results
are presented. All the networks were simulated using Netz, a general-purpose simulator
for feedforward supervised networks. Netz can be extended in a straightforward manner
to handle other network models and other applications. The Netz package has been tuned
to run efficiently on the Ardent Titan, a graphics supercomputer with vector processing
capabilities; performance results for Netz on this platform are presented.
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1 Introduction

Neural networks are a class of computer architectures in which many simple processing

units collectively perform complex calculations. Recently there has been a reviwl of

interest in such models, due in part to the introduction of several new techniques that

may be able to solve difficult real-world problems that previous networks could not.

This project investigates the use of neural networks to classify random signals. The

signals are modeled as the output ofhnear dynamic systems driven by white noise. This is

a suitable model for a variety of real-world signals, including speech, geophysical returns,

sonar signatures, and radar echoes. Like many of the real-world problems for which neural

networks seem to have much promise, this problem involves making decisions based on

noisy analog inputs. In this study, the signals considered are generated by computer

simulation. This controlled source of data avoids the difficulties of collecting real signals

and allows attention to be focused on the issues involved in signal classification.

The essential elements of the signal classification problem are presented in Figure 1.

The classifier receives an input signal from one of several sources. Its job is to determine

which of the signals is present at its input during each trial. If the structure of the signal

sources is known, this task might be approached by building an analytical model for

each source and designing a classifier based on this analytical understanding. In other

situations, however, this is impossible or impractical.

The neural network approach to this problem is based on learning from examples. If

Source

Classifier ~ Classification

Figure 1: Essential elements of the signal classification problem.



we can obtain samples of the signal produced by each source, we can use these samples

in training a neural network to perform the classification task.

I will take an engineering approach in considering the application of neural networks

to signal classification. That is, I will suppose that the ultimate goal is to build a signal

classifying device for use in the field. The most important characteristic of this device is

its performance under field conditions. In this case, we are concerned with the accuracy

and speed of classification exhibited by the system. We are also concerned with the

computational expense of training the neural network. We have little concern for the

network’s performance in classifying the examples used to train it, although many neural

network studies have concentrated mostly on this aspect of their use.

This project has four major goals:

¯ To evaluate the usefulness of neural networks for classifying linear signals.

¯ To compare the performance and training time of severM neural network models for

this task. The models I will consider are back propagation, quickprop, Gaussian

node networks, radial basis functions, the modified Kanerva method, and single-

layer networks. For comparison, I will also test nearest-neighbor classifiers and

compare their performance with that of the neural networks.

¯ To determine whether reflection coefficients computed from signal data are a useful

set of features for classification purposes.

¯ To implement an efficient simulator for each type of network on a graphics super-

computer with vector processing capabilities.

Section 2 describes the signal classification problem in greater depth, including details

of the generation and preprocessing of signal data. Section 3 describes the neural network

models considered and the methods used to train them; the nearest-neighbor classifier

is also discussed. The simulator used in conducting these experiments is discussed in

Section 4 along with my experiences in optimizing the simulator to run efficiently on a

graphics supercomputer. Section 5 presents the results of performance measurements on

trained networks of various types as well as measurements of the number of iterations

required to train them. The final section presents conclusions and some suggestions for

future work in this area.



2 Problem Definition

Many real-world signals, such as speech, geophysical signals, and underwater transients,

contain components that can be modeled as the output of a linear system whose input

is excited by noise. This project investigates the use of neural networks to classify such

signals.

2.1 Signal Classification Task

Consider a set of N linear dynamic systems. Suppose that the input of each system is

connected to a source of white noise, as shown in Figure 2. The output of one of the

systems is selected, sampled, preprocessed, and presented to a neural network or other

classifier. The network’s task is to indicate which one of the systems produced the signal.

The network is trained to perform this task by presenting it with examples of correct

classification. Each example consists of the output of the preprocessor (a vector of real

numbers) for some signal and a target output vector. The entire set of examples used in

training the network is referred to as the training set. We can determine how well the

network has learned the task by testing its performance on a separate set of examples.

To capture a rich class of signals, the linear systems are assumed to be of high order

with multiple poles and zeros. Poles account for pe~ks in the power spectral density, while

zeros correspond to valleys. The poles are due to the feedback structure, or autoregres-

System I
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Figure 2: Using a neural network to solve the signal classification problem.



sive (AP~) component~ of the system. The zeros come from the feedforward structure 

moving-average (MA) component. Signals described by these types of models are termed

in general autoregressive moving-average (AttMA) signals; AR and MA signMs are special

cases in which one component is absent.

The preprocessor transforms each sequence of signal samples into a vector suitable

for direct input to the neured network. The steps involved will be discussed in detail in

Section 2.5.

In this project a 1-of-N output vector format was used. There are N real-valued

outputs from the network, where N is the number of linear systems the network must

be able to identify. When a signal from system j is presented to the network, the target

vector contains a value of 0.9 on output j and value of 0.1 on every other output.

2.2 Signal Generation

This study uses simulated signal data, that is, the signals of interest are created through

computer simulation. No simulation can capture all of the intricacies of real-world signals.

Therefore, the conclusions of this study correspond to a best-case scenario. However,

under reasonable operating conditions, conclusions drawn by studying simulated data

are useful indicators of relative performance among alternative classification methods. To

extrapolate from the results of this study to real operating conditions, one should calibrate

the results by evaluating the actual performance for a nominal environment.

The use of simulated signal data in the experiments reported here provides controlled

conditions that allow attention to be focused on more important issues: (i) the usefulness

of a particular set of features--here, reflection coefficients--for signal classification, and

(ii) a comparison of several neural network models and the nearest-neighbor classifier for

the signal classification task. The simulated data also solves the problem of the cost of

collecting training and testing data in the field.

For the purposes of this project~ the noise source in Figure 2 is a random number

generator module that returns a sequence of Gaussian uncorrelated random numbers

with zero mean and a specified variance. The variance is a measure of the bandwidth

of the noise sequence. The noise generated by this method is white, that is, its power

spectrum is fiat. The AI~MA system which receives this input shapes the power spectrum

according to its particular response.



(a) System configuration (b) System configuration 

Figure 3: Pole-zero diagrams for the system configurations.

2.3 System Configurations

Two different sets of systems were used in this investigation. Pole-zero diagrams repre-

senting both sets are shown in Figure 3; the exact locations of the poles and zeros are

listed in Table 1. All poles and zeros in both configurations are present in conjugate pairs.

Therefore, the systems could all be implemented as physical systems. Furthermore, since

all of the poles and zeros are inside the unit circle in the z plane, the systems are stable

and have minimum phase.

Each of the ten systems in the first set, which I will refer to as system configuration

#1, has eight poles and four zeros. Six of the poles, and all of the zeros, are the same for

all ten systems; all of these poles and zeros are located in conjugate pairs on a circle of

radius 0.8. The remaining conjugate pairs of poles lie at a radius of 0.9 at intervals of five

degrees from the real axis. System 1 has a pair of poles at 0.9/0°, system 10 has poles

at 0.9/± 45°, and the remaining systems are spread out in between. These poles, being

closer to the unit circle, tend to dominate the response of the system. In Figure 3a, the

fixed poles and zeros are not labeled, and the variable poles are labeled with the number



Table 1: Locations of poles and zeros in each linear system.

System Configuration #1 System Configuration #2
Type and Location System(s) Type and Location System(s)
2 poles at 0.8/0°

2 zeros at 0.8/4- 20°

2 poles at 0.8/4- 40°

2 zeros at 0.8/4- 60°

2 poles at 0.8/4- 80°

2 poles at 0.9/0°

2 poles at 0.9/4- 5°

2 poles at 0.9/4- 10°

2 poles at 0.9/4- 15°

2 poles at 0.9/4- 20°

2 poles at 0.9/4- 25°

2 poles at 0.9/4- 30°

2 poles at 0.9/4- 35°

2 poles at 0.9/4- 40°

2 poles at 0.9/4- 45°

All
All
All
All
All

2 poles at 0.8/0°

2 zeros at 0.8/4- 10°

2 zeros at 0.8/+ 70°

2 poles at 0.8/4- 80°

2 zeros at 0.9/4- 45°

1
2
3
4
5
6
7
8
9
10

2 poles at 0.95000/q- 45.000°
2 poles at 0.93602/4- 47.165°

2 poles at 0.90139/4- 48.180°

2 poles at 0.86537/4- 47.342°

2 poles at 0.85000/4- 45.000°

2 poles at 0.86537/4- 42.658°

2 poles at 0.90139L 4- 41.820°

2 poles at 0.93602L 4- 42.835°

All
All
All
All
All
1
2
3
4
5
6
7
8

of the system to which they belong.

System configuration #2 was designed to test the hypothesis that if the distinguish-

ing poles of the systems were partially cancelled by nearby zeros (or vice versa), then

discrimination among them would be more difficult. The configuration consists of eight

systems, each having six poles and six zeros. Four of the poles and all six zeros were the

same in every system. The remaining two poles were located near the zeros at 0.9/=t= 45°,

but in a different location for each system. In Figure 3b, the fixed poles and zeros are not

numbered, and the variable poles are numbered according to the system to which they

belong.

2.4 Classification without Preprocessing

Since the input to each linear system is noise, the output is a random process whose power

spectral density has been shaped by the response of the system. Figure 4 illustrates the

signals produced by four of the systems with the same input noise supplied to each.

Parts (a)-(c) show 200 samples of the output of systems 1, 8, and 9, respectively, in

system configuration #1. It would seem easy to distinguish systems with very different
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parameters, like system 1 and system 8, but bear in mind that the classifier must also

distinguish systems with similar parameters, such as system 8 and system 9--obviously a

harder task.

Figure 4(d) shows 200 samples of the output of system 1 in system configuration #2.

The other systems in the configuration produced signals that look very much like this

one,

Preliminary experiments were conducted to see if the raw signal samples could be

used directly as inputs to the neural network classifiers. A training set consisting of 50

signal sample vectors for each of three systems was created; each vector contained 256

consecutive samples of one of the signals. Back propagation could easily train a network

with a single layer of hidden units to classify the input vectors in the training set, but

performance in classifying signals not in the training set was extremely poor. Perhaps this

is because a 150-element training set--or indeed any training set of manageable size--does

not adequately explore the space of possible 256-dimensional input vectors. Because of

this poor performance, all subsequent experiments used a preprocessing step to extract

an invariant property of the signal, as described in the next section.

2.5 Preprocessing

The preprocessing performed in this project consisted of two steps: feature extraction

and scaling. The features employed in this study are reflection coefficients. Reflection

coefficients, like the autocorrelation sequence and the power spectral density, are a means

of describing the signal. Reflection coefficients are commonly computed in modern signal

processing methods as intermediate statistics from which the parameters of an ARMA

signal can be determined or the power spectral density estimated. They arise, for example,

in linear predictive coding (LPC) methods in speech processing.

There is an efficient algorithm, known in the signal processing literature as the Burg

algorithm [3], for estimating reflection coefficients from signal samples. The quality of

the estimate provided by tl~e Burg technique increases monotonically with the length of

the sample sequence used. In this project, I used software developed by M.I. Ribeiro [19]

to generate the signals and compute reflection coefficients by the Burg technique. I used

sequences of 4096~ 1024~ and 256 samples to compute the first twelve reflection coefficients.

The largest of these sequences yields very reliable estimates, while for the smallest the


