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Abstract
Previous work [15] developed the algorithms, models and methodologies to realize highly responsive, deterministic com-
munications services utilizing the IEEE 802.5 Token Ring Standard. Simulation studies were used to validate the timing
determinism property, to demonstrate greatly enhanced asynchronous response limes, and to introduce guaranteed

asynchronous alert class message service. This work reports the results of implementation studies utilizing commercially

available IEEE 802.5 chip sets and boards. Serious implementation flaws were discovered that prevent the full potential of

the IEEE 802.5 Token Ring Standard from being realized for real-time applications. Specifically, unbounded delays can be
introduced which not only destroy the desired response time determinism offered by algorithmic scheduling, but also negate

asynchronous alert class guarantees and unnecessarily increase other asynchronous response times. This work analyzes the
scheduling properties of current implementations and proposes modifications to those implementations to allow them to

realize the full potential offered by the IEEE 802.5 Standard for real-time applications. This work also documents end to
end message delivery time measurements from the ARTS hardware testbed.



1. Introduction
This work involves real-time communication implementation studies using the IEEE 802.5 Token Ring Standard [5]. The

introduction of timing correcmess distinguishes real-time communications from the more general communications problem.
In a nonreal-time setting, it is sufficient to verify the logical correctness of a communications solution; however, in a

real-lime setting it is also necessary to verify the timing correctness. Historically, real-time communications were provided

via point-to-point connections. Networking such as the IEEE 802.5 token ring introduced media contention which must be

carefully managed in order to maintain stable, predictable liming behavior.

/n the past, timing verification has been performed using Time Domain Multiplexing (TDM) Techniques. In TDM tech-

niques all access to shared media is statically bound and predetermined, thus the most limiting factor associated with TDM
techniques is the lack of run time flexibility. The TDM method limits the system’s ability to respond to changing needs.

Run-time operation may only be altered by re-programming the system.

Experience with real-time processor scheduling has shown that as the number of tasks and task periods increase, TDM

schedules tend to become ad hoc in nature, painfid to generate, and difficult to modify [3]. The real-time communications
scheduling problem for distributed systems is even more complex as the communications medium is generally required to

handle a larger number of tasks and is typically subject to a more highly dynamic environment than the processor environ-

ment. To avoid propagating the problems of TDM-based time management to the real time communications environment,
Strosnider [16] developed the algorithms, models, and methodologies necessary to realize highly responsive, deterministic

communications services. These algorithms dynamically bind resource allocation, unlike TDM techniques which statically

bind resource allocation to fixed time slots. The algorithmic scheduling models for the IEEE 802.5 Token Ring had

previously been verified via simulation only [15]. Here we examine a real-time communication protocol on the ARTS

hardware testbed [21], [22] to realize the desired real-time environment.
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Figure 1-1: ARTS Testbed

The work initially involved writing a device driver for a commercially available netwonking card (the Proteon proNET 
Model p1542). This established a communication link between three Sun 3 wodcstalions via the IEEE 802.5 Token Ring

Standard. After the desired hardware environment was realized, the real-time protocol was studied at the media access
(MAC) level in order to accurately predict the performance of the software interface 1. This knowledge allowed the

characterization of end-to-end communication. Efficient implementation of the real-time protocol was considered with

regard to the data structures used for implementation.

1Readers interested in real-time comrnunication as applied to the higher layers of the ISO Reference Model [19] are referred to [23] and [24].



The ARTS testbed, pictured in Figure 1-1 includes an IEEE 802.5 Token Ring Network with three Sun 3/140 Workstations
as well as an IBM PC/AT used as a network monitor. The Sun workstations use Proteon p1542 Networking Cards, while th~

IBM PC/AT contains a Proteon p1344 network monitor card. Both the p1542 and p1344 networking cards are built around
the Texas Instruments TMS380 Token Ring Adapter Chipset. The Computer Science Ethernet backbone connects to the

target machines on the token ring to permit downloading of the experimental ARTS kernel and debugging.

The original intent of this research was to duplicate the simulations developed in [15], in order to demonstrate the ad-
vantages of algorithmic scheduling in the communications domain over conventional TDM techniques° Unfortunately there

were a number of obstacles which prevented this, including:

¯ Load Generation: the simulations ran at a ring utilization near 70%. The hardware testbed was not able to
provide this level of ring utilization with only three nodes transmitting messages onto the ring. Each station was
only able to utilize approximately 5% of available ring bandwidth. Financial constraints prevented the procure-
ment of additional Sun Workstations and Proteon p1542 networking cards.

¯ Measurement ot’ Time: whereas the simulations monitored message delivery time to the nearest 0.1 msec, the
internal clock on the Sun 3 workstation has a 10 msec granularity. The size of the packet transmitted was
increased in an attempt to lengthen the delivery time of the messages. However due to memory limitations of
the Proteon p1542 Networking Card and the TMS380 Adapter Chipset, it was not possible to make the packet
large enough such that the timing granularity was sufficient.

Although it was not possible to duplicate the simulations from [15], much was learned from the development of the

hardware testbed. Beyond the aforementioned physical constraints, commercial implementations of the IEEE 802.5 Token
Ring Standard have features which compromise the above listed requirements and artificially limit the perfomaance potential

of the IEEE 802.5 Standard for real-time systems. Chapter 2 examines the flaws found in commercial implementations of

the IEEE 802.5 Token Ring Standard, demonstrates how these flaws reduce ring schedulability, and makes general recom-

mendations regarding token ring adapter chipset architectural considerations to support real-time communication. Chapter 3
documents message transmission times as observed on the ARTS testbed.



4

2. Token-Ring Adapter Chipset Architectural Considerations for Real-Time Systems

2.1 Background
The introduction of individual message response time requirements distinguishes real-time communications from more

general pulpose communication where notions of aggregate throughput are sufficient. The real-time communication

problem inherits all of the problems of the general purpose domain plus the added difficulty of guaranteeing individual
message requirements. Several research efforts have addressed this area. IBM [2] extended the Multi-Level Multi-Access

(MLMA) Protocol originally developed by Rothauser and Wild [12] to support priority based media arbitration on buses.

Zhao, Stankovic and Ramaritham [25] developed a sliding window protocol which provides an alternative non-TDM

strategy for scheduling time constrained messages in networks. LeLann [6] has developed a variant of the CSMA/CD

protocol which uses an adaptive tree walk strategy for back-offs that provides another non-TDM alternative for real-time
communications. The SAE-gB High Speed Ring Bus [4] committee has recognized the limitations of TDM scheduling for

real-time applications and has adopted a priority-based media arbitration approach which supports algorithmic scheduling.

Previous work by Strosnider, et. al. [15], [17] develops an algorithmic scheduling model for the IEEE 802.5 Token Ring
Standard. This approach provides the disciplined timing behavior that allows the prediction of system timing behavior via

algorithmic media access scheduling as opposed to conventional Time Domain Multiplexing (TDM) based scheduling. The

work demonstrated that the a priori timing predictions can be met providing a guaranteed alert class service and greatly

enhanced asynchronous responsiveness while still maintaining synchronous class guarantees. Fulther, asynchronous mes-

sage response time improvements of nearly two orders of magnitude were demonstrated over the conventional TDM

approach. This research demonstrated that the IEEE 802.5 Standard can be used to form the backbone of predictable, stable,
extensible real-time systems.

This work reports implementation flaws which were discovered during an implementation study on the ARTS
Tested [21], [22]. These flaws prevent the IEEE 802.5 Token Ring Standard from realizing its full potential for real-time

applications. Section 2.2 covers the major implementation flaws in commercially available implementations of the IEEE
802.5 Standard. Section 2.3 introduces a possible solution to the flaws. Section 2.4 illustrates how this solution impacts ring

schedulabifity, and Section 2.5 covers the limitations of this solution. Finally, Section 2.6 summarizes implementation

requirements necessary for the IEEE 802.5 Standard to support real-time communication.

2.2 Implementation Constraints
The IEEE 802.5 Token Ring Standard includes attributes which allow the standard to support algorithmic media access
scheduling. Algorithmic LAN scheduling has been shown to have advantages over TDM-based LAN scheduling for

real-time applications [15]. The attributes to support algorithmic scheduling include:

¯ three priority bits (8 levels of priority) in each token to provide priority granularity for both messages and free
tokens.

¯ an algorithmic media access technique based upon token priority [5].

Priorities are used to determine in which order messages gain access to the network. Algorithmic scheduling assigns

priorities to messages in order to guarantee message delivery time. The Texas Instruments TMS380 Adapter Chipset ([20])
and IBM Token Ring Chipset are commercially available implementations of the IEEE 802.5 Token Ring Standard.

Unfortunately these implementations have features which compromise the above listed requirements and artificially limit the
performance potential of the IEEE 802.5 Standard for real-time systems. This work focuses on the Texas Instruments

TMS38.0 Adapter Chipset2.

WPhe IBM Token Ring Chipset exhibits many of the same problems as the TMS380 Chipset. The authors constructed and experimented with a testbed
which uses the Texas Instruments TMS380 Adapter Chipset, and therefore focus on the TMS380 implementation.



The first constraint which the TMS380 Chipset imposes is that is provides only half of the required priority levels to the

application (4 levels as opposed to 8). This lack of priority granularity significantly restricts the applications that can 
supported to those with a small number of unique priority levels. Applications with a rich set of timing requirements are

either not supported, or supported at arbitrarily low schedulable utilization levels since insufficient priority granularity

reduces schedulable utilization [7].
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l~igure 2-1: LAN Interface Configuration

The TMS380 Adapter Chipset constitutes the LAN interface to the token ring network. When a message is queued for

transmission, it is transferred from host memory to that node’s Transmit Buffer, which resides in Adapter memory (as
illustrated in Figure 2-1). Unfortunately the Transmit Buffer is maintained as a FIFO queue3. The priority of the message at

the front of the FIFO queue is used to contend for access to the token ring. Priority inversion occurs when a higher priority
message is blocked behind a lower priority message already in the Transmit Buffer. Priority inversion is the phenomenon

where a higher priority job is forced to wait for a lower priority job to complete its execution [9]. Priority inversion

introduces unbounded delays into message response times. These unbounded delays destroy the predictability and
guaranteed schedulability developed in theoretical studies and validated via simulation. (The simulation model of the IEEE

802.5 Token Ring Adapter is based upon the assumption that at each node the highest priority pending messages are
transmitted before lower priority messages4.) In result, priority inversion causes a degradation in both response time

performance and the percentage utilization of media which may be used such that all message deadlines are still guaranteed

(ring schedulability). As an illustration, consider the following example.

Example 0: Suppose that there are 3 nodes X, Y and Z on a token ring network. Multiple messages may be queued for

transmission at a single node simultaneously, however at each node ring access contention is performed using the priority of

the pending message which arrived at the queue at the earliest point in time. Let there be a low priority message on node X,

and two medium priority messages on nodes Y and Z when a free token is generated on the network. Before any data
transmission occurs, a high priority message becomes ready for transmission on node X. However, the network interface at

node X cannot transmit the high priority message until after the low priority message there has been transmitted. This
duration of waiting represents priority inversion for the high priority message at node X. Unfortunately, the duration for

which the high priority message at node X is blocked due to priority inversion is unbounded. This is because all present and
future medium priority messages on nodes Y and Z would be transmitted before the low priority message on node X can be

transmitted, making way for the high priority message.

Priority inversion is also a problem when receiving frames. Frames are inserted into that node’s Receive Buffer when

3Ideally the Transmit Buffer is maintained as a Priority Queue. Though performance concerns accompany the use of Priority Queues, Ralya
[10] demonstrated that Priority Queues need not translate into performance losses.

4Messages of the same priority are transmitted in the order in which they were queued.



received. Frames are then transferred from the Receive Buffer in adapter memory to host memory in the order in which they

were received. Message priorities are used to determine in which order messages should be Iransferred to host memory for
processing at the upper layers of the end-to-end protocol [14], [19]. Priority inversion occurs when a higher priority

message is received while a lower priority message is already in the queue. The complications at the receive end are distinct

from those at the transmit end. We will concentrate on the implementation problems as they relate to the transmit process,

and later relate those problems to the receive process.

Strosnider [16] developed the Deferrable Server Algorithm, an advanced scheduling algorithm which provides dramatic

speedups in aperiodic message response times while still guaranteeing the periodic message response times [15]. The

Deferrable Server algorithm relegates aperiodic messages into three separate classes: a high urgency (alert) class, a medium

urgency class, and a low urgency (background) class. The priority inversion problem inherent to the TMS380 Token Ring
Adapter Chipset degrades the improvements demonstrated in the simulation studies [15] in a number of ways:

¯ The magnitudes of the guaranteed response times for alert class messages are seriously degraded.

¯ The mean and standard deviation for medium urgency message response times are both greatly increased.

¯ The presence of background messages serves to funlaer magnify the effects of the above complications as they
block higher priority asynchronous accesses.

Unfortunately, the only remedy for the unbounded priority inversion problem in the TMS380 LAN Adapter Chipset is an
expensive one. The only possible way to preempt the message pending transmission is to issue the Transmit Halt com-

mand, which purges all frames queued for transmission. The cost of the Transmit Halt command is the time required to

re-DMA each of the frames purged (not just the frame at the beginning of the Transmit Queue) from Host to Adapter
memory.

Suppose that a high priority message becomes ready for transmission at a node when a low priority message is already

pending within the LAN adapter chipset at that same node. To avoid priority inversion, the host operating system needs to

purge the low priority frame to allow transmission of the higher priority frame. The low priority frame would be re-queued
for transmission later. 5 Clearly, the data corresponding to all purged frames must be re-copied into the adapter chipset

buffers at some future point. Thus, the overhead due to the Transmit Halt operation along with the retransmission costs can
be rather expensive. In a prioritized real-time system, there could be several priority levels in use and the cumulative

overhead of the abort operations can be prohibitive.

The remainder of this section studies the impact of unbounded priority inversion in the transmit process in the TMS380

Token Ring Adapter Chipset. We first illustrate how priority inversion destroys the guaranteed response time for periodic

messages offered by algorithmic scheduling. We then examine the impact of priority inversion on asynchronous message
response lime performance.

2.2.1 Impact on Periodic Task Scheduling
The unbounded delays caused by priority inversion may cause periodic messages to miss their deadlines.
following set of rate ordered periodic messages: a, b ..... g.

Consider the

Example 1: Figure 2-2 pictures a token ring LAN with 4 stations, A, B, C, and D. The ring has a task set consisting of

periodic messages a through g. Each message requires 5 time units of ring time for transmission and delivery. The Rate

Monotonic scheduling algorithm [8] assigns the highest priorities to messages with the shortest periods. Consistent with the
rate monotonic scheduling algorithm, periodic messages with a period of 50 (a, j, k) are assigned priority 3. Periodic

5There might be a small time window when an ongoing frame transmission is completed just when the Transmit Halt command is issued. Hence, it is
possible that a purged frame is retransmitted twice. End-to-end transfer protocols can deal with this situation, say, identical to the loss of an acknowledge
frame.


